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Abstract

Geometric Algebra (GA) has been successfully applied in several fields, including
physics, graphics, and robotics, but its potential in Machine Learning (ML) and
Deep Learning (DL) remains largely unexplored. This thesis addresses that gap by
investigating the application of GA to a variety of ML tasks that are inherently
geometric in nature. Our premise is simple yet powerful: if, as it is often said, ML
is a clever rebranding of linear algebra, then geometric problems in ML deserve to
be tackled with GA, an extension of linear algebra designed to represent geometric
objects and perform transformations on them naturally and compactly.

The GA framework provides a unified language to represent, understand, and
manipulate geometric entities using multivectors, rotors, and sandwich products. The
result is a set of tools that are not only mathematically elegant but also highly e [edtive
in practice, spanning a broad range of domains: Chapter 2 tackles regression tasks
on rotation groups and molecular geometry optimization; Chapter 3 explores protein
modelling and structure prediction; Chapter 4 addresses 3D camera pose estimation
and 3D line alignment; Chapter 5 focuses on the solution of partial di Lerential equations
for computational fluid dynamics and electromagnetism.

We demonstrate that GA can be employed as a versatile, practical and principled
framework for building geometry-aware ML systems independently of the employed
architecture. By embedding geometric priors directly into the model architecture via
GA, we unlock several advantages, including lower regression errors, robustness to noise
and transformations and interpretability of intermediate computations. More broadly,
this thesis is an invitation to rethink how neural networks should represent, model, and
transform geometric data, grounding these operations in an algebra that reflects the
structure of the problem itself. As ML continues to engage with increasingly complex
and structured data, the need for such expressive representations will only grow, and
GA olerk a compelling framework to meet that need.
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Chapter 1

Introduction and Background

| thought | had something so simple
to say. Something useful to
everybody.

Marcello Mastroianni as Guido,
8%, dir. Federico Fellini (1963)

1.1 Introduction

Geometric Algebra (GA) is a mathematical framework based on the algebra of William
Kingdon Cliord. GA is a powerful tool as it o ers an intuitive manipulation of
geometrical objects (scalars, vectors, oriented surfaces and volumes, etc.) and a simple
way to perform geometric transformations by any amount and in any dimension.

Historically, GA has been more successful in some elds than in others. Researchers
and engineers in theoretical physics or computer graphics, for example, have been
making use of GA for several years. Experiments in GA for Machine Learning (ML) and
Deep Learning (DL), on the other hand, have only started to appear in the literature
in the last couple of years, despite early notions of a GA-based ML being proposed as
early as the nineties. This is surprising, since many ML problems deal with intrinsically
geometric data, and such problems are often solved with engineering-intense approaches,
which, albeit e ective, are very complex and not at all intuitive.

The goal of this dissertation is to bridge the gap between the GA and the ML
worlds, and to show how GA can improve on and simplify di erent aspects of a typical
ML pipeline. These aspects include, among others, representing geometrical objects as
data in an intuitive, meaningful way; understanding intermediate outputs of a neural
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network and boosting its accuracy at a reduced computational cost. These challenges
are recurrent problems in the broader Deep Learning community that can be addressed
elegantly and e ectively using GA.

While it could be argued that GA is merely one alternative among several, more
widely recognized approaches in the literature, the versatility of GA is undeniable.
This thesis aims to demonstrate that with a few simple GA tools, a wide variety of
problems, ranging from bioinformatics to computer vision and engineering, can be
tackled using the same methods and the same underlying philosophy.

At the outset of the PhD project, the goal was to show how GA could simplify
the handling of proteins. However, it quickly became clear that the same methods
applicable to proteins could be extended to a broad range of other geometric objects.
This insight revealed that GA could serve as a valuable tool not only in bioinformatics,
but also within the larger eld of geometric deep learning.

This thesis constitutes a summary of works published starting from September
2021.

" The rst half of Chapter 2 has been published as:

Pepe, Alberto, Joan Lasenby, and Pablo Chacon. "Learning rotations."
Mathematical Methods in the Applied Sciences 47.3 (2024): 1204 1217
[143].

The second half is a joint work with Scuola Normale Superiore in Pisa,
Italy, and has been presented as: Pepe, Alberto, Federico Lazzari, Vincenzo
Barone, Joan Lasenby. "Molecular Geometry Optimization through Rotor-
based Evolutionary Algorithm", 13th International Conference on Cli ord
Algebras and Their Applications in Mathematical Physics (ICCA13), Holon,
Israel (2023).

" Elements of Chapter 3 have been published as:

Pepe, Alberto, Joan Lasenby, and Pablo Chacon. "Geometric Algebra
Models of Proteins for Three-Dimensional Structure Prediction: A Detailed

Analysis." International Conference on Advanced Computational Applica-

tions of Geometric Algebra (ICACGA). Cham: Springer Nature Switzerland,

2022 [143, 144].

Pepe, Alberto, and Joan Lasenby. "Modeling orientational features via
Geometric Algebra for 3D protein coordinates prediction.” Mathematical
Methods in the Applied Sciences 47.14 (2024): 11385 11404 [141].
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Pepe, Alberto, Joan Lasenby, and Pablo Chacon. "Using a graph trans-
former network to predict 3D coordinates of proteins via Geometric Algebra
modelling."” International Workshop on Empowering Novel Geometric Al-
gebra for Graphics and Engineering. Cham: Springer Nature Switzerland,
2022 [145].

Pepe, Alberto, Sven Buchholz, and Joan Lasenby. "Cli ord Group Equiv-
ariant Neural Network Layers for Protein Structure Prediction." Northern
Lights Deep Learning Conference. PMLR, 2024 [137].

" Chapter 4 has been published as:

Pepe, Alberto, and Joan Lasenby. "CGAPoseNet: Camera pose regression
via a 1D-up approach to Conformal Geometric Algebra." arXiv preprint
arXiv:2302.05211 (2023) [140].

Pepe, Alberto, Joan Lasenby, and Sven Buchholz. "CGAPoseNet+ GCAN:
A Geometric Cli ord Algebra Network for Geometry-aware Camera Pose Re-
gression." Proceedings of the IEEE/CVF Winter Conference on Applications
of Computer Vision, 2024 [142].

Pepe, Alberto, Yuxin Yao, and Joan Lasenby. "De ne, Re ne, Align:
Correspondence-free 3D Line Alignment with Attentional, Equivariant and
Rotational Layers." Proceedings of the IEEE/CVF Conference on Computer
Vision and Pattern Recognition (CVPR), Perception Beyond the Visible
Spectrum (PBVS), 2025.

" Elements of Chapter 5 have been published as:

Pepe, Alberto, Sven Buchholz, and Joan Lasenby. "GA-ReLU: an activation
function for Geometric Algebra Networks applied to 2D Navier Stokes
PDEs." ICLR 2024 Workshop on Al4Di erentialEquations In Science, 2024
[138].

Pepe, Alberto, Sven Buchholz, and Joan Lasenby. "STAResNet. a Net-
work in Spacetime Algebra to solve Maxwell's PDEs." arXiv preprint
arXiv:2408.13619 (2024) [139].

Pepe, Alberto, Mattia Montanari, and Joan Lasenby. "Fengbo: A Cli ord
Neural Operator pipeline for 3D PDEs in Computational Fluid Dynamics."
ICLR 2025.
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1.2 Fundamentals of GA

The branch of mathematics called Geometric Algebra (GA) was developed in the second
half of the 19th century by William Kingdon Cli ord [ 33. GA was revived in 1966
thanks to David Hestenes, who reiterated the unifying power of GA and its relevance in
physics due to the close ties with geometry6g]. GA provides an intuitive and uni ed
framework for describing geometric entities and transformations acting on them, and
it has found application in computer graphics, computer vision, robotics, physics and
more. In the rest of this section we will introduce the fundamental operators of GA
and the subalgebras that we employed throughout the thesis. For a more rigorous
derivation we refer the reader to103 43]. All plots in this section have been generated
using the Cli ord package [61].

1.2.1 De ning a subalgebra

A Geometric Algebra of sizem can be de ned over a scalar eld and a set ofm
independent, orthonormal basis vector$eg-;...,. We indicate a generic closed
subalgebra withG,.qr or alternatively G(p;q;r). A closed subalgebras,.q, hasp basis
vectors that square to 1,q basis vectors that square to -1 and basis vectors that
square to 0.

1.2.2 The geometric product

Elements in a GA are calledmultivectors. Elements of any type can be added or
multiplied together. Each element has agrade associated with it. By grade we de ne
the dimension of the hyperplane an object speci es. e.g. scalars are grade 0, vectors
are grade 1, bivectors are grade 2, etc. Geometric algebra gets its name from the
geometric product. The geometric product between two vectors is given by

ab=a b+a”b (1.2

in which the scalar (orinner) product a bis the usual scalar product of linear algebra,
which equal to the cosine of the angle betweenand b when a; bare unit vectors, while
the wedge (orouter) product a” b produces a bivector (e.g. an oriented plane). The
geometric product is hence the sum of a scalar and a bivector, that have di erent grade.
Any multivector of a unique grader that can be de ned as

A=zaMa™"Ng (1.2)
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is called ablade

The reversion operatorfor a multivector is given by A. The reverse of a scalar is
equal to the scalar itself and the reverse of a vector is equal to the vector itself. For a
multivector, we have that

(AB) = BA
(1.3)
(A+B) = A+ B
The general rule to reverse an-blade is given by
r(r+1)
A‘r = ( 1) 2 Ar (14)

The grade projector operator is denoted byhAi,, wherer is the grade we want to
extract from A. This comes from the fact that a multivector in am dimensional algebra

can be written as
xXn

A= hAi; (1.5)
i=0
The geometric product between a multivector and its reverse gives the squared
magnitude: jAj2 = hAAi,. The reversion operator can be used to de ne the inverse of

a multivector as

A

It can be easily shown thatA A = 1. The dual of a multivector is de ned as

A=Al (1.7)
wherel , is called thepseudoscalar de ned asl, = e, e, :::* e,. The pseudoscalar
is the highest grade element in a GA. The product of a grade-pseudoscalan
and a grader multivector A, is a gradefn r) multivector, and is called a duality
transformation. The pseudoscalar interchanges inner and outer products:

Ar (Bsl)= bA;Bsl ijr (n s)j— PABsl iy (r+s) — PABsir+sl = A ™ Bl (1.8)

1.2.3 Geometric Algebra of the plane and of the space

The GA of the Euclidean plane is denoted b¥5.o.0, With two basis vectorse;; e,. Being
an n = 2 dimensional GA (sincep+ g+ r =2+0+0 =2 = n), it is spanned by
22 = 4 elements, namely a scalar, two vectors;; e, and the bivectore,e, = e, * e,.
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Fig. 1.1 Elements 0fGs.0.0, the GA of Euclidean space: one scalar, three vectaes e;; s,
three bivectorse;,; &3; €13 and one trivector e;os.

G.0.0 includes the concept of complex numbers, since the pseudoscalar of this algebra

| = e, & = g8 €, squares to -1, since? = €, = epepn = (e6)(ee) =
(e1e1)(e28) = 1. A scalar plus a bivector can be seen as a representation of a

complex number, sinc&Z = a+ Ib a+ b, where is the imaginary unit. Similarly, if

X =ae +be=-e¢e(at+bl)=eZ.

Adding a third basis vectore; we form G;..0, the GA of Euclidean space (see Fig.
1.1). It has 2° = 8 elements, a scalar, three vectors, three bivectors,§; e,3; €:3) and
onetrivector (e;3= €, e, e3 = |3, the pseudoscalar). The GA of space includes
the quaternion algebra, since a quaterniogq = w + ai + lj + ck can be represented as
a multivector A = w+ ae;p + bes + ces.

Throughout this thesis, the GA notation will be employed for the majority of
mathematical quantities and geometric objects, unless explicitly stated otherwise. For
example, lowercase, non-bold letters will be used to represent vectors, uppercase letters
will denote bivectors and so on.

1.2.4 Geometric transformations

The concepts below assume a three-dimensional GA, but can be extended to any GA
of arbitrary dimension.

Re ections

The re ection of a vector a in the plane orthogonal to the unit vectorn is given by a°
=a, - a. Hence, we rst resolvea into its parallel and perpendicular components to
n. This is done asa= n?a= n(n a+ n” a)= a + a,, in whicha, =(a n)n and
a, = n(n”™ a). This is equivalent to

a®=n(n~a n(a n= n(an+a”n)= nan (1.9
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Fig. 1.2 Re ection in Geometric Algebra: a multivector (e.g., a plane represented
as a bivector) is re ected across a plane with unit normal vectan using the formula
= n n. This re ection preserves the grade of .

The formulaa®= nan works for spaces in any dimension and it leaves lengths and
angles unchanged. For bivectorB = a”™ b, we have that

B%=( nan)” ( nbn)= %(nannbn nbnnan) = %n(ab ban = nBn (1.10)

Sandwiching a multivector between a vector always preserves the grade of the mul-
tivector (see Fig. 1.2). The dual vectorB is subject to the same transformation
I (nBn) = n(IB)n.

Rotations

A rotation in the plane is generated by successive re ections in the planes perpendicular
to two unit vectors m and n. Let's consider two re ections: b= mam, and then
c= nbn= n( mam)n = nmamn. We dene R = nm, so to write ¢ = RaR,
representing a rotation.R is called arotor. A rotor is the geometric product of two
unit vectors (see Fig. 1.3). We can rewrite it as

R=mt€m=n m+n®"m=cos()+n"m (1.11)
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Fig. 1.3 Rotation in Geometric Algebra: a multivector is rotated by applying two
successive re ections across planes with unit normatsand m. The rotation is given by

%= mn nm= R R, and preserves the grade of. The geometric productR = mn
is called arotor.

The magnitude of the bivector part is given bysin?( ). We de ne the unit bivector B

in the m” n plane as
m”n
B = sin() (1.12)

with B2= 1.
Recalling the complex number duality, the rotor can be written a®k = coq )
B sin( ), or similarly R = exp( B ), in which the exponential function is de ned by
its Taylor expansion where the multiplications are replaced by the geometric product.
For a rotation of an angle , we haveR = exp( B =2). Summarizing, the rotation
operation:
a’= RaR = e B=2%ad?=2 (1.13)

whereRR = 1. Rotations preserve lengths and angles:
0 — 1 — 1 — —
a® b= 5(RaRRLR + RbRRaR) = SR(ab+ bdR = a bRR=a b (1.14)

The reverse of the rotation is given bya = RaR.

The singleR acting by itself on a vector has no geometric signi cance: the formula
b= Ra only works for vectors in the plane of rotation. For this reason, we say that GA
has a double-cover representation of the rotation group: since it is double sid&land
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Fig. 1.4 Visualization of some90 rotations in 3D Geometric Algebra using sandwich
products. The orange objects vector, circle, plane, and point are rotated to the
blue counterparts by the sandwich producX 7! RX R, whereR is the reverse oR.
Rotation via the sandwich product is independent of the type of geometric objet,
applying uniformly to vectors, bivectors, and points alike.

R yield the same rotation. Multivectors can be rotated with the same principle (see
Fig. 1.4). For the group combination rule, ifb= R;aR3;c = R,bR;, then ¢ = RaR,
whereR = R1R».

In the rest of this thesis we will represent rotations in the Euclidean space in terms
of rotors and bivectors, and employing two kinds of rotor-to-bivector maps, namely (i)
the exponential map, for which
B= 2logR (1.15)

and (ii) the Cayley transform [68], for which

B = (1.16)
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1.2.5 Conformal Geometric Algebra (CGA)

Let x be a vector in a Geometric AlgebreG, ., of dimensionn = p+ g+ r. CGA
extends the Geometric Algebra tdGy.1.q+1; by introducing two basis vectors,e and e,
with € =+1 ande?= 1. Sincee e=¢g e=0,thenalsox e=x e=0. Having
introduced e and e, we can create thenull vectors following Hestenes' notation:

n=e+e

(1.17)
n=e e
An alternative notation, more common today, is given by
n =e+e
1 (1.18)
No = E(e €)

which represent the point at in nity and the origin, respectively. They are null since
n? =(e+e)(e+e)=¢€+2e e+ e&=1+0 1=0. Moreover, we can show that
N No=¢€ ¢€&=2andx n; =X ng=0. CGA de nes a mapping of the kind

in which F (x) is de ned, using Hestenes' notation, as
F(x)= x’n+2x n (1.20)
or, alternatively, as
1
F(x)= S(x €eni(x ¢
12 (1.21)
F(x) = é(xznl +2X o)

The factor of 1=2 is chosen so that~(x) n; = 1. F(x) is always a null vector
for any x. A single point x 2 G,q, corresponds to a family of null vectorsX =

(x?ny +2X ng) 2 Gpirgrry- If x =0, then F(x) = %no, i.e. the origin. Its inverse
isn; , i.e. mapping points at in nity. If we are dealing with a 3D space, the equivalent
CGA will be G;.1.0, i.e. @ 5D space.
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1.2.6 Transformations in CGA

Rotations

Recall that in Gy, a rotation is expressed byx ! RxR. It can be shown that to
rotate a conformal objectF (x) ! RF (x)R holds:

1 1
RF (X)R = éR(xznl +2X ng)R = é[szn1 R+2RxR RngR] (1.22)

A rotor contains only even blades, so it commutes witln; . Moreover, RngR = nj.
We hence have:

RF (X)R = %(kznl +2%  ng) (1.23)

where® = RxR.

Inversions

By inversion we mean the mapping ! x=x2. It can be shown that re ecting F (x) in
e gives:

1 1 1 X X
eF(x)e= Z[x%en, e+2exe engel= =x’[—=n; +2—= ngl=x’F = (1.24
(X) 2[ 1 o€l 5 [x2 1 2 o 2 (1.24)

The scale and the sign are irrelevant, so we can safely discard the minus sign and de ne
the inversion ase( )e (see Fig. 1.5).
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Fig. 1.5 Inversion in Conformal Geometric Algebra: Euclidean vectaa (blue) is
transformed via CGA using sandwich products. Itsnversion (red) is given by eF(a)e.

Translations

A translation takes place ifx I x+ a. We consider the rotorR = T, = exp(ha=2), and
use the Taylor expansion on the exponential. Singeis a null vector andan = na,
all higher terms are zero, we can rewrite it as:

na na 1 na 2 na
R=T.=exp > :1+?+§ > + 1+? (1.25)

Some useful properties:
" Rn; R= n; sincen; represents a point at in nity
"RngR=ny 2a a%n; ! R( ng)R= F(a) since ng represents the origin

RxR = x+ n; (a x) by relation of dot and geometric product.

The above properties allow us to show that
RF (X)R = %((x +a)+2(x+a ng)= F(x+a) (1.26)

An example is shown in Fig. 1.6.
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Fig. 1.6 Translations in Conformal Geometric Algebra: the green plane is the result
of translating the original pink plane by the Euclidean vectora. The translation is
performed via the sandwich product °= T, B, with T, =1 %ae;?a =1+ %ae.

Dilations

A dilation in GA is given by x ! x . We consider the rotorR = D = exp(;e€e) We
have that

D F(x)D =exp 5ee %(xznl +2X  ng)exp See =
= %(xzexp(e e n; +2x exp(eeng)= (2.27)
=exp( ) (¥ +2% g
with ® = exp( )x. Dilations in GA are represented by a rotorR = D in conformal

space (see Fig. 1.7). A summary of the transformations in CGA is given in Table 1.1.

Table 1.1 Summary of common geometric transformations in GA and CGA

Transformation GA CGA
Rotation x! RxR F(x)! F(RxR)
Inversion x! X F(x)! Qe

Translation x!I x+a FX)! TFX)Ta
Dilation x!' x F (xX)! D FXD




14 Introduction and Background

Fig. 1.7 Dilations in Conformal Geometric Algebra: The teal sphere?®is the result
of dilating the original yellow sphere by the scale factor = 6. The dilation is
performed via the sandwich product °= D B , with D =exp 5€e .

1.2.7 Objects and incidence

Point pairs, lines, planes, circles and spheres are all represented by blades in the 5D
CGA. They can be transformed with rotors. The dual of these objects are used to
extract meaningful features of these objects. The simplest object in CGA is represented
by a blade of the kindA ~ B, that represents a point pair.

Lines

If a line L passes through two pointsa; bwith CGA representation A and B, then the

line can be represented by = A"~ B ® n; . The representationX of any point on the

line will satisfy X ~ L =0. This is an incidence relation, ieX * Y~ ::~ Z =0, and

it is invariant under rotor/re ection operations. Let's consider two points X;; X, on

a line L with corresponding representationX ;; X, in G(p+ 1;qg+ 1;r). Without loss

of generality we assume that the line passes through the origin in the direction &t

HenceX; only contains the vectorsn; ; ng; €;, as any point on the line must have form
X = ej. If X is any point on the line, then the incidence relation is given by

XAXiMX”Ang =XA2AL=0 (1.28)
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Planes

Without loss of generality, consider the plane spanned 18t; e,. A point x lies on the
plane ifx = e+ e,. Its conformal representation will only containn; ;ng; e;; e as

= 1(x°ny +2( e+ ey) no). Let = X A XA X3 np = (N Anot e ey),
so if a point X lie on the plane we have that

XAXiNM XM Xghngp =X =0 (1.29)

Circles

ConsiderG,gy i.e. the usual Euclidean plane with basig;; ;e =1;e2=1. Let L be
the line x =1 and a a point with coordinates(x;y). Assume we want to invert the
points on this line: this gives the seL ! ﬁ; 13’7 = (x%y9. It can be shown that
[X° 1=2F + y® = (1=2)? is the equation of a circle centred af1=2; 0) and radius 1=2.
We mapped a line into a circle. 1fX is a point on a line, then the inverted point is on
the circle isX ° Since the incidence relation is invariant to inversion, then a poink °

belongs on a circle if

XOAXIAXIN XY= g(X N X1 M XM X3)e= eXe” eXe” eXye” eXze= (1.30)
=Xx{"C=0
We know that a line can be represented as a trivector of the forin = X1 X, ny ,
then any circle asC= X1 X, X3, where noX; is a multiple of n; : aline is a circle
passing through a point at in nity. Examples of lines and circles in CGA are shown in
Fig. 1.8.
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Fig. 1.8 Lines and circles in Conformal Geometric Algebra are trivectors of the type
XM X, ™ Xs. Aline can be interpreted as a circle with in nite radius, i.e. containing
the point at innity Xz = n; .

Spheres

Given any 4 points with 5D representationX ;; X,; X 3; X4 the sphere through those

points is given by the 4-vector = XM Xo™ X3M X4 If X lieson ,then X~ =0 ,

that is equivalentto X ( 1)=0"! X = 0, where is the dual of and

hence is a vector. Again, since a plane can be represented as a 4-vector of the form
= XM XM X3 ng, it can be seen as a sphere passing through a point at in nity.

Examples of planes and spheres in CGA are shown in Fig. 1.9. A summary of CGA

objects as blades is given in Table 1.2.

Fig. 1.9 Planes and spheres in Conformal Geometric Algebra are quadrivectors of the
type X1 X, X3 ™ X4. A plane can be interpreted as a sphere with in nite radius,
i.e. containing the point at in nity X4 = ny .
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Table 1.2 Objects in CGA

Grade Symbol Meaning
1 A point
2 A™NB point pair
3 ArB~"C circle (O
3 ANB”"™n line (L)
4 ANB"™CH™D sphere()
4 ANB~™C”™ny plane ()

Intersections

The intersection of any two objectsW,, Ws is equivalent to taking the dual of the
2n r s grade part of the product of W, and Ws. For this purpose, we can de ne

the meet operatoras
W, _ W= (W, *W,) (1.312)

Intuitively, the intersection of a sphere and a circle results in a pair of points, while
the intersection of a sphere and a plane yields a circle, provided that the join of the
two entities encompasses the entire space. Examples of the use of the meet operator
are given in Fig. 1.10-1.11

Fig. 1.10 The meet operator between two grade-4 objects (two spheres, two planes, or
a sphere and a plane), yields a grade-3 object (circles or lines) unless degenerate.
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Fig. 1.11 The meet operator between a grade-4 objects (sphere or plane) and a grade-3
object (line or circle), yields a grade-2 object (a point pair) unless degenerate.

1.2.8 Other algebras
1d-Up CGA

When dealing with transformations in Euclidean geometry in CGA, the point at in nity

n; is kept constant. However, we can work with non-Euclidean geometries if we keep
di erent quantities constant. For example by keepinge constant, it can be shown
that we are left with a hyperbolicgeometry. Similarly, whene is kept constant we are
left with a spherical geometry. Note how, by keeping either one of the basesr e
constant, we have onlyone additional basis vector compared to 3D GA (hence the
name 1D-Up") instead of two as in CGA (which is a 2D-Up" space compared to 3D
GA) [95 97].

We will work with the latter case in Chapter 4, in whiche is kept constant ande is
our origin. The main advantages of the 1D-Up approach are: (1) a lower dimensionality
of the space compared to CGA, (2) that the Euclidean nature of the space (i.e. that
all basis vectors square ta-1) allows us to construct a simple loss function that is
invariant under rigid body transformations and (3) that both translations and rotations
can be expressed as rotors, just as in the 2d-Up space. The curvature of the space is
controlled by a free parameter (see Fig. 1.12), which we will discuss in further detail
in Chapter 4.

Spacetime Algebra (STA)

The 3D Spacetime Algebra (STA), i.e.G.3,, iS spanned by four basis vectors g,
with 2= 2=1andk=1;23 The pseudoscalarisdenedab= o 1 » 3. We
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Fig. 1.12 The parameter controls the curvature of the space in 1d-Up CGA. As
increases, lines irG(4; 0; 0) are transformed into circles and planes are transformed
into spheres.

say that g is a timelike vector, while ;; ,; 3 are spacelike vectors. A breakdown of
the blades in STA is given in Table 1.3.

The even grade elements of the 3D STA form a subalgeb@a.q.o which is equivalent
to the Pauli algebra. In fact, de ning:

k= k" o (1.32)

we have that le andthat 1 >=1 3 > 3=1 tand 3 1=1 5 We will
work with STA in Chapter 5.

Table 1.3 Blades in Spacetime Algebra (STAJ5.3.0. Elements colored in red square to
+1, while elements colored in blue square to1.

Grade Orthonormal Basis Blade Type Geometry
0 1 Scalar Magnitude
1 0y 1, 27 3 Vector Events in spacetime
2 01, 02 03 Bivector Planes (time-like + space-like)
12, 13, 23 Purely spatial planes
3 012; 013) 023 Trivector Mixed volumes (1 time + 2 space)
123 Purely spatial volume

4 0123 Pseudoscalar 4-volume / Orientation
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1.3 Learning with GA

The idea of using GA as a computational substrate for machine learning dates back
to early works such as135, and was further developed in the early 2000s through
the contributions of [22, 23, 21, 17]. These studies introduced the notion o€li ord
neurons exploring the use of GA to design learning units and architectures that operate
directly on multivectors. While visionary, these e orts remained mostly theoretical
and were largely overlooked for over a decade, as the machine learning community
increasingly consolidated around real-valued vector spaces and conventional deep
learning frameworks.

Interest in GA for machine learning began to re-emerge in the 2020s. This revival
was catalyzed by the broader development of geometric deep learning, a sub eld of deep
learning focused on building architectures that respect the symmetries and structure
of geometric data. It leverages tools from group theory and di erential geometry
to enforce invariance and equivariance on data such as graphs, manifolds, and point
clouds.

A notable contribution to this renewed interest came from Melnyk et al. 28, who
introduced the Multilayer Geometric Perceptron (MLGP), an architecture composed
of geometric neurons that achieves rotation- and translation-equivariant shape classi -
cation. This work represented one of the rst functioning implementations of a neural
network operating directly within a GA framework.

Following this, Brandstetter et al. [17] showed that Cli ord neural networks can
outperform standard real-valued architectures on partial di erential equation (PDE)
solving tasks. Their success was attributed to the natural ability of GA to represent
vector elds and encode geometric constraints. In parallel, Ruhe et al1§8 159 19
extended these foundations by constructing architectures that are equivariant under
the full Cli ord group and introduced the idea of learning geometric templates and
primitives. These developments reinforced the role of GA as a powerful tool for geo-
metric computation in machine learning.

How does this thesis relate to the broader eld of geometric deep learning?

Objects and operations introduced in Section 1.2 serve as the mathematical backbone
throughout this thesis, as we will exclusively model problems in Bioinformatics (Chapter
3), Computer Vision (Chapter 4), and Physics Modelling (Chapter 5) in terms of
multivectors We will employ multivectors in two ways (see Fig. 1.13):
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1. Modelling: we simplify, model, and represent data in terms of GA objects and
operations, including lines, planes, circles and rotors.

2. Computing: we design learning units capable of processing multivector-valued
data through specialized, GA-native operations, including geometric and sandwich
products.

Fig. 1.13 Multivectors for Modelling, Understanding, and Computing. This
thesis aims to demonstrate the power of GA across the entire machine learning pipeline.
Early works, such as those on rotation estimation and molecular geometry optimiza-
tion (Chapter 2), use multivectors as amodelling tool. Later works like CGA-
PoseNet+GCAN (Chapter 4) and STAResNet (Chapter 5) exemplify true geometric
deep learning, where multivectors serve not only as a modelling tool, but also as
computational units  within neural architectures. Both approaches serve the goal of
understanding how geometric structure informs and constrains the learning process.

Earlier chapters (Chapter 2 and the rst part of Chapter 3) concentrate on non-
geometric settings: GA is used primarily as a modelling and representational framework,
rather than as a means of enforcing geometric constraints or equivariances within
architectures. Later chapters (the second half of Chapter 3, and Chapters 4 and 5)
explore equivariant and geometric architectures relying on multivector-valued learnable
parameters. This second half of the manuscript ts within geometric deep learning.

This division re ects both the natural progression of the PhD research and an
intentional choice to highlight the broader capabilities of GA, as captured in the subtitle
of the thesis: Multivectors for Modelling, Understanding, and Computing
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1.3.1 GA:the 6 ™ G of Geometric Deep Learning?

A popular taxonomy of the eld of geometric deep learning is the one introduced i2().
This framework identi es ve key domains, referred to as thes G's, that capture the
structural priors and symmetries commonly found in deep learning problems:

N

Grids: Data de ned on regular Euclidean domains, such as images, audio signals,
or video frames. Convolutional neural networks (CNNs) are the canonical models
here, exploiting the translation symmetry of the grid [104].

Groups: Symmetries formalized via group theory, such as rotations, re ections,
or permutations. Learning architectures that are invariant or equivariant under

group actions fall into this category, improving generalization by embedding prior
symmetry knowledge [34, 35, 40].

Graphs: Data with relational structure, where nodes and edges represent entities
and their interactions. Graph neural networks (GNNSs) operate in this regime,
enabling learning on irregular, non-Euclidean domains such as social networks or
molecular graphs [179, 190, 178].

Geodesics: Data that lies on smooth manifolds, such as spherical signals or
curved surfaces. Models must account for curvature and intrinsic geometry, often
using tools from di erential geometry to de ne distances and gradients [125].

Gauges: The most abstract setting, involving local symmetries and transforma-
tions in ber bundles. Gauge-equivariant architectures are particularly relevant

in physics-informed learning and scenarios where data is expressed in locally
varying frames [39].

How does GA t within this taxonomy? GA provides a uni ed algebraic frame-
work that naturally encompasses each of these domains:

" Grids: GA o ers coordinate-free representations for regular grid structures. In
2D or 3D grids (e.g., images or volumetric data), multivectors can e ciently
encode geometric primitives such as edges, planes, and volumes. The geometric
product captures local spatial relationships naturally, serving as a generalization
of convolutional operations.

" Groups: GA excels in representing symmetry groups central to geometric deep
learning: Rotations viarotors in the even subalgebra; Translations and scalings
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via versorsin CGA; Conformal transformations uni ed in the algebraG;.,; Lorentz
transformations for spacetime models in physics. GA makes group actions both
mathematically elegant and computationally tractable.

Graphs: GA can enrich graph neural networks by using multivectors to represent
edges and node features. Unlike scalar weights, multivector-valued edge attributes
can encode directionality, orientation, and higher-order geometric relationships
(e.g., areas and volumes), providing a more expressive relational framework.

Geodesics: GA is particularly powerful for reasoning on manifolds. In CGA,
geodesics (e.g., great circles on spheres or hyperbolic lines) can be expressed
algebraically as intersections of geometric primitives. This facilitates learning
tasks that depend on intrinsic distances, such as manifold embeddings or molecular
conformer prediction.

Gauges: GA naturally handles basis changes and frame transformations. Its
invariance under orthogonal transformations enables the construction of gauge-
equivariant networks, useful for modelling systems with local symmetries, as seen
in physics-informed and gauge-theoretic machine learning.

We therefore argue that GA functions as ameta-framework : whereas each of the 5
G's typically requires distinct mathematical tools, such as tensors, graphs, Lie groups,
or Riemannian manifolds, GA uni es them within a single consistent formalism. This
enables end-to-end learning systems in which representation, transformation, and
reasoning are all performed natively in the same geometric space.

In summary, GA is not limited to any single domain among the 5 G's. Rather, it
subsumes all ve within a compact and expressive language, making it a compelling
foundation for modelling, understanding, and computing in geometric deep learning
(see Table 1.4).

1.3.2 Learning with GA in practice

In Table 1.4, we used the expression embedding in a GA . In this section, we clarify what
that means in practice. Working with networks in GA means extending traditional
models to operate directly on multivector-valued data, enabling more expressive
representations of geometry, symmetry, and structure. This approach can be realized
through the following three-step work ow:
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Table 1.4 Embedding an architecture in a GAG enables geometric deep learning on
any of the 5 G's of RQ]. Left column: architectures on which geometric deep learning
is performed; right column: example of possible embedding of such architectures in
GA. In this thesis, we provide examples of GA-based learning for grids (Chapter 5),
groups (Chapter 3-4), geodesics (Chapter 4).

G geometric deep learning GA-based geometric deep learning
Grids CNNSs, U-Nets, ResNets on regular lattices Gyo (2D grids), G, (3D grids), G5 (spacetime grids)
Groups Group-equivariant CNNs, steerable networks Gz (SO(3) rotations), Gy.; (conformal group), G;.3 (Lorentz group)
Graphs GCNs, GraphSAGE, GATs G0 (Euclidean node features)Gs,o (3D molecular graphs)
Geodesics Riemannian NNs, hyperbolic NNs Gy+1 (spherical), G..1 (hyperbolic), Gy.1 (conformal model)

Gauges  Gauge-equivariant CNNs, ber bundle models G,.; (spacetime gauge elds)G.o (2D Yang-Mills), Gy (conformal gauge)

1. Choose a suitable GA: Select an algebras,.q, that re ects the geometry of
the problem domain. For instanceG,, is appropriate for modelling 2D physical
systems such as 2D Navier Stokes equations, whil®.;, a conformal model, is
well-suited for tasks involving 3D rigid-body motions.

2. Embed your model in the algebra: Lift all data and learnable parameters
into the chosen GA by introducing an additional tensor dimension of siz2",
wheren = p+ g+ r is the number of basis vectors. Each element along this
new axis corresponds to a basis blade (e.g., scalar, vector, bivector), allowing the
network to represent and manipulate the full geometric content of the input.

3. Build your architecture: Adapt standard neural architectures (e.g., CNNs,
GNNs, transformers) to perform GA-native operations, such as the geometric
product, outer product, and grade projections. These operations replace tra-
ditional scalar or matrix multiplications, enabling the model to reason over
geometric structure in a principled way.

Note how this work ow is model-agnostic : it can be applied to a wide range of
architectures, systematically incorporating geometric structure and symmetry through
GA. The rest of this thesis assumes this work ow for building GA networks.



Chapter 2
Rotations as Rotors

There are no answers, only choices.

Solaris, Stanis?aw Lem (1961)

2.1 Introduction

In this chapter we focus on the theme of representation. What de nes a good choice
when representing rotations? Are rotors a good mathematical representation for
rotations? Do rotors lend themselves to learning problems? Is GA an optimal space in
which to minimise a given objective function? We address these questions through two
examples that will lay the foundations for the following chapters and justify our use of
rotors in them.

Firstly, we discuss the issue of discontinuities in the representation of rotations,
how it a ects learning and how rotors (and bivectors) can overcome it in a more
compact way compared to other methods in the literature through three toy problems
in computer vision.

We then move onto the problem of molecular geometry optimisation in computa-
tional chemistry, and show how rotors can more e ectively guide an unstable molecular
conformation to its energetic minimum as opposed to other representations.
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2.2 Learning rotations

2.2.1 Background

In problems such as pose prediction and generation, motion capture and inverse
kinematics, neural networks (NNs) are generally trained to perform a regression on
rotations [150 126. For these tasks, it is common to describe 3D rotations through 3
or 4D representations, including axis-angle representatioidq], Euler angles 49 and
quaternions [134].

However, it has been shown that 3 and 4D representations present some limitations.
Grassia et al. 9], for example, demonstrated how an exponential parametrisation
of rotations is more suitable for di erentiation and integration as opposed to Euler
angles or quaternions. Zhou et al.2P]] found the source of large regression errors
in the discontinuity of these representations, in which a representation is said to be
discontinuous when the mappingy: SO(3) ! RP from the 3 3 rotation matrix in
SO(3) onto a given representation space is a discontinuous function. Saxena et al.
[161] also highlighted representation discontinuity as a critical factor.

According to the universal approximation theorem, on the other hand, a NN with
one hidden layer can approximate angontinuous function for inputs that fall within a
speci ¢ range [/6]. Moreover, the process of training requires extensive computations of
derivatives. Hence, trying to learn rotations when parametrised with discontinuous
representation might lead to large errors.

2.2.2 The 6D representation

A possible solution to overcome the discontinuity issue is to increase the number
of degrees of freedom (DoF). In2D]], 5 and 6D continuous representations have
been proposed speci cally for deep learning approaches to computer vision in order
to represent rotations exclusively (i.e. without translation component). This 6D
representation can be visualized as& 2 matrix with columns a;; a,, which, after a
Gram-Schmidt-like orthogonalization procedure, maps to the original rotation matrix

in SO(3) with orthonormal columnsby; b; by (Eq. 2.1).
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inwhichg 1 :RP I SO(3) is the mapping from the representation space to the
the 3 3 rotation matrix in SO(3). We believe that this representation has some
fundamental limitations:

N

The 6D representation proposed has more DoF than commonly employed repre-
sentations, meaning more parameters to be learned.

It is fully learned. This guarantees continuity, but it also means that no closed
form expression exists to convert a rotation frons O(3) into its 6D representation.

It is tied to an ad hoc loss function to be minimised, namely the., norm
between the original and predicted rotation matrices after the aforementioned
orthogonalization procedure, that has to be performed at every iteration. This
loss function is less intuitive and more computationally expensive than those
normally used in regression tasks.

No conditions are imposed to avoid; = by; a, = b, i.e. that the 6D representation

is learned to be equal to the rst two columns of the rotation matrix. This
identity mapping is easier to "learn” and indeed a possible scenario, but makes
the comparison with other representations biased.

We address these points by reproducing the experiments 0[] employing a full
GA formulation.

2.2.3 Learning mappings between representation spaces

The rst experiment, which we will refer to as “sanity check’, is to use a multi-layer
perceptron (MLP) to learn the mapping from rotation matrix M 2 SO(3) to a given
representationR 2 RP, in which D is the number of DoF associated witlR, or its
dimensionality. Then, the representatiorR is converted back to an estimatev © and
the closeness betweel °and M is measured. We rst tested Zhou's 6D representation
along with quaternions, axis-angle, Euler angles and bivectors.

The network has four dense layers with 128 neurons each and a Leaky RelLU
activation function between them. The optimiser has been kept as Adam, the learning
rate to the default value of0:001, the number of epochs tcE = 100 and the batch
size as 64. As a loss function, we adopted either the mean squared error (MSE) or the
mean absolute error (MAE) between the target and input representation, de ned as:

1% ,
MSE=S" (v ) (2.2)
i=1
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1 X
MAE = 5 ky:  yX (2.3)
i=1

where D, y and y° are the representation dimensionality, original and predicted
representations, respectively. In the case in whicly is a bivector, for example, then
the y;'s will be the coe cients by,; bps; b3 of the bivectors inGs.o.0; if y are Euler angles,
then the y;'s will correspond to the angles; ; . We adopted the MSE as it is simple
and commonly used in regression tasks. Only for the 6D representation did we employ
the L, distance between rotation matrixM and predicted matrix M °, de ned as:

V
ﬁxsx3

Lo= (i ¥9)? (2.4)

i=1 j=1

wherey M, y® MPO%are the original and predicted rotationmatrices, respectively.
Note that, according to its de nition, the 6D representation can only have thd_, norm
betweenM; M °as a loss. This is due to two reasons:

" The main feature of the 6D representation, i.e. that the rotation matrix is
obtained through orthogonalization of the 6D representation, is implemented
within the loss function itself.

" There is no closed form expression to represent a rotation matrix as its 6D
counterpart (in other words, the mappingg : SO(3) ! RS is fully learned). This
means that the ground truth, when learning the 6D representation, cannot be
expressed in 6D, but only as the original rotation matrix.

It is worth mentioning that in [ 20]] all the experiments share the., norm as a loss
function. We believe that this is not only a more complex approach, as the mapping
g!:RP ! SO(@3) has to be evaluated at each iteration, but it is also penalizing
discontinuous representations (i.e. those representations for whighs discontinuous):
we want to demonstrate that these representations can be learned successfully when
this mapping is omitted from the learning strategy.

The results from P01 have been reproduced and validated on a set b€ rotation
matrices with a 67-33 train-test split and 30% of the training set employed for validation.
The maximum, mean and standard deviation of the geodesic error measured on the
testing set are shown in Table 2.1, along with the loss function employed during training
and the kind of error employed. The geodesic error is de ned as the minimal angular
distance between two rotations, where the concept of geodesic is de ned in metric
geometry as the curve of shortest distance between two points on a manifold. While



2.2 Learning rotations 29

di erent formulations exist in the literature, we will stick to the de nition given in

[201], expressed as
r(M% 1

5 (2.5)

L = arccos

WhereM = MM 9. Table 2.1 shows that the 6D representation indeed overcomes the
discontinuity issue and outperforms signi cantly the other representations, including
the bivector representation that we tested in addition to the others. Note how, when
using MSE between quaternions, the matrix-to-quaternion/rotor learning does not
converge to a minimum, most likely due to the antipodal symmetry of the representation,
meaning that quaternionsq and q represent the same rotation]09. Our results,
however, are in agreement with Zhou's when employing the sarhe loss.

Table 2.1 Average Geodesic Error J, Sanity Check,M 7! R

Representation Loss Maximum Mean Std. Dev.

Euler MSE 179.7 5.93 8.68
Axis-Angle MSE 179.7 4.22 8.79
Quaternion/Rotor MSE 180.0 80.3 44.8
Quaternion/Rotor L, 179.4 5.29 8.90
Bivector 1R MSE 179.1 4.49 8.54

6D L, 2.64 1.06 0.41
Euler (Zhou et al.) L, 179.9 6.98 17.31
Axis-Angle (Zhou etal.) L, 179.2 3.69 5.99
Quaternion (Zhou etal.) L, 179.9 3.32 5.97

6D (Zhou et al.) L, 1.98 0.49 0.27

GA-based Sanity Check

We believe that the errors shown in Table 2.1 are specic to the kind of mapping
learned rather than intrinsic to the representation itself. The maximunil80 error,
said to come from the discontinuity of the representation, in fact, is present only when
adopting Eq.2.5 as a metric and when the representation is learned starting from the
rotation matrix. We now proceed to show that the maximum geodesic error is much
smaller when keeping the rotations in GA.

We trained the same network to learn the bivectoB from the rotor R, either as
its Cayley transform or as its logarithm, and then converted back to estimated rotor
R® whereR%= e B=2 or R°= (1 B)=(1 + B). We measured the regression error via
Eq. 2.5 after converting rotors to their corresponding matrix representation.
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Results are shown in Table 2.2. Note how comparable results between the 6D
representation and the bivector are obtained when expressing the bivector as the Cayley
transform of the rotor, with a mean geodesic error df:04 for the rotor-to-bivector
mapping and of1:06 for the matrix-to-6D mapping. The bivector, however, only
requires 3 DoF to be learned instead of 6. Note also how the same bivector yields a
mean geodesic error about three times smaller when learned from the rotor (in Table
2.2) than when learned from the rotation matrix (in Table 2.1)

Table 2.2 Geodesic Error (), Sanity Check,R 7! B

Representation Loss Maximum Mean Std. Dev.

Bivector ( 2logR) MSE 154.1 1.37 4.84
Bivector 1R MSE 27.7 7.33 4.12
Bivector 1R MAE 17.11 1.04 0.61

6D L, 2.64 1.06 0.41

2.2.4 Pose estimation of 3D point clouds

For this task we trained a network that takes as input a reference and a target point
cloud P,; P, 2 RN 3 respectively, whereN is the number of points per point cloud,
to predict a representationR 2 RP of the rotation between the two, whereD is the
dimensionality of the representation. These include the rotation matrix[ = 9),
the 6D representation D = 6), Euler angles D = 3), the axis-angle representation
(D = 3), the quaternion/rotor (D = 4) and the bivector (D = 3).

The network is a slightly modi ed version of PointNet 157, see Figure 2.1. We
assume that the registration between the point clouds is known, i.e. we know which
points in P, correspond to which inP;. The input of this network is then the concate-
nated point clouds[P,; P;] of sizeN 6, passed through ve layers of 1D convolutions
of size6 64 128 256 1024 and then through three more dense layers of size
512 512 D, whereD is the dimensionality ofR.

The optimiser has been kept as Adam, the learning rate to the default value of
0:001, the batch size as 32 and the loss to MAE (for this speci c task, we empirically
veri ed that it performed better than MSE). A Leaky RelLU activation function has
been employed between layers, with the exception of the last layer that uses a linear
activation function. The dataset is composed of 726 airplane point clouds taken from
the ModelNet10 dataset 191], with 626 training and 100 testing samples. Of the 626
training samples, 30% was employed for validation. Each point cloud is composed\of
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Fig. 2.1 The network for the pose estimation from 3D point clouds problem. Input:
concatenated reference and target point cloud® ; P, 2 RN 3. Output: rotation from
P, to P; with D parameters.

= 3000 points. To each of the 726 point clouds is associated a random rotation matrix
from which we obtained the 8 di erent representations tested.

Results are summarized in Table 2.3, ordered by increasing mean geodesic error
along with the number of DoF of the representation. The column "Epochs" speci es
the number of training epochs for each representation. Firstly, it can be noticed
that using MAE instead of the L, norm betweenM and M ¢ yields a lower error for
the matrix representation compared to the 6D representation, as opposed to ndings
in [201. Secondly, that the 180 maximum error is present only in some of the
measurements, and not consistently, for all the representations analyzed. This leads to
a maximum geodesic error averaged over ve experiments always belb80 , also for
those representations de ned as discontinuous by Zhou et al. (e.g. axis-angle, Euler
angles, etc.), for which we would expect an error arountB0. We believe that the
di erence between our results and Zhou's results rely in the di erent learning strategy
and mapping learned, not in the type of representation.

The distribution of the geodesic error over the testing set along with its percentile
plot are given in Fig. 2.2, con rming the superiority of our GA approach. Note how
the 75th percentile is achieved al5 for the bivector (expressed as the logarithm of the
rotor) compared to21 and 25 for the 6D and the matrix representations, respectively.

These results show that a pure geometric algebra description with 3 DoF is as
good as a representation with 6 DoF, with a simpler loss function employed and an
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Table 2.3 Geodesic Error (), Pose Estimation from 3D Point Clouds.

Representation DoF Loss Maximum Mean Std. Dev. Epochs
Matrix 9 MAE 180.0 6.91 19.8 33
6D 6 L, 155.7 8.36 15.1 51
Bivector ( 2logR) 3 MAE 72.1 8.41 7.53 59
Bivector LE 3 MAE 106.8 13.9 16.0 52
Rotor 4 MAE 103.5 16.4 17.9 63
Quaternion 4 MAE 166.5 16.4 17.2 63
Axis-Angle 3 MAE 118.7 18.2 13.7 47
Euler Angles 3 MAE 165.0 26.3 29.6 66
6D (Zhou et al.) 6 L, 179.8 2.85 9.16
Matrix (Zhou et al.) 9 L, 180.0 4.21 9.44
Quaternion (Zhou et al.) 4 L, 179.7 9.03 16.3
Axis-Angle (Zhou et al.) 3 L, 179.7 11.9 21.4
Euler Angles (Zhou et al.) 3 L, 179.7 14.1 23.8

Fig. 2.2 Distribution of the geodesic error over the testing set for the proposed repre-

sentations (left) and related percentile plot (right) for the pose estimation problem.
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equivalent geodesic error formulation measured exclusively through rotors, without the
need to employ rotation matrices.

Fig. 2.3 Average geodesic error (left) and Euclidean distance (right) as a function of
the standard deviation of the noise applied o®,, P;

Noisy Point Clouds

We then studied the case in which Gaussian noise is added to the point clouds. It
is safe to assume imperfect acquisition of samples from a scene (e.g., due to a shaky
camera) in a realistic scenario. We restricted the analysis to the two representations
with lowest error in the noiseless case, namely the (exponential) bivector and the 6D.
We added noise to the reference and target point cloud’; P;, respectively. Noise has
been modelled as additive white Gaussian noise (AWGNN (0; ?2) with variable

= f0:1;1;2; 5. The geodesic error and Euclidean distance measured for the two
representations on the testing set are given in Figure 2.3.

It can be seen how, in high noise scenarios, the network likely ts to the noise when
trying to predict more parameters of the 6D representation instead of the 3 DoF of the
bivector. The average geodesic errors are noticeably higher for the 6D representation
than for the bivector case as noise is increased. This is also mirrored in the Euclidean
distance between original and predicted point clouds.

The 6D representation is very accurate with little-to-no noise, but it fails when the
standard deviation of the noise increases. The bivector representation, on the other
hand, is more tolerant to high noise conditions, showing a consistently lower geodesic
error at a fraction of the required DoF and with a simpler loss function employed
during training.
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2.2.5 Inverse kinematics

The goal of this experiment is to estimate the rotation from the T-pose to any arbitrary
pose of a skeleton. By T-pose we de ne the skeleton in standing position and arms
stretched out that is commonly used in computer graphics for calibration purposes.
The input of the network takes the 3D positions of theN = 31 joints of a skeleton
asP = (p.;p2;ps; i pa), Wherep = (Xi;Vi;z)". The outputs of the network are the
rotations that a T-pose skeleton undergoes to reach the input position. The output
is expressed aR = (rq;ro;r3; 5y ), with r; 2 RP, whereD is the dimension of the
representation. The rotations are hierarchical, in the sense that the rotation of each
joint depends on the previous one and on how they are linked to each other. The
adopted NN is a four-layer MLP with 1024 neurons per layer (see Figure 2.4). The
problem is formulated as a supervised learning problem, that allows us to use MSE
loss consistently with the only exception being the 6D representation.

We used 760 clips from the CMU Motion Capture Database (MoCapY¥$. From
these clips we selected 10000 frames, with a 67-33 train-test split. 30% of the training
set was employed for validation. We centered the position of the root joint (de ned as
the midpoint between the two hips) at the origin so as to predict solely the rotational
component of the joints and not the translation of the skeleton. The network was
trained with batch size 64. The average geodesic error between ground truth (from the
testing set) and predicted rotation and Euclidean distance of the predicted poses from
the ground truth are displayed in ascending order in Tables 2.4 - 2.5, respectively.

Fig. 2.4 The network for the inverse kinematic problem. Input: frames witl81 3
spatial coordinates. Output: 31 rotations with D parameters.
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Fig. 2.5 Distribution of the geodesic error over the testing set for the proposed repre-
sentations (left) and related percentile plot (right) for the inverse kinematic problem.

Fig. 2.6 Distribution of the Euclidean distance between predicted pose and T-pose
over the testing set for the proposed representations (left) and related percentile plot
(right), inverse kinematic problem.
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Table 2.4 Geodesic Error (), Inverse Kinematics.

Representation Loss Maximum Mean Std. Dev. Epochs

Bivector 1.8  MSE 168.4 38.5 31.0 39

Matrix MSE 180.0 37.6 59.6 84

6D L, 180.0 46.9 39.1 31
Axis-Angle MSE 180.0 58.6 40.3 104
Bivector, 2logR MSE 160.1 60.5 27.1 46
Euler Angles MSE 180.0 61.0 41.6 53
Quaternion MSE 180.0 63.3 46.6 63

Table 2.5 Euclidean Distance (cm), Inverse Kinematics.

Representation Loss Maximum Mean Std. Dev. Epochs

Matrix MSE 7.76 4.37 0.68 84
Bivector == MSE 8.48 4.98 0.79 39
6D L, 9.21 5.48 1.28 31
Axis-Angle MSE 9.26 5.53 1.09 104
Euler Angles MSE 9.07 5.58 1.11 53
Quaternion MSE 9.26 571 1.10 63
Bivector, 2logR MSE 9.15 6.95 0.75 46

It can be noticed that there is no perfect correspondence between a low geodesic
error and an accurate motion estimation. Moreover, the di erence in Euclidean
distance between di erent representations is small and at most 1.5 cm. The small
di erence between the representations is probably due to the supervised formulation
of the problem. The bivector expressed as the Cayley transform of the rotor allowed
the second best pose estimation after the rotation matrix in terms of mean euclidean
distance. The rotation matrix has been proven to be consistently the best representation
for all three experiments, as expected due to the higher number of DoF.

The distributions over the testing set of the geodesic error and Euclidean distance
along with their percentile plots are given in Fig. 2.5 - 2.6, respectively. Note how in
Fig. 2.5 the 75th percentile is achieved at aboud5 and 75 for the (Cayley) bivector
and the 6D and (log) bivector, respectively. Similarly, in Fig. 2.6, the 75th percentile

is at about 4.5 cm for the matrix representation, 5 cm for the (Cayley) bivector and
above 6 cm for the 6D representation.
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To guarantee fairness of comparison between di erent representations in the pose
estimation and inverse kinematics experiments, we regularized the training of the
architectures by implementing early stopping with patience oP = 10 epochs. The
validation loss curves for the two experiments are shown in Fig. 2.7. They have been
normalized to show convergence rather than their absolute value. For the sanity check,
instead, we xed E =100 as no over tting was observed.

Fig. 2.7 Validation loss with early stopping of each of the 8 representations in the pose
estimation problem (left) and inverse kinematic problem (right).

2.3 Molecular geometry optimisation through rotors

2.3.1 Background

Optimising the geometry of a molecule means nding the arrangement in 3D space of
its atoms for which the overall energy of the molecule is minimised. The stability of

molecular conformations is particularly relevant when designing drugs and studying
their e ects: a molecule might exist in nature with multiple geometries, oconformers

Di erent conformers of a same molecule, for example, might or might not be toxic to

humans. Hence the study of molecular conformations is of particular relevance.

We will focus our attention on proteins. A protein can be thought of as a chain of
amino acids. Each amino acid is characterized by a side chain, which di erentiates
them, bonded to aC atom. The C s itself bonded to anN atom and to aC atom.
The repetition of N C  C triplets in each amino acid in the protein chain de nes
the protein backbone

Generally, the 3D structure of a protein is modelled through dihedral angles ;!

(i.e. internal coordinates) for the backbone and; for the side chains. Each dihedral
angle de nes a rotation around a bond. Performing a geometry optimisation by
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exploring the space of dihedral angles is time consuming and implies di erent axes of
rotation for di erent dihedral angles.

An example of this approach can be found irnlp3, in which the tness function
of the optimisation algorithm is a function of the dihedral angles. This strategy has
two drawbacks: the rst is that the number of degrees of freedom, even for a single
amino acid with few atoms, is large. For a single amino acid such as aspartic acid, for
example, six dihedral angles were employéd; ;!; 1; 2; 30. In fact, Mancini et al.
[123 do not report results on dipeptides (i.e. chains of two amino acids, peptides.
The second is that each dihedral angle speci es a rotation with respect to di erent
axes with di erent pivot points, making rotations di cult to deal with.

In this Section we implement an evolutionary algorithm (EA) to search for stable
conformers of molecules by performing an exploration over the rotor space. We associate
an amino acid pair with a rotor that describes their relative orientation. Rotors are
then employed as a metaheuristic to guide the minimisation of the overall energy of
the molecular structure. The proposal of rotors drives the “evolution' of the molecule
towards its more stable conformation. We believe that the mathematical formalism
of rotors is particularly suitable to describe molecular structures and in particular
proteins, which are inherently regular.

We then compare the rotor-guided algorithm with di erent representations and
discuss whether rotors are an optimal representation for the exploration of molecular
conformers. We veri ed this approach on two simple molecules well understood in the
literature, the glycine-glycine dipeptide and the glycine-phenlilalaline dipeptide.

2.3.2 Molecules as rotors

We model a molecular structure as follows: we associate a roferto each pair of
amino acids. A molecule op+ 1 amino acids then characterised by a set gfrotors
R = fRo;::Rp 19. Each rotor R; applies a uniform rotation to each atom from the
I +1-th amino acid onwards.

A rotor R is described by real 4 parameters 1,; 13; 23 (that could actually be
reduced to 3, since 2= 2,+ 2+ 2,=1). 4 parameters to describe a dipeptide are
a signi cant decrease in the numbers of degrees of freedom of the system compared to
the 6 parameters of 123 for a single peptide. We do not include any rotation of the
side chain as we decided to simplify as much as possible the treatment by considering
only the backbone of the molecule and letting the side chain rotate with the backbone.
We optimise the side chain position in 3D space through local geometry optimisation
of the software xTB [59] as a re nement step before the tness evaluation.
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In the case of small molecules, in which clashes between planes of amino acids
are unlikely to happen, it is possible to leave the rotor unconstrained and to employ
completely random rotors, so to maximize the exploration space.

However, to make sure the generated molecular conformations are sound from a
chemical point of view, we can further constrain the rotor space by limiting the amino
acids to two possible movements, i.e. a rotation along th€, N;.; axis, specied by
the vector x¢c n, corresponding to atwist of the amino acid, or a rotation along the
C. G axis, speci ed by the vectorxc ¢, corresponding to afold of the back bone
chain (see Fig. 2.8). The corresponding rotors can be obtained as

R =¢¥en

gbe (2.6)

R =¢gXxc ¢ =gPc ¢ (2.7)

in which | = ej»3 is the pseudoscalar 0G;.0, B¢ n is the bivector specifying the plane
of rotation perpendicular to theC N axis, B¢ ¢ is the bivector specifying the plane
of rotation perpendicular to theC  C axis, is the angle of twisting and the angle
of folding.

In this case, for a molecule op + 1 amino acids, we will then have2p rotors
R=fR.o;R. 05 Ry 15Rp 1g, further reducing the numbers of degrees of freedom.

(a) Twisting rotation along the Xx¢ N axis, (b) Folding rotation along the x¢c ¢ axis,
or equivalently in the B¢ N plane. or equivalently in the Bc ¢ plane.

Fig. 2.8 The two types of rotors employed to model molecular structures.

2.3.3 The evolutionary algorithm

We implemented a di erential evolution (DE) algorithm, which belongs to the class of
evolutionary algorithms (EAs). DE is a popular optimisation algorithm rst introduced

in [167] and employed to minimise real multivariate functions. DE starts with an initial
population of candidates and keeps the candidate with the best tness, i.e. candidates
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for which the function minimised reaches a (local) minimum as the parameters are
varied. The main advantage of DE is a simple problem formulation which does
not require the objective function to be di erentiable, i.e. it is a gradient-agnostic
optimisation method.

In our case, the individual candidates are the 3D structures of molecules, encoded
as.xyz les, containing the atomic symbol and the corresponding position ifR® for
each atom in the molecule. Borrowing from the jargon of genetic algorithms, each
individual can be described by a set ajenes each of which is expressed in terms of its
alleles Our goal is to employ rotors as genes of the DE algorithm.

The objective function to be minimised is de ned as

f(R)= E(R)=Eo Ek(R) (2.8)

whereE, is the energy of the initial molecular conformation, taken as the reference
structure, and Ey is the energy of thek-th individual of the population, which is
obtained applying a set of rotorsR = fRg; Ry; iR, 10, with p being the total number
of genes, on the initial reference structure.

The objective function is hence a map of the typ& : R° 91 R, in which d is the
dimensionality of the alleles, which depends on their parametrisation. For example,
ourgeneR = + e+ 13613+ 2363 between each pairoN C  C triplets
can be parametrised by its coe cients. In that case the DE algorithm will explore the
space spanned by the coe cients ; 15, 13; 230, meaning thatf : RP Y 41 R, in
which p is the number of triplets, or amino acids, in the molecule. Conversely, if we X
the axes of rotation to two possible movements, as shown in Fig. 2.8, we only have
one angle per rotor as degree of freedom, meaning that the DE algorithm will only
explore the space spanned bly; g. This implies that in this casef : R?® D1 R, in
which the factor of 2 comes from the fact that now we have 2 rotors per each pair of
N C Ctriplets.

The energyE(R) is evaluated through the single-point xTB method%9], meaning
it only requires the structure geometry and avoids element-pair-wise parametrisation.
The absolute energy, measured ihartrees (symbol: E}), is not insightful per se which
is why de ned our function in terms of deviation from a reference instead. A negative

E (R) means that the molecular conformation of thé-th individual, with energy E,
is more energy favourable than the starting conformation with energh,.

The rest of the algorithm works as follows and it is summarized in Algorithm
1. for each individual, i.e. candidate molecular structure, with initial genef, =
fRxo; Rxng 2 R",withn=1f(p 1) 4,2(p 1)gbased on the di erent representation:
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Three di erent structures are picked, obtained by rotating the reference confor-
mation with genesR,; Ry, R, suchthatR, 6 R, 6 R. 6 Ry.

Select a random indexP 2 f 0;:::; ng corresponding to a random bond in the
chain.

For eachi 2 f 0;:::; ng pick a uniformly distributed random numberr;  U(O; 1)

If i=P orr;i <CP, in which CP is the crossover probabilityof the algorithm,
then selectRy; = Rai + F(Rpi Rci), in which F is the di erential weight
parameter of the algorithm.

Build Ry = fRy.0; 15 Ryng

if f(Ry) f(Rx), then replace the conformation described by the set of rotors
Ry with that described by the set of rotorsRy.

Repeat until the number of maximum iterations has exceeded or convergence has
been reached.

Algorithm 1 Di erential Evolution for Molecular Structure Optimization

Require: Initial genesRy = fRyxo; i Rxng 2 R", wheren=f(p 1) 42(p 1)g
Require: Crossover probability CP, di erential weight F
1: while stopping criteria not met do

2:

10:
11:
12:
13:
14.
15:

© o N OR®

Select three di erent structuresR ;R R. suchthatR, 6 R, 6 R. 6 Ry
Select a random indeXP 2 0;:::;ng
for i 21 0;:::;ng do
Sampler; U(0;1)
if i=Porr; <CP then
SetRyi = Rai + F(Rpi  Rei)
else
Set Ry;i
end if
end for
Construct Ry = fRy.0; 5 Ry:n 0
if f(Ry) f(Rx) then
ReplaceRy with Ry
end if

Rx;i

16: end while
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