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Abstract

Accurate camera pose estimation from an image observation in a previously mapped
environment is commonly done through structure-based methods: by finding correspon-
dences between 2D keypoints on the image and 3D structure points in the map. In order
to make this correspondence search tractable in large scenes, existing pipelines either
rely on search heuristics, or perform image retrieval to reduce the search space by com-
paring the current image to a database of past observations. However, these approaches
result in elaborate pipelines or storage requirements that grow with the number of past
observations. In this work, we propose a new paradigm for making structure-based relo-
calisation tractable. Instead of relying on image retrieval or search heuristics, we learn
a direct mapping from image observations to the visible scene structure in a compact
neural network. Given a query image, a forward pass through our novel visible structure
retrieval network allows obtaining the subset of 3D structure points in the map that the
image views, thus reducing the search space of 2D-3D correspondences. We show that
our proposed method enables performing localisation with an accuracy comparable to
the state of the art, while requiring lower computational and storage footprint.

1 Introduction

Camera relocalisation is the task of estimating the six-degree-of-freedom pose of a camera
from what it views in a previously mapped environment. It is an essential component
in autonomous outdoor operations in the absence of GPS, as well as augmented reality
applications [6]. Since the early days of relocalisation research [8, 32, 34], improving
accuracy and robustness has been the primary focus of different methods. These efforts
culminated in solutions that at mapping time represent the scene in a 3D model of its salient
structure points. They can then localise a query image by finding correspondences between
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Figure 1: Our proposed method, visbile structure
retrieval, retrieves the subset of SfM points that are
visible per image observation. This lightweight
setup serves to reduce the search space for es-

) “{, tablishing 2D-3D correspondences in a structure-
Sivetel—" -~ based localisation pipeline, enabling fast and ac-
Retrieval curate localisation in large scenes.

an extracted set of 2D keypoints on the image and the 3D structure points in the map
[19, 24, 29]. This structure-based paradigm has stood the test of time, such that its seminal
works [24, 28, 29], years after their publication, continue to reappear as strong baselines to
benchmark the effectiveness of newly proposed localisation methods [3, 26, 41].

The robustness and high accuracy of the structure-based paradigm come with a pitfall:
localisation becomes increasingly intractable as map size increases. To find 2D-3D corre-
spondences between a query image and the map, a purely structure-based pipeline performs
direct matching of the visual descriptors [9, 20] of the observed 2D keypoints and the mapped
3D points. Although such descriptors are locally discriminative, they suffer from percep-
tual aliasing in large environments. Specifically, while a simple nearest neighbour search
of descriptors tends to find good matches in small search spaces, distinct points in a large
map may be described by similar descriptors, leading to incorrect matches [27]. Therefore,
structure-based localisation is usually accompanied by a remedying strategy, such as using
heuristics to assist the correspondence search [28, 29], or preceding it with image retrieval
to leverage the global appearance information available in the image [24]. Although proven
effective, these approaches often involve complex processing pipelines or rely on explicitly
storing past observations—a paradigm that incurs increasing storage and computational costs
as the number of observations grows, regardless of their informational value for localisation.

In this work, we revisit the mechanism used to make structure-based localisation tractable
in large maps. We propose a novel setup that can effectively reduce the search space of 2D-
3D correspondences for a query image in a map, leveraging a representation of the scene
itself rather than explicitly storing observations of it. Such a representation ensures that
the computational and storage footprint scales with the scene’s complexity, rather than the
volume of observations collected during mapping. We explore a new direction, applying
the design elements of absolute pose regression [15] and scene coordinate regression [2]
to this end. We show that at mapping time, a small scene-specific neural network can be
optimised to regress regions of the scene structure that are visible per camera view. To
localise an unseen query image, this network helps to efficiently reduce the search space
of 2D-3D correspondences, such that direct nearest neighbour search of descriptors yields
accurate pose estimation. This sidesteps the heuristic-based correspondence search or image
retrieval and pairwise matching routines, while retaining the final geometry-based robust
estimation of camera pose in a structure-based pipeline. We show that this visible structure
retrieval network can be formulated as the decoder of a variational autoencoder pipeline that,
conditioned on an image, is trained to reconstruct its triangulated 3D points in the map.

In summary: (1) We introduce visible structure retrieval, a novel paradigm for scaling
structure-based localisation to large scenes, by directly retrieving structure points as seen by
a query image. (2) We propose learning the visible structure retrieval operation in a small
scene-specific network, and formulate it as a generative modelling task. (3) We show that
this network can be trained in a variational framework without requiring any supervision
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beyond what is available from Structure-from-Motion. (4) We perform thorough evaluati
to show that our method enables localisation with an accuracy comparable to the state o
art, while requiring a lower computational and storage footprint.

2 Related Work

Our work serves as a preamble to structure-based localisation, replacing image retrieval
hierarchical setup; it incorporates design elements from absolute pose regression as w
scene coordinate regression. We now brie y review each of these elds.

Structure-based methodsn camera relocalisation comprise approaches that explicitl
model the scene structure, typically by a set of 3D points. At mapping time, the scen
modelled by registering the mapping images through Structure-from-Motion (SfM) [23, 3.
matching and triangulating their 2D keypoints to create a 3D model. Tolocalise aqueryime
its 2D keypoints are extracted and, through their local descriptors, exhaustively matche
the 3D points in the map. From the possibly noisy set of matches, the camera pose is
computed with a Perspective-n-Point (PnP) [17] procedure in a robust estimation loop [:
Given su cient inliers, these methods make accurate predictions. However, local descript
su er from perceptual aliasing as the map size increases. This leads to high noise leve
the set of matches, from which robust estimation may not recover. In other words, structt
based localisation can become intractable in large maps. A prominent mitigating appro
is to follow a heuristic of using visual vocabulary trees to assess the discriminativenes:
descriptors, together with covisibility assumptions to speed up the correspondence se
[28, 29]. However, this process can still inhibit applications with low computing resource:

Image retrieval refers to modelling a scene by a database of representative images v
known poses, so that given a query, the most similar database image can be retrieve
produce a coarse estimate of the camera pose [39]. To e ciently perform this datab:
search, each image is summarised by a global descriptor vector [1, 11, 13, 46]. Struct
based localisation can bene t from image retrieval within a hierarchical framework [24
where matching the top-ranked reference images for a given query e ectively constrains
2D 3D correspondence search space. This setup also enables the use of powerful lee
feature matchers [18, 25]. However, pairwise matching of reference images introdu
additional computational and memory overhead in the localisation pipeline.

Absolute pose regressiofAPR) o ers a memory-e cient solution to relocalisation,
albeit fundamentally di erent in nature from traditional methods. While the latter grou
explicitly model the scene, APR methods implicitly encode the camera poses and the apy
ance they observe in the weights of a scene-speci ¢ neural network. At mapping time,
network is trained to directly regress the pose of the camera for each image it views [15]. 1
network is then trusted to, with a small memory footprint, perform fast inference of came
poses for unseen query images. The attractive test-time properties and the ease of deplo
of APR networks promoted e orts to improve their training with more e ective loss function:
[5, 7, 14, 43] and network setups [21, 35, 40]. This paradigm also enables relocalisatio
be formulated as a generative modelling problem: localising a query image can be frar
as inferring the posterior distribution of camera poses given that image. This can be leal
in a variational autoencoder (VAE) framework, as shown in the context of localisation unc
observation ambiguities, where the posterior distribution may be multimodal [43]. Desf
these e orts, APR is understood to exhibit retrieval-like behaviour. That is, it returns a pc
similar to that of the closest training image. In other words, it will not generalise beyond t
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training images and may poorly interpolate between them [31].

Scene coordinate regressiof5CR) avoids the generalisation problem of APR by regress-
ing a domain that remains stationary between mapping and localisation time: 3D coordinat
of the scene structure. Instead of a single camera pose, the network is trained to predict 1
3D coordinate of the observed scene structure per image patch on a dense grid [2]. Tl
produces a set of 2D-3D correspondences, on which a robust estimation routine of PnP ¢
estimate the camera pose. While originally proposed for RGB-D images [36], SCR has bet
extended to RGB-only supervision at mapping time [3], and has been shown to achieve fz
and accurate localisation with a small memory footprint [4]. However, this success has bee
limited to small scenes for SCR networks in their standard formulation. The convergenc
of such networks relies on learning local patch-level features that are discriminative enoug
so that the observed 3D structure can be detected, while remaining invariant enough so tl
view changes do not a ect the predicted 3D coordinates. Due to this local nature of the pre
dictions, perceptual aliasing in large-scale scenes perplexes the patch features and preve
the SCR network from converging to the correct geometry. Remedies to this include splittin
large scenes and training multiple networks [4], providing additional global context [41], or
learning a covisibility graph and getting assistance from image retrieval at test time [12].

In this work , equipped with the recent advances in APR and SCR, we revisit the challeng
of structure-based localisation in large-scale scenes. While retaining the nal structure
based pose estimation procedure for its accuracy, we replace the preceding heuristic-ba
correspondence search [29] or image retrieval [24] with our regression-based visible structu
retrieval method for its fast inference, small memory footprint, and simplicity. We take
inspiration from APR to formulate coarse relocalisation as a generative modelling probler
conditioned on global image features [44] for its scalability to large scenes; at the same tim
similar to SCR, we opt to predict scene structure coordinates for their robustness to doma
shift between mapping and localisation time [4].

3 Method: Visible Structure Retrieval

We propose a method that, given a query image, retrieves the subset of 3D structure poil
in the SfM map that are visible from that view, as illustrated in Fig. 1. In a structure-basec
localisation pipeline, our method e ciently reduces the search space of establishing 2D-3L
correspondences to a size where a nearest neighbour search of descriptors proves e ect
This obviates the need for advanced search strategies or image retrieval. We pose visil
structure retrieval as learning the mapping from image features to the set of 3D points
observes. We propose formulating this mapping as a generative model in Section 3.1 a
show how it can be learned in Section 3.2. We then show how the predictions of the learne
model can be used to retrieve the original 3D points from the SfM map in Section 3.3. Sectio
4 details the integration of our method as part of a lightweight relocalisation pipeline.

3.1 Generative modelling of structure regression

In structure-based relocalisation, keypoints on a query ima@eR" W 3 are exhaustively
matched to the structure poings2 R? in the SfM map by a nearest neighbour search of
their descriptors. We are interested in limiting this search space to the posterior distributic
p(y j x) of structure pointy 2 R3 that are visible in the image. This posterior distribution
over points can have arbitrary shapes and span arbitrary regi@fslgpending on the camera






