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Abstract
Semi-supervised learning has been employed to alleviate the need for extensive la-

beled data for histopathology image segmentation, but existing methods struggle with
noisy pseudo-labels due to ambiguous gland boundaries and morphological misclassifi-
cation. This paper introduces Semi-MOE, to the best of our knowledge, the first multi-
task Mixture-of-Experts framework for semi-supervised histopathology image segmen-
tation. Our approach leverages three specialized expert networks: A main segmenta-
tion expert, a signed distance field regression expert, and a boundary prediction expert,
each dedicated to capturing distinct morphological features. Subsequently, the Multi-
Gating Pseudo-labeling module dynamically aggregates expert features, enabling a ro-
bust fuse-and-refine pseudo-labeling mechanism. Furthermore, to eliminate manual tun-
ing while dynamically balancing multiple learning objectives, we propose an Adaptive
Multi-Objective Loss. Extensive experiments on GlaS and CRAG benchmarks show that
our method outperforms state-of-the-art approaches in low-label settings, highlighting
the potential of MoE-based architectures in advancing semi-supervised segmentation.
Our code is available at https://github.com/vnlvi2k3/Semi-MoE.

1 Introduction
Colon cancer is one of the deadliest malignancies, spreading to vital organs and ranking
as the second leading cause of cancer-related deaths worldwide [13]. Histopathology im-
age analysis is the gold standard for cancer diagnosis, particularly in assessing glandular
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morphology to determine the grade of colon cancer [9, 11]. In pathology image analy-
sis, fully supervised learning models require accurate pixel-level annotation, which can be
time-consuming and require expert knowledge. Additionally, annotators may have different
labels, affecting how the model is trained and assessed. Due to these constraints, deploying
fully supervised models widely in real-world applications is difficult.

Recent semi-supervised semantic segmentation (SSSS) frameworks employ various strate-
gies to enhance model performance under limited supervision. Among these approaches,
teacher-student learning is a popular paradigm where a teacher network provides pseudo la-
bels or soft targets to guide a student network to learn from unlabeled data. The teacher
network is often an EMA (Exponential Moving Average) version of the student. Typical ap-
proaches include Mean Teacher [29], FixMatch [28] and Uncertainty-Aware Mean Teacher
[38]. Co-training is another dominant SSSS framework where two or more peer networks
perform mutual learning by exchanging pseudo labels. Recent approaches such as Cross
Pseudo Supervision (CPS) [5] and X-Net [41] empirically show more promising results on
histopathology segmentation tasks. Both teacher-student learning and co-training are de-
signed to propagate pseudo-supervision to the target network via auxiliary learners with di-
verse data views. Some other work focuses more on elaborated data augmentation strategies
such as style transfer [31], multi-resolution consistency [12], generative models [10], and
frequency-domain augmentation with Wavelet transform [41]. Notably, TopoSemiSeg [33]
follows the teacher-student framework and adopts topology-aware consistency regularization
for histopathology images.

However, despite numerous advances in semi-supervised histopathology segmentation,
some key challenges still exist and hence hinder effective learning from unlabeled examples.
One major limitation in previous work is the homogeneity problem. Specifically, for both
teacher-student learning and co-training, the coordinated networks receive similar training
data and loss signals. Even with the application of diverse data augmentation strategies,
these learners still tend to converge to similar representations due to the strong learning
capacity of Deep Neural Networks. As a result, errors made by one network are likely
to be replicated rather than corrected by another homogeneous learner, increasing the risk
of error accumulation over the training process. Moreover, previous works often overlook
the inherent nature of histopathology data, including intricate cancer structures, staining
artifacts, and low foreground-background contrast. Therefore, the general SSSS approaches
may not be optimal for representation learning on histopathology images.

In this paper, we propose a multi-tasking Mixture-of-Experts framework Semi-MoE to
overcome the limitations. Firstly, Semi-MoE involves auxiliary tasks: Boundary map pre-
diction [22] and Signed Distance Function (SDF) [34] regression to enable robust extraction
of both global tissue geometry and fine-grained features. As far as we know, our work is
the first effort to design of a mixture of heterogeneous experts for semi-supervised medical
segmentation, specifically on histopathology datasets. Secondly, to enhance the reliability
of pseudo labels generated by MoE, we design a novel Multi-Gate Pseudo-labeling (MGP)
module that dynamically performs expert voting and refines feature representations for task-
specific pseudo-label supervision. Thirdly, we integrate multiple experts with an adaptive
multi-objective loss that uses uncertainty-based weighting to balance task-specific losses and
reduce the need for extensive manual hyperparameter tuning. Finally, our work achieves
state-of-the-art performance on colon histopathology datasets (CRAG and GlaS), surpassing
existing semi-supervised methods with extensive ablation studies in Dice and Jaccard.
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2 Related Work

Semi-Supervised Semantic Segmentation (SSSS).State-of-the-art SSSS approaches typi-
cally follow one of two primary strategies: Pseudo-Labeling [28, 35] and Consistency reg-
ularization [5, 23, 29, 40]. Pseudo-labeling generates pseudo-labels for unlabeled samples
using a model trained on the combination of the labeled samples and any previously pseudo-
labeled samples [3]. For example, FixMatch [28] uses weak-to-strong augmentation con-
sistency, while FlexMatch [39] improves this by applying class-speci�c thresholds to bet-
ter handle harder-to-learn classes. Consistency regularization originates from the objective
of training models that remain invariant to various data augmentations [7]. For instance,
[23] applied strong feature-space perturbations with multiple decoders to enforce predic-
tion consistency, while [15] enhanced the mean teacher model [29] by adding a teacher
assistant to improve knowledge transfer. In semi-supervised histopathology segmentation,
XNet [40] enforces consistency between low- and high-frequency features obtained via
wavelet transforms under a co-training [5, 6, 32] framework to enhance structural consis-
tency. TopoSemiSeg [33] applies a noise-aware topological consistency loss via persistence
diagrams to preserve structural signals in student predictions.

Mixture of Experts in Computer Vision. The Mixture of Experts (MoE) framework,
originally introduced in [14, 16], is based on an intuitive yet powerful idea that different parts
of a model, or experts, specialize in distinct tasks or aspects of the data. A gating network
determines which experts to activate for a given input, enabling dynamic task allocation to
the most relevant experts [2]. In the context of object detection, Mees et al. [20] proposed
a mixture of convolutional neural network (CNN) experts specialized for RGB, depth, and
optical �ow modalities, with a gating mechanism that adaptively fuses their outputs. Pavlit-
skaya et al. [24] �rst explored MoE for semantic segmentation, where each expert is trained
on a semantic subset of the data. While earlier MoE approaches typically adopt a dense MoE
with �xed-capacity structure across tasks, AdaMV-MoE [4] introduces a sparsely activated
architecture that dynamically adjusts the number of active experts per task, which provides
stabilized multi-task learning and ultra-ef�cient inference. Yang et al. [36] propose MLoRE,
a decoder-focused framework for multi-task dense prediction that enhances feature diver-
sity and cross-task interaction by combining a global task-sharing convolution path with a
Mixture-of-Low-Rank-Experts module. Nishi et al. [21] introduce Joint-Task Regulariza-
tion (JTR), a scalable regularization method that projects multi-task predictions and labels
into a shared latent space to enforce consistency across tasks, under available partial labels.

3 Methodology

In the context of semi-supervised segmentation, the training set consists of labeled samples
Dl = f (Xl

i ;Yl
i )gN

i= 1, and a larger unlabeled setDu = f (Xu
k )gK

k= 1 (K � N). Each input im-
ageXl

i ;Xu
k is of size 3� H � W, with labeled samplesXl

i being paired with ground-truth
segmentation masksYl

i . Our work�ow is illustrated in Fig. 1.

3.1 Multi-task Mixture of Experts

Boundary information is crucial for histopathology segmentation [22]; however, intricate
cancer structures, artifacts, and low foreground-background contrast often lead to noisy and
ambiguous contours. As a result, model uncertainty is typically highest along gland bound-

Citation
Citation
{Sohn, Berthelot, Carlini, Zhang, Zhang, Raffel, Cubuk, Kurakin, and Li} 2020

Citation
Citation
{Yang, Zhuo, Qi, Shi, and Gao} 2022

Citation
Citation
{Chen, Yuan, Zeng, and Wang} 2021

Citation
Citation
{Ouali, Hudelot, and Tami} 2020

Citation
Citation
{Tarvainen and Valpola} 2017

Citation
Citation
{Zhou, Huang, Wang, Song, and Yang} 2023

Citation
Citation
{Cascante-Bonilla, Tan, Qi, and Ordonez} 2021

Citation
Citation
{Sohn, Berthelot, Carlini, Zhang, Zhang, Raffel, Cubuk, Kurakin, and Li} 2020

Citation
Citation
{Zhang, Wang, Hou, Wu, Wang, Okumura, and Shinozaki} 2022

Citation
Citation
{Fan, Kukleva, Dai, and Schiele} 2023

Citation
Citation
{Ouali, Hudelot, and Tami} 2020

Citation
Citation
{Jin, Wang, and Lin} 2022

Citation
Citation
{Tarvainen and Valpola} 2017

Citation
Citation
{Zhou, Huang, Wang, Song, and Yang} 2023

Citation
Citation
{Chen, Yuan, Zeng, and Wang} 2021

Citation
Citation
{Fan, Gao, Jin, and Jiang} 2022

Citation
Citation
{Wang, Zhao, Xing, Xu, Kong, and Zhou} 2023

Citation
Citation
{Xu, Hu, Gupta, Abousamra, and Chen} 2024

Citation
Citation
{Jacobs} 1993

Citation
Citation
{Jordan and Jacobs} 1994

Citation
Citation
{Cai, Jiang, Wang, Tang, Kim, and Huang} 2025

Citation
Citation
{Mees, Eitel, and Burgard} 2016

Citation
Citation
{Pavlitskaya, Hubschneider, Weber, Moritz, Huger, Schlicht, and Zollner} 2020

Citation
Citation
{Chen, Chen, Du, Rashwan, Yang, Chen, Wang, and Li} 2023

Citation
Citation
{Yang, Jiang, Hou, Zhang, Chen, and Li} 2024

Citation
Citation
{Nishi, Kim, Li, and Pfister} 2024

Citation
Citation
{Oda, Roth, Chiba, Sokoli{¢}, Kitasaka, Oda, Hinoki, Uchida, Schnabel, and Mori} 2018



4 VI VU & HUY NGUYEN, ET AL.: SEMI-MOE ON HISTOPATHOLOGY SEGMENTATION

Figure 1: Overview of the proposed Semi-MoE framework.

aries. To address this, we introduce boundary map prediction as an auxiliary training task,
where the boundary expert is penalized for boundary misclassi�cation, thus strengthening
the model's ability to capture global tissue geometry and preserve topological information.

Despite this, two major segmentation errors arise due to morphological characteristics:
false negatives occur when nuclei are misclassi�ed as background due to their color similar-
ity, while false positives result from stromal cells being mistakenly segmented as glandular
structures due to staining artifacts. To mitigate these failures, we incorporate Signed Dis-
tance Function (SDF) regression as the second auxiliary task. Unlike binary masks, where
local changes only affect nearby pixels, small variations in shape alter SDF values of multi-
ple points globally [34], thus encoding richer morphological information. Given the ground
truth mask, the SDF for each pixelx is de�ned as:

SDF(x) =

8
><

>:

+ d(x;¶W); if x 2 Win

0; if x 2 ¶W
� d(x;¶W); if x 2 Wout;

(1)

where¶Wdenotes the boundary,d(x;¶W) is the Euclidean distance fromx to the boundary,
and the sign indicates whetherx is inside or outside the region. The SDF values are nor-
malized to the range[� 1;1]. Through SDF estimation, the SDF expert enhances the spatial
awareness of the model, improving its robustness in nuclei and non-glandular regions.

We formalize our approach as follows. Each expertEm, wherem2 f seg;sdf;bndg, adopts
a U-Net encoder-decoder architecture, followed by a task-speci�c headCm for pixel-wise
prediction. We also introduceG, a multi-gating module (Section 3.2) that integrates infor-
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mation across experts. The outputs of individual experts are computed as:

Pu;l
m = Cm(Em(Xu;l )) (2)

The multi-gating module aggregates and re�nes the expert outputs:

f Gu;l
seg;G

u;l
sdf;G

u;l
bndg = G(Eseg(Xu;l ) �E sdf(Xu;l ) �E bnd(Xu;l )) ; (3)

where� denotes concatenation operation. Given the binary ground truthYl
seg, we derive the

SDF labelsYl
sdf using Distance Transform [8] and the boundary labelsYl

bnd using Morpho-
logical Boundary Extraction [1]. In supervised phase, the labelsYl guide both experts and
gating module's outputs. Speci�cally, Dice loss is applied to segmentation and boundary
predictions, while Mean Squared Error is used for signed distance maps:

L sup= å
m2f seg;bndg

f Dice(softmax(Pl
m);Yl

m) + Dice(softmax(Gl
m);Yl

m)g

+ ktanh(Pl
sdf) � Yl

sdfk
2
2 + ktanh(Gl

sdf) � Yl
sdfk

2
2

(4)

In the unsupervised phase, pseudo-labels are derived from the gating predictions (see Fig. 1,
the three pseudo-labels following the stop-gradient operations):

Ŷu
seg= argmax(Gu

seg); Ŷu
sdf = tanh(Gu

sdf); Ŷu
bnd = argmax(Gu

bnd) (5)

The unsupervised loss is de�ned as:

L unsup= å
m2f seg;bndg

Dice(softmax(Pu
m);Ŷu

m) + ktanh(Pu
sdf) � Ŷu

sdfk
2
2 (6)

The �nal training objective is:

L total = L sup+ l unsupL unsup; (7)

wherel unsupbalances the supervised and unsupervised losses.

3.2 Multi-gating Module for Robust Pseudo-labeling

Instead of naively using traditional Single-Gate Mixture-of-Experts [26] to generate pseudo
labels for one task and transform them to supervise other tasks, we introduce the Multi-
Gate Pseudo-labeling (MGP) module. Inspired by the complementary and interdependent
nature of expert representations, we employ MGP with three separate gating sub-networks
to dynamically fuse and re�ne feature representations from these task-speci�c experts. Un-
like directly generating pseudo labels from prediction maps as in previous semi-supervised
methods [5, 29], MGP enables gating networks to facilitate implicit voting among experts,
allowing them to self-adjust their output representations, thus creating more robust pseudo-
label with negligible parameter overhead.

As shown in Fig 2, we concatenate expert features intoXg =
L

mEm(Xu;l ) 2 RM� C� H� W,
whereM, C, H � W represent the number of experts, channels, and spatial dimensions,
respectively. We �rst apply average pooling along the spatial dimension before computing
the gating weights for each expert:

Wm = Softmax
�
LinearAttn

�
MLP

�
AvgPool(Xg)

���
; (8)
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Figure 2: Multi-Gate Pseudo-Labeling (MGP) module. The left part illustrates how multi-
gating networks dynamically aggregate features from task-speci�c experts, while the right
part details the internal architecture of a gating network.

wherem 2 f seg;sdf;bndg and MLP is a fully connected layer with ReLU activation. The
LinearAttn module consists of a fully connected layer for dimensionality reduction, dropout
for regularization, and another linear projection to map the features to expert dimensions
before calculating softmax-based probability distribution over experts. The weighted feature
fusion is then performed as:

Gm = Headm(
3

å
i= 1

Wm;i 
 Xg
i ); (9)

where
 denotes expert-wise multiplication.Headm is used to project back the fused out-
puts to the task-speci�c output space. It mitigates negative transfer from weaker experts to
stronger ones while leveraging shared knowledge to uplift underperforming experts.

3.3 Adaptive Multi-objective Loss

A common strategy for multi-objective optimization is weighting task losses, but perfor-
mance is highly sensitive to these weights. Especially when task losses differ in scale and
convergence rates, manual tuning becomes computationally expensive and prone to subopti-
mal solutions at each step. A multi-task loss can be formulated by maximizing the Gaussian
likelihood under the assumption of homoscedastic uncertainty [17]. Homoscedastic uncer-
tainty does not depend on input data; instead, it varies across different tasks. Hence, it
is called task-dependent uncertainty. In the context of multi-task MoEs, task uncertainty
serves to quantify the relative con�dence between tasks. Given an inputx and a neural net-
work parameterized by weightsq, let fq (x) denote the output, ands is the task-speci�c
uncertainty. In our framework, the model jointly learns two classi�cation tasks - semantic
segmentation and boundary detection - and one regression task for SDF regression. The joint
lossL (q;s reg;scls) is derived by minimizing the negative log-likelihood:

L (q;s reg;scls) = � logp(yreg;ycls = cjq)

= � logN (yreg; fq (x);s 2
reg) � Softmax(ycls = c; fq (x);scls)

�
1

2s 2
reg

L reg(q)+
1

s 2
cls

L cls(q)+ logs reg+ logscls; (10)
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whereL reg(q) = kyreg � fq (x)k2
2 represents the Euclidean loss for SDF regression, while

L cls(q) = � logSoftmax(y; fq (x)) is the cross-entropy loss for segmentation and boundary
prediction. A detailed derivation of Eq. (10) is provided in theAppendix.

In practice, we model each uncertainty parameters as a learnable, unconstrained scalar,
which can cause instability in the original regularization term logs . To address this, we
replace the original formulation with a numerically stable surrogate based on exponential
functions. Sincee� s retains the monotonicity and positivity of1s 2 , it provides a stable
approximation for inverse variance weighting. Meanwhile,es acts as a smooth convex reg-
ularizer analogous to logs , penalizing overly large uncertainty. We thus de�ne the Adaptive
Multi-objective Loss applied to both supervisedL sup and unsupervisedL unsup loss terms,
replacing their linear summation in Eq. 4 and 6:

L AM = e� ssegL seg+ e� ssdfL sdf+ e� sbndL bnd+ gå
j

es j ; (11)

wheresm is learnable parameter capturing task uncertainty, the regularization termgå j e
s j

prevents trivial solutions, andg is the only tunable hyperparameter in the objective function.
The factor1

2 in 1
s 2

reg
is omitted as it can be absorbed into the learnablessd f without affecting

the optimization. The entire training process is summarized in Algorithm 1.

Algorithm 1 Training Semi-MoE

Require: Labeled set Dl = f (Xl
i ;Yl

i )gN
i= 1, unlabeled setDu = f Xu

k gK
k= 1; experts

fEm;Cmgm2f seg;sdf;bndg with task uncertainty parametersf smg; multi-gating moduleG.
Ensure: Trained Semi-MoE model.

1: for each training iterationdo
2: Sample mini-batchesXl � Dl , Xu � Du.
3: Obtain expert predictionsPu;l

m = Cm(Em(Xu;l )) .
4: Fuse expert representations via multi-gating:Gu;l

m = G(� mEm(Xu;l )) .
5: if X 2 Dl then . Supervised phase
6: ComputeL sup betweenPl

m andYl
m (Eq. 4), task loss weighted byf smg (Eq. 11).

7: Update parameters offEm;Cm;G;smg via backpropagation.
8: end if
9: if X 2 Du then . Unsupervised phase

10: Derive pseudo-labelŝYu
m from Gu.

11: ComputeL unsupbetweenPu
m andŶu

m (Eq. 6), task loss weighted byf smg (Eq. 11).
12: Update parameters offEm;Cm;smg via backpropagation.
13: end if
14: end for

4 Experiments and Results

4.1 Dataset and Evaluation Metrics

The proposed method is comprehensively evaluated across two Colon Histology Image
datasets:CRAG [9] includes 213 annotated images, with 173 for training and 40 for testing,
most of which have a resolution of 1512×1516. Gland segmentation is particularly challeng-
ing due to the signi�cant variability in glandular morphology.GlaS[27] is tailored for gland
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segmentation in colorectal adenocarcinoma and captures images from various stages of can-
cer progression. It provides 85 annotated training images (37 benign and 48 malignant) and
80 test images, with resolutions commonly around 775×522 or 589×453. Performance re-
sults of all models are trained with 10% and 20% labeled images in both datasets, averaged
over 3-fold cross-validation. All experiments are evaluated using Dice Similarity Coef�cient
(DSC) and Jaccard (JC).

4.2 Implementation Details

We conduct all experiments on a single NVIDIA RTX 3090 Ti GPU, using Python 3.11,
PyTorch 2.3, and CUDA 12.2. We train our model (built on backbone U-Net [25]) for 200
epochs to achieve convergence. The input images are �rst resized to 256×256. For the CRAG
dataset, we apply random crop to 224×224 and resize back. All images are then augmented
with random �ips, rotations, and transpositions. We use SGD (momentum 0.9, weight decay
5� 10� 5, initial LR 0.5) with a batch size of 2 yields the best results,g is set to 0.4 for GlaS,
0.8 for CRAG, andl unsup is modeled as a time-dependent warming up function, reaching a
max of 5.0.

4.3 Comparative Experiments

Quantitative Evaluation. We benchmark Semi-MoE against nine state-of-the-art semi-
supervised methods [5, 18, 19, 23, 29, 30, 33, 37, 40]. For all methods except TopoSemiSeg1,
we run the experiments three times and calculate the mean performance and standard devia-
tion. Table 1 highlights the superior performance of our framework, even with an extremely
small amount of labeled samples. In contrast, many baseline methods experience a signi�-
cant performance drop when the labeled data is reduced to 10%. Moreover, unlike advanced
methods such as CPS and TopoSemiSeg which demonstrate promising results only on spe-
ci�c datasets, our Semi-MoE consistently outperforms across all experimental groups.

Qualitative Comparison. Fig. 3 showcases segmentation results on CRAG and GlaS
under different labeling ratios. For CRAG (top two rows), Semi-MoE effectively preserves
morphology, reducing fragmented predictions. Competing approaches struggle with gland
boundaries, often misclassifying stromal cells as glands (false positives) or overlooking nu-
clei regions (false negatives). For GlaS (bottom two rows), Semi-MOE produces the most
coherent glandular structures, accurately capturing the intricate boundaries with minimal
artifacts. In contrast, baseline methods suffer from discontinuities and excessive noise, espe-
cially on the 10% setting, highlighting Semi-MoE's ability to preserve histological details.

Ablation study on multi-tasking experts. We conducted an ablation study to investi-
gate the impact of each expert on Semi-MoE. As shown in Table 2, when incorporating only
a single auxiliary expert, using Bnd outperforms Sdf, especially in the 10% labeled setting.
This suggests that Sdf is harder to learn with limited labels due to its dependence on pre-
cise per-pixel distance encoding. However, incorporating Sdf alongside Seg+ Bnd provides
consistent improvements, demonstrating its complementary bene�ts. It also shows the MGP
module's effectiveness in dynamically re�ning expert knowledge for robust pseudo-labeling.

Discussion on Computational Cost, Complexity, and Parameters.As shown in Ta-
ble 3, although Semi-MoE introduces multiple task-speci�c experts and gating modules, it

1Due to reproduction challenges, we use reported numbers in the original paper [33]. Our experimental setup is
the same as TopoSemiSeg.
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Table 1: Quantitative experiments on GlaS and CRAG datasets.Bold and underlinedenote
the best and second-best performance.

Data
Labeled ratio 20% 10%
Method DSC (%)" Jaccard (%)" DSC (%)" Jaccard (%)"

GlaS

MT [29] 89:46� 0:83 80:94� 1:35 87:65� 0:78 78:02� 1:23
EM [30] 88:53� 0:34 79:42� 0:56 83:64� 0:56 71:89� 0:79
UA-MT [37] 89:27� 0:12 80:62� 0:19 84:41� 0:56 73:03� 0:83
CCT [23] 89:49� 0:09 80:98� 0:15 85:46� 0:42 74:51� 0:64
CPS [5] 90:25� 0:53 82:23� 0:92 89:15� 0:44 80:43� 0:31
URPC [19] 88:92� 0:45 80:05� 0:74 81:59� 0:62 68:9� 0:88
CT [18] 88:45� 0:3 79:29� 0:49 81:65� 0:61 68:99� 0:87
XNet [40] 88:68� 0:42 79:67� 0:67 84:44� 0:5 73:07� 0:75
TopoSemiSeg [33] 89:5� 0:0 81:8� 0:0 87:8� 0:0 79:7� 0:0
Semi-MoE (Ours) 90:4� 0:32 82:48� 0:51 89:23� 0:41 80:55� 0:45

CRAG

MT [29] 89:77� 0:1 81:43� 0:15 86:82� 0:09 76:71� 0:14
EM [30] 87:55� 0:5 77:93� 0:8 84:13� 0:78 72:61� 1:17
UA-MT [37] 88:84� 0:11 80:01� 0:06 83:97� 0:46 72:75� 0:6
CCT [23] 89:5� 0:12 80:99� 0:19 85:28� 0:12 74:34� 0:18
CPS [5] 89:42� 0:15 80:87� 0:25 85:52� 0:31 74:7� 0:47
URPC [19] 88:75� 0:73 79:25� 0:25 82:5� 0:31 72:1� 0:61
CT [18] 86:96� 1:19 75:9� 0:33 80:33� 0:68 67:13� 0:95
XNet [40] 88:1� 0:15 79:1� 0:29 86:67� 0:05 76:48� 0:09
TopoSemiSeg [33] 89:8� 0:0 82:0� 0:0 88:4� 0:0 79:8� 0:0
Semi-MoE (Ours) 91:06� 0:08 83:59� 0:11 89:27� 0:12 80:61� 0:18

Table 2: Ablation study on the impact of task-speci�c experts (seg is the main task).
Expert

Seg Sdf Bnd
20% 10%

Data DSC JC DSC JC
X X 87:93 78:46 85:34 74:43

GlaS X X 89:04 80:25 88:81 79:87
X X X 90.4 82.48 89.23 80.55
X X 90:73 83:03 85:85 75:21

CRAG X X 90:71 83:00 88:37 79:16
X X X 91.06 83.59 89.27 80.61

remains computationally ef�cient. The model uses 181M parameters and 12.36 GB of GPU
memory, which is signi�cantly lower than CPS (272M, 15.71G) and X-Net (326M, 15.27G).
This ef�ciency is achieved through a shared U-Net encoder and lightweight gating heads that
add minimal overhead. Compared to X-Net, Semi-MoE reduces parameter count by 44%
and memory usage by 19%, while delivering superior segmentation performance. This high-
lights Semi-MoE's strong balance between architectural complexity and scalability, making
it practical for deployment in memory-constrained clinical environments.

Ablation study on other components. We evaluate our MGP against a Single-Gate
variant, where only segmentation pseudo-labels are generated, while boundary and SDF
labels are inferred via [1, 8]. ForL AM, we replace it with a linear combination of individual
loss terms. Results in Table 4 show that both MGP andL AM are essential components.

Supplementary Materials. These materials provide a detailed theoretical insight into
the proposed Adaptive Multi-objective Loss, an extended ablation study based on Table 2
with an additional task, and an investigation into the sensitivity of performance with respect
to the hyperparameterg.




