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Abstract

The quadratic computational complexity of self-attention in diffusion transformers
(DiT) introduces substantial computational costs in high-resolution image generation.
While the linear-complexity Mamba model emerges as a potential alternative, direct
Mamba training remains empirically challenging. To address this issue, this paper intro-
duces diffusion transformer-to-mamba distillation (T2MD), forming an efficient training
pipeline that facilitates the transition from the self-attention-based transformer to the lin-
ear complexity state-space model Mamba. We establish a diffusion self-attention and
Mamba hybrid model that simultaneously achieves efficiency and global dependencies.
With the proposed layer-level teacher forcing and feature-based knowledge distillation,
T2MD alleviates the training difficulty and high cost of a state space model from scratch.
Starting from the distilled 512x512 resolution base model, we push the generation to-
wards 2048 %2048 images via lightweight adaptation and high-resolution fine-tuning.
Experiments demonstrate that our training path leads to low overhead but high-quality
text-to-image generation. Importantly, our results also justify the feasibility of using se-
quential and causal Mamba models for generating non-causal visual output, suggesting
the potential for future exploration.

1 Introduction

In recent years, the diffusion transformer (DiT) model has become a standardized design
of image generation backbones [45]. However, using transformers introduces non-trivial
computational burdens, especially as image resolution increases. This computational cost
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