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Abstract
Audio–Visual Synchronization Detection (AVS) is a core task in multimodal video

quality analysis, yet most existing methods are developed and evaluated on domains
with limited diversity of sparse events or predominantly dense, repetitive cues—such as
talking heads or scripted broadcasts, restricting their generalization to many real-world
scenarios. We present the first comprehensive study of AVS in the challenging domain
of egocentric video, using the Ego4D dataset as a benchmark. Motivated by the grow-
ing use of head-mounted and body-worn cameras in live streaming, augmented reality,
law enforcement, and sports, this domain presents unique challenges: sparse, heteroge-
neous synchronization events, unstable viewpoints, and minimal access to dense anchors
like visible faces. Our findings reveal sharp performance drops in existing AVS models
on egocentric content. In response, we introduce AS-Synchformer, a novel streaming
AVS model tailored for sparse, unconstrained video. AS-Synchformer incorporates three
key innovations: (1) a history-aware streaming token selection strategy, (2) a contrastive
alignment loss to enforce temporal correspondence for selected streaming tokens, and
(3) an Earth Mover’s Distance (EMD) loss to capture ordinal offset structure for the AVS
task. These yield substantial gains, including a 3.55% boost in ACC@1 and a 22.3%
EMD reduction over strong streaming baselines like APA Synchformer, and a 2.41%
ACC@1 gain with a 21.6% EMD reduction over Synchformer in snapshot AVS, setting
a new state of the art in both paradigms. Moreover, we investigate the individual impact
of full encoder fine-tuning on our model through an ablation study. Our analysis high-
lights the critical role of encoder fine-tuning in achieving robust AVS under real-world
egocentric conditions, representing the first large-scale AVS systems with end-to-end
training released.1
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1 Introduction
Audio–Visual Synchronization Detection (AVS) is essential for video quality assessment,
influencing content delivery, transcription accuracy, and user experience. Audio-video mis-
alignments—caused by encoding artifacts, transmission delays, or editing—can degrade per-
ceptual quality and downstream performance. AVS addresses this by detecting and quantify-
ing temporal offsets, enabling precise correction for improved playback and system quality.

Progress in AVS has been driven by improved datasets and model architectures. Early
work focused on dense cues like lip-speech alignment in talking-head videos [3, 5, 6], achiev-
ing near-saturation on benchmarks such as LRS3 [4] and VoxCeleb [15]. Recent efforts target
sparser, open-domain cues—e.g., object impacts, ambient sounds, and rhythmic motions—in
datasets like AudioSet [10] and VGGSound [1, 13]. Despite advances using attention archi-
tectures [3, 14], sparse cue selection [13], and streaming methods [19], AVS remains difficult
when cues are intermittent, dispersed, or embedded in ambiguous visual contexts [19].

A critical underexplored setting for AVS is egocentric video [12]. Unlike exocentric
footage—typically filmed from stable viewpoints with predictable AV correspondences [1,
4, 9, 19]—egocentric video is visually unstable, lacks consistent visual anchors like faces,
and contains sparse, diverse, and temporally diffuse audio-visual cues. The audio stream is
also highly variable due to head movement and shifting acoustics. Yet egocentric content
is increasingly common in augmented reality, first-person streaming, bodycams, and sports
broadcasts, posing unique challenges for AVS generalization. Thus, these challenges make
egocentric AVS both important and uniquely difficult as a benchmark.

Meanwhile, most AVS models process fixed-length segments (e.g., 5s), making inde-
pendent predictions per clip [13, 14]. This snapshot-based setup is ill-suited for egocentric
content, where cues may fall outside the window or be too sparse in isolation. Larger win-
dows help but are impractical for real-time use due to cost. To address this, recent work
introduces streaming AVS models. StreamSync [19], for example, propagates latent stream-
ing tokens across overlapping segments to carry temporal context. Yet these models show
only modest gains over non-parametric aggregation methods like temporal averaging [19].

We identify several core challenges that contribute to underperformance in existing AVS
models. First, streaming tokens often fail to capture alignment-relevant features, instead
encoding generic audio or visual content. Without targeted supervision, these tokens lack
the specificity needed to track synchronization. Second, they are typically not history-
aware—unable to emphasize transitions, suppress redundancy, or maintain sync-relevant
context over time. Third, AVS is commonly cast as classification over discrete offset bins
(e.g., 21 bins of 200ms spanning –2s to +2s), optimized with cross-entropy loss. This fram-
ing ignores the ordinal nature of synchronization: misclassifying adjacent bins is penalized
equally to distant errors. Finally, while pretrained audio and visual encoders (e.g., as used
in Synchformer [14]) offer strong representations, they are often frozen to reduce compute,
limiting adaptability to egocentric video and broader AVS domains.

This work makes three key contributions: (1) Benchmarking AVS on Egocentric Video:
We present the first large-scale evaluation of AVS models on egocentric video using Ego4D,
revealing substantial performance degradation under high sparsity, motion instability, and di-
verse audio-visual cues. We propose Ego4D as a challenging out-of-domain benchmark for
AVS generalization. (2) Encoder Finetuning Analysis: We systematically assess the im-
pact of freezing, partial finetuning, and full end-to-end training of audio and video encoders,
quantifying performance improvements and analyzing shifts in learned representations. (3)
AS-Synchformer Model: We introduce AS-Synchformer, a state-of-the-art streaming AVS
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Figure 1: AS-Synchformer architecture. Left: Modified Synchformer snapshot module for offset prediction
and Streaming Token generation. Unlike StreamSync, it processes dense segment embeddings, emits multiple
tokens per window, and conditions on prior token history. A contrastive projection head supervises token alignment
via an auxiliary loss. Right: Streaming module adapted from StreamSync, integrating token history from the
snapshot module for precise synchronization. Heads are 3-layer, 768-dim Transformer Encoders [18].

model that addresses these challenges through three innovations: a contrastive alignment loss
for supervising sync-relevant streaming tokens, a history-aware token selection mechanism
for long-range temporal reasoning, and an Earth Mover’s Distance (EMD) loss for ordinal-
aware offset prediction. Together, these advances enable AS-Synchformer to outperform
both snapshot-based and prior streaming baselines.

2 Related Works
Audio-visual Synchronization Detection. Early deep-learning-based AVS models fo-
cused on domains with clear, dense synchronization cues. SyncNet [5] and PerfectMatch [6]
targeted speech–lip alignment; AVE-Net [17] and TennisED [9] aligned audio events like
ball impacts or object interactions. While effective in their specific domains, these models
struggle to generalize to more diverse settings due to their reliance on dense, simple cues.

To improve generalization, recent methods have adopted Transformer-based architec-
tures [18] to capture broader audio-visual dependencies. AVST [3] pioneered this direction
by modeling spatio-temporal relationships between modalities. SparseSync [13] introduced
selective querying to isolate informative video segments, improving performance for sparse
events. Synchformer [14] extended this direction by integrating contrastive pretraining into
a Transformer backbone, achieving strong results across both dense and sparse settings.

Recognizing the limitations of fixed-length window methods—particularly under sparse
conditions—StreamSync [19] reframed AVS as a streaming task, using a token-passing
mechanism to accumulate temporal evidence across windows. This enhanced prediction ac-
curacy with minimal overhead. However, performance gains over simple streaming baselines
like APA were low, indicating limited effectiveness truly capturing long-range dependencies.

Datasets for Audio-Visual Synchronization Detection. Progress in AVS has been driven
by increasingly diverse datasets. Early benchmarks like LRS [4] and VoxCeleb [15] focused
on dense, speech-based cues. Later datasets such as AudioSet [10] and VGGSound [1]
broadened coverage to general audio events, better reflecting sparse, real-world scenarios.
RealSync [19] extended this further by combining sparse (e.g., sports, daily activities) and
dense (e.g., broadcast speech) settings in a streaming-compatible format, with longer clips
enabling temporal aggregation and streaming methods. However, all these are exocentric.

Egocentric video—marked by unstable motion, unpredictable and sparse cues, and vary-
ing acoustic conditions—poses unique challenges for synchronization but remains largely
unrepresented. Even datasets explicitly curated for sparsity, such as VGS-Sp [13], include

Citation
Citation
{Vaswani, Shazeer, Parmar, Uszkoreit, Jones, Gomez, Kaiser, and Polosukhin} 2023

Citation
Citation
{Chung and Zisserman} 2017{}

Citation
Citation
{Chung, Chung, and Kang} 2019

Citation
Citation
{Tian, Shi, Li, Duan, and Xu} 2018

Citation
Citation
{Ebeneze, Wu, Wei, Sethuraman, and Liu} 2021

Citation
Citation
{Vaswani, Shazeer, Parmar, Uszkoreit, Jones, Gomez, Kaiser, and Polosukhin} 2023

Citation
Citation
{Chen, Xie, Afouras, Nagrani, Vedaldi, and Zisserman} 2021

Citation
Citation
{Iashin, Xie, Rahtu, and Zisserman} 2022

Citation
Citation
{Iashin, Xie, Rahtu, and Zisserman} 2024

Citation
Citation
{Voas, Tseng, Berry, Hu, Peng, Stuedemann, and Harwath} 2025

Citation
Citation
{Chung and Zisserman} 2017{}

Citation
Citation
{Nagrani, Chung, and Zisserman} 2017

Citation
Citation
{Gemmeke, Ellis, Freedman, Jansen, Lawrence, Moore, Plakal, and Ritter} 2017

Citation
Citation
{Chen, Xie, Vedaldi, and Zisserman} 2020{}

Citation
Citation
{Voas, Tseng, Berry, Hu, Peng, Stuedemann, and Harwath} 2025

Citation
Citation
{Iashin, Xie, Rahtu, and Zisserman} 2022




