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Abstract

Sparse-view NeRF is challenging because limited input images lead to an under-
constrained optimization problem for volume rendering. Existing methods address this
issue by relying on supplementary information, such as depth maps. However, gener-
ating this supplementary information accurately remains problematic and often leads to
NeRF producing images with undesired artifacts. To address artifacts and enhance ro-
bustness, we propose SSNeRF, a semi-supervised sparse-view NeRF framework based
on a teacher-student paradigm. In this framework, the student NeRF is challenged by
severe sparse-view degradation while being guided by rectified high-confidence pseudo-
labels from the teacher NeRF. Our sparse-view-specific degradations include injecting
designed noise into volume rendering weights, perturbing vulnerable layers, and simu-
lating sparse-view blurriness. These techniques together force the student NeRF to recog-
nize degradation caused by sparse-view training data, ultimately helping the model effec-
tively handle the noise and incomplete information inherent in sparse views. Extensive
experiments demonstrate the effectiveness of our SSNeRF in generating novel views with
less sparse-view degradation. Our code is available at https://github.com/massyzs/SSNeRF.git.

1 Introduction
Despite the rapid development of NeRF, they remain highly dependent on the quantity of
input images [3, 23]. This dependency presents a significant challenge for deploying NeRF
in real-world applications, where capturing a dense set of images is often impractical.

To address degradation in sparse-view settings, several methods have been proposed.
Some approaches use supplementary information, such as depth maps [5, 14, 22], object
matching knowledge [21], and pretrained generative models [1, 6]. These techniques tackle
the challenge of limited data by incorporating external knowledge. Other methods address
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the sparse-view NeRF problem through regularization rather than relying solely on exter-
nal sources. These methods include constraining the distribution of sample points [18] and
simulating bundle adjustment [7].

Methods that rely on external knowledge, such as depth maps, often yield suboptimal
results, especially when the input scenes differ significantly from the training data [22].
Regularization-based methods frequently struggle with complex scenes, such as those with
rich textures or intricate geometry, due to their oversimplified assumptions, like a smooth
loss or central-object assumption. In contrast, we tackle sparse NeRF from three key per-
spectives: (1) enhancing NeRF’s robustness to noisy ray densities, (2) making NeRF aware
of and resilient to sparse-view blurriness, and (3) injecting noise into specific layers of our
module to improve robustness against noisy input.

Building on these key perspectives, we introduce a teacher-student semi-supervised frame-
work that incorporates sparse-view-specific augmentations. The objective of our teacher
NeRF is to generate pseudo labels for novel views with a high level of confidence. To pre-
vent the confidence map from being biased towards high-contrast regions, we add some con-
straints in the HSV color space. Once we obtain high-confidence regions, we generate paired
data for novel views. By combining this with the original training data, we can effectively
supervise NeRF, even in the presence of noisy, degraded augmentations.

For the student learning process, we first inject noise into the weights of sampling points
during volume rendering, enabling the student NeRF module to become aware of ray density
noise. After rendering new views, we apply a degradation simulation operation on this view
to simulate the blurriness caused by sparse-view input. Additionally, we observed that certain
layers (i.e., vulnerable layers) of our NeRF module are particularly sensitive to the number
of training views. To further enhance robustness of our student NeRF module, we perturb
feature maps in those layers.

Having guidance from the teacher NeRF, which generates high-confidence pseudo-labels,
we enable the student NeRF to recognize and adapt to sparse-view degradation. To prevent
NeRF from overfitting to a specific noise pattern, we transfer the student NeRF’s gener-
alized denoising capability back to the teacher NeRF. As a result, the teacher NeRF can
render better-quality images and generate more accurate pseudo-labels for the student NeRF.
Over time, the teacher NeRF develops a strong denoising ability. As shown in Figure 1 and
Figure 3, our method effectively handles the floating points and hallucinations in rendered
images and videos (see in supplementary materials).

Our contributions can be summarized as follows:

• We design a novel semi-supervised NeRF framework (i.e., SSNeRF) that performs ef-
fectively in sparse-view settings. As a result, this framework enables NeRF to produce
relatively sharp, artifact-free images.

• In SSNeRF, sparse-view-specific augmentations are introduced, focusing on three as-
pects: 1) sampling-level densities, 2) layer robustness, and 3) sparse-view blurri-
ness. By incorporating the augmentations and supervising NeRF with high-confidence
novel-view pseudo data, we enhance its robustness to sparse-view degradations.

• We conduct experiments on the real world complex dataset llff and NeRF synthetic
dataset blender in different settings. SSNeRF effectively remove floating points in
rendered images and flickering pixels in rendered video.
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(c) Flower 3-view
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(e) Leaves 3-view

Figure 1: Qualitative results under 3 training-view setting. Ours can effectively remove the
hallucinations and floating points for rendered images. Results of more scenes can be found
in supplementary material.

2 Related Work

Sparse View NeRF Previous efforts to address the challenges of sparse-view NeRF can
be categorized into two main approaches: 1) NeRF models incorporating depth informa-
tion, and 2) NeRF models enhanced with pretraining information. A representative work
in the first category is DSNeRF [5], which uses sparse depth information generated by
COLMAP [16, 17] as an auxiliary supervision signal. Additionally, several studies have ex-
plored using dense depth information generated by neural networks. For example, Sparf [21]
employs the point matching method PDC [20] to generate dense depth points, DDPNeRF [14]
uses depth completion to convert sparse depth into dense depth points, and SparseNeRF [22]
derives a relative depth map from DPT [13] to distill local depth rankings. In the sec-
ond category, DietNeRF [6] leverages CLIP ViT [12] to extract semantic representations,
transitioning from pixel-level to semantic-level supervision by incorporating 2D pretrain-
ing knowledge. NeRDi [4] instead uses the Latent Diffusion Model (LDM)[15] to gener-
ate image priors. However, the performance deteriorates when the scene falls outside the
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