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Abstract

Audio-visual saliency prediction aims to mimic human visual attention by identify-
ing salient regions in videos through the integration of both visual and auditory informa-
tion. Although visual-only approaches have significantly advanced, effectively incorpo-
rating auditory cues remains challenging due to complex spatio-temporal interactions and
high computational demands. To address these challenges, we propose Dynamic Token
Fusion Saliency (DFTSal), a novel audio-visual saliency prediction framework designed
to balance accuracy with computational efficiency. Our approach features a multi-scale
visual encoder equipped with two novel modules: the Learnable Token Enhancement
Block (LTEB), which adaptively weights tokens to emphasize crucial saliency cues, and
the Dynamic Learnable Token Fusion Block (DLTFB), which employs a shifting opera-
tion to reorganize and merge features, effectively capturing long-range dependencies and
detailed spatial information. In parallel, an audio branch processes raw audio signals to
extract meaningful auditory features. Both visual and audio features are integrated us-
ing our Adaptive Multimodal Fusion Block (AMFB), which employs local, global, and
adaptive fusion streams for precise cross-modal fusion. The resulting fused features are
processed by a hierarchical multi-decoder structure, producing accurate saliency maps.
Extensive evaluations on six audio-visual benchmarks demonstrate that DFTSal achieves
SOTA performance while maintaining computational efficiency.

1 Introduction

Human vision naturally identifies salient regions in dynamic scenes, guiding attention and
enabling efficient information processing [21, 24, 29]. In computer vision, saliency pre-
diction models attempt to replicate this human capability by generating saliency maps that
highlight where observers are most likely to focus [45]. These models are essential in a wide
range of applications, including marketing [ 18, 26], multimedia [38], object detection [2, 60],
image/video compression [15], and cognitive research [10]. Although significant progress
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has been made for static images [1, 19], predicting saliency in videos remains challenging
due to the need to capture multi-scale spatial-temporal cues and handle complex motion.

Early video saliency methods relied on motion cues and handcrafted features, which
often failed to model spatio-temporal dynamics and track motions effectively. With the rise
of deep learning, these have given way to end-to-end models that learn spatial and temporal
patterns directly from video. For example, ACLNet [51] uses a CNN-LSTM with supervised
spatial attention on static saliency data, while two-stream architectures separately process
appearance and motion to boost performance at the cost of larger networks [28, 58]. Despite
their success in fusing deep spatio-temporal features, CNN-RNN and multi-stream models
still struggle with long-range dependencies in complex scenes [36, 57].

More recent methods [40, 53, 55, 59] have increasingly adopted transformer-based mod-
els to overcome these limitations. Transformers, using self-attention mechanisms, effec-
tively capture long-range and multi-scale temporal dependencies in video data. For instance,
CASP-Net[55] integrate self-attention into a 3D CNN backbone to model global spatial-
temporal contexts, while other works, such as TMFI-Net [59], combine multi-scale temporal
features through transformer-based feature integration to achieve SOTA accuracy, though at
the cost of large model sizes [48]. While transformer-enhanced methods deliver remarkable
performance, they highlight a trade-off between capturing global context and ensuring com-
putational efficiency. UNISAL and TinyHD offer a more lightweight alternative; however,
they fall short in accuracy and robustness compared to newer architectures that achieve a
more optimized balance [11, 20].

Incorporating audio cues into video saliency models has become a growing focus due
to the significant influence of sound on visual attention [54, 61]. The DAVE model [47]
introduced a simple encoder-decoder that integrates audio and visual features to enhance
saliency prediction [47]. Subsequently, STAViS, a spatio-temporal audio-visual saliency
network, demonstrated that synchronized audio, such as speech and noise events, enhances
saliency prediction in dynamic scenes [48]. More specialized models [34, 43] have been
developed to focus on multi-speaker conversation videos, predicting saliency and localiz-
ing sound sources. Advancements like CASP-Net [55] and DiffSal [56] further improve
performance through enhanced fusion strategies and increased model complexities, scaling
up to 76M parameters. A newer methodology, DAVS [61], leverages Implicit Neural Net-
works [44] for audio-visual saliency prediction, effectively mapping spatio-temporal coordi-
nates to saliency values.

Despite these advances, existing audio-visual models often suffer from large-scale net-
works, complex attention mechanisms, or incomplete spatio—temporal modeling [20]. These
limitations underscore a persistent challenge: achieving high predictive accuracy while main-
taining computational efficiency and robust cross-modal alignment, particularly when deal-
ing with dynamic audio-visual data in resource-constrained scenarios. To address these
challenges, we propose a novel audio-visual saliency framework, Dynamic Token Fusion
Saliency Prediction (DTFSal). Our approach leverages a multi-scale visual encoder to cap-
ture detailed spatial-temporal features from videos, while a dedicated audio branch processes
audio signals. We introduce three novel modules to refine and fuse audio-visual features. The
Learnable Token Enhancement Block (LTEB) adaptively emphasizes crucial spatio-temporal
cues by first computing a soft gating map over the input feature volume and then weighting a
set of learnable tokens to suppress less relevant information. Building on that, the Dynamic
Learnable Token Fusion Block (DLTFB) applies a spatial shifting mechanism to reorganize
and merge feature tokens, thereby strengthening long-range dependencies while preserving
fine spatial details. Finally, the Adaptive Multimodal Fusion Block (AMFB) fuses audio
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Figure 1: Overview of our DTFSal model, which integrates a multi-scale encoder, a hi
archical multi-decoder, LTEB, DLTFB, and AMFB for ef cient and accurate audio-visue
saliency prediction.

and visual streams through three parallel branches (local, global, and adaptive) before
ploying a lightweight tri-stream attention module to compute fusion weights that precise
align complementary cues across modalities. Finally, a hierarchical multi-decoder gener
multi-scale saliency maps, which are combined through a nal 3D convolution to yield
coherent saliency prediction. In summary, our mzontributions are:

« We propose DTFSal, a novel audio-visual saliency model that ef ciently fuses mul
scale video and audio features for improved performance.

« We introduce three specialized modules (LTEB, DLTFB, and AMFB) that jointly re
ne spatio-temporal features, capture long-range dependencies, and adaptively
cross-modal information.

* We demonstrate state-of-the-art (SOTA) results on challenging audio-visual saliel
benchmarks while preserving computational ef ciency, showing that our approa
achieves a balance between accuracy and resource demands.

2 Proposed Method

DTFSal, as shown in Figure 1, leverages a pre-trained encoder to extract multi-scale
tures from video clips. Two novel modules further enhance these features: LTEB adapti\
highlights key cues, while DLTFB reorganizes and merges spatial and temporal tokens
dedicated audio branch extracts features from raw audio and aligns them with visual ¢
Finally, AMFB fuses these cues through local, global, and adaptive streams, feeding in
hierarchical multi-decoder that integrates multi-scale information. A nal 3D convolutio
then merges the decoder outputs to produce a con dent saliency map.

2.1 Two-Stream Encoders

Visual Encoder: Our visual encoder uses MViTv2 architecture [33], pre-trained on Kinetic:
400 [5], which employs a multiscale pyramid approach as in [12]. The encoder is p
trained on large-scale human action recognition dataset, enhancing feature represent
and spatio-temporal pattern capture for improved performance [36, 41]. A video clip of s



4ADTFSAL: AUDIO-VISUAL DYNAMIC TOKEN FUSION FOR VIDEO SALIENCY PREDICTION

T H W 3is rstsplit by a patch partition layer into non-overlapping tokens of size
T=2 H=4 W=4, with each token represented by a 96-dimensional feature vector. Thes
tokens then pass through a series of stages that gradually reduce the spatial resolution wi
increasing the channel capacity, forming a multilevel feature pyramid:

T

i 1 H W
fFE2RZ ~ 9 2 71 Foigh s (1)

whereC = 96. This hierarchical design ef ciently captures both local details and long-range
dependencies.

Audio Encoder: To synchronize audio with visual features, the raw audipis rst
converted into a Log-Mel spectrum via short-time fourier transform and segmentet}into
parts of sizeH; W, 1 using an 11-millisecond overlapping window. Each audio seg-

pre-trained on AudioSet [13], to yield features of sh&ffe Wa Ca, A temporal enhance-
ment module, comprising a patch embedding layer followed by a Transformer layer, is the
applied to ensure robust temporal alignment [56].

2.2 Feature Enhancement

A hierarchical feature fusion pathway with lateral connections enriches the semantic ar
spatio—temporal information of the extracted features. This process is performed in thre
steps. In the rst step, 3D convolutional layers adjust the temporal and channel dimensior
of the features, yielding re ned multi-scale representations:
c I _H w .
F2R” 2 2#T 2¢1. (C =192;i= 1,2;3;4): (2)

In the second step, higher-level features are progressively injected into lower resolutior
through a hierarchical fusion pathway with lateral connections. Finally, in the third step
the fused features are further processed by additional 3D convolutional layers to produce t
re ned multi-scale featureBR. The entire process is summarized as follows:

FR= Con(Ff);
Fs= ConuFy) Up o(Fy);

Fo= ConMFE) Up 2(Fs) Up a(FF); ©)
Fi= Con(Ff) Up 2(R) Up s(FY);
RR=Con(F); i=321L

In these equations, Coy dsenotes a 3D convolutioby, () (i = 2;4;8) represents trilin-

ear upsampling, and is the element-wise addition. This process produces robust semanti
and multi-scale features that capture precise information across different spatial and tempo
locations.

2.2.1 Learnable Token Enhancement Block (LTEB)

To further re ne the spatio—temporal features, we introduce LTEB, which selectively em-
phasizes salient cues while suppressing redundant information. LTEB rst applies a 3l
convolution followed by a sigmoid activation that dynamically weights the input features
across temporal, spatial, and channel dimensions. This mechanism works as follows:

G = Sigmoid Conv 3 3(F%) ; (4)
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After that, a global embeddinde(t)) is computed by spatially averagitg We obtain the
adaptive token WeightSWigi'\il, whereN is the number of learnable tokens, by applying a
softmax on a linear transformation Bft):

fwgh ; = Softmax Linear E(t) : (5)

To adaptively adjust the contribution of each token based on its signi cance, we apj
element-wise multiplication between these weights and the generated learnablé R;gﬂqs
producing re ned representationk), followed by interpolation and a 3D convolution to
yield (P%:

N
K=aw Pi(H;W); (6)
i=1
P Conw 3 3 InterpolateK : (7)

Here, the weights serve as at-
tention scores derived from the
input features, dynamically mod-
ulating each token's inuence.
The learnable tokens collectively
form a uni ed embedding space,
promoting correlated knowledge
sharing throughout the model. Fi-
nally, a residual connection fuses
the original features with the adap-
tively weighted tokens:

F'=F P% F: (8)

This mechanism, as shown in
Figure 2 (a), dynamically high-
lights the most informative spa-

tio—temporal cues while preservgig re 2: Overview of LTEB and DLTFB: (a) LTEB
ing structural consistency.  Ingmphasizes salient cues by adaptively weighting to

essence, LTEB recalibrates thgens (h) DLTFB enhances spatial feature integratior
feature map by amplifying salienty,y ghitting and fusing tokens.
regions and suppressing nhoise

through adaptive token weighting. This re nement leads to a more discriminative and rob
representation, ensuring that subsequent modules operate on features that are both p
and computationally ef cient.

2.2.2 Dynamic Learnable Token Fusion Block (DLTFB)

Building upon LTEB, DLTFB further re nes the spatial distribution of features by em
ploying a dynamic shifting mechanism. Inspired by the Swin Transformer [35] and axi
attention [49], the shifting operations along the width and height dimensions are introdu
to enhance the spatial arrangement of the features. In DLTFB, adaptive token computatic
performed independently while simultaneously applying spatial shifting operations to re
range the feature maps. First, the input features are shifted along the width diméggidn (
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Figure 3: Overview of AMFB. (a) AMFB integrates local, global, and adaptive streams to
fuse audiovisual cues. (b) Tri-Stream Score module computes attention weights via GAP,
linear layer, and sigmoid activation.

and then processed by a convolution followed by a 3D convolution with GELU activation:
Y = Conv3d GELU Convy 1 1(Fshift) : (9)

A subsequent shift along the height dimensidgi;, is followed by layer normalization (LN)
and a convolution, producing the re ned featurés"):

FS"= F+ Convi 1 1 LN Yenit : (10)

Finally, the output of DLTFB fuses the weighted original features with the spatially re ned
information:

FV=F pP% FSh (11)

This block, as illustrated in Figure 2 (b), enhances the model's capability to capture
complex local patterns and long-range dependencies by dynamically rearranging spatial fe
tures. The shifting operations impose locality by partitioning the feature map into axia
windows—width shifts in one branch and height shifts in the other—focusing computatior
on salient subregions without sacri cing global context. In simple terms, DLTFB reorders
and mixes parts of the feature map so that information from these regions is better integrate
leading to a richer and more context-aware representation that is crucial for accurate salien
prediction in challenging and dynamic scenes. Moreover, by fusing these re ned feature
with the original ones, DLTFB ensures that both detailed and overall structural informatior
is preserved, resulting in a more robust and ef cient model.

2.3 Adaptive Multimodal Fusion Block (AMFB)

AMFB, as shown in Figure 3 (a), effectively integrates audio and visual information by
capturing complementary cues at multiple scales. In our design, the audio-visual inputs a
processed through three independent streams, each extracting distinct signal aspects:

Local Stream: A 3D convolution with a 3 3 kernel (accompanied by batch normal-
ization and RelLU) extracts ne-grained, spatially localized features, which are crucial for
detecting precise details and identifying key visual cues.

Global Stream: A 3D convolution with a5 5 kernel aggregates a broader, scene-level
context. This stream captures overall cues and the general scene structure, enabling
model to adjust saliency based on the larger context.
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Adaptive Stream: This branch leverages a 3 deformable convolution [9] with learned
offsets to adjust its receptive eld, effectively handling objects at different scales and ce
turing ne details, as noted in [23]. Additionally, audio features extracted via the VGGis
encoder and integrated for cross-modal alignment.

The outputs of the three streams, representdd @s, Fcioba, andFagaptive are concate-
nated along the channel dimension referred tBragg

Frused= FLocal : FGlobal : Fadaptive - (12)

An adaptive attention mechanism is then applied, referred to asitstream Score module
global average pooling (GAP) is appliedRQseg Which is then passed through a linear layer
followed by a sigmoid activation to compute the Tri-Stream Scores (as illustrated in Figur
(b)):

W = Sigmoid Linear GAP(Fysed (13)

whereW = [W ocal; Waiobal Wadaptivel- The nal fused representation is computed as
I:AMFB = \M_ocal I:Local"' V\/Global I:Global"' WAdaptive FAdaptivé (14)

This Tri-stream design offers several advantages. By decoupling the extraction of Ic
details, global context, and adaptive cross-modal cues, the model can dynamically adju:
focus depending on the input. Such exibility enables the network to prioritize the mo
informative features for each scenario, thereby enhancing the overall effectiveness of dc
stream modules.

2.4 Saliency Decoder

To decode the enhanced multiscale spatio-temporal features, our hierarchical decoder
cesses each level independently to fully exploit complementary information. Inspired
recent studies [3, 55], each decoding block employs 3D convolutions, trilinear upsampli
and a sigmoid activation to generate an intermediate saliencysnai:¢ 1 H Wfori= 1

to 4) (see Figure 1). These intermediate outputs capture diverse views of the attention di
bution, each re ecting different aspects of the underlying features. To obtain a de nitive a
coherent saliency prediction, the decoder outputs are concatenated and then fused by ¢
3D convolution followed by a sigmoid activation. This fusion step is formalized as:

S= Sigmoid Conv [s1;9;S3;%4] (15)

The learned 3D convolution integrates these diverse perspectives in an optimal way, redu
uncertainty and producing a nal saliency m&phat is both precise and coherent.
2.5 Loss Function

Our model employs a composite loss functidng, that combines the Kullback-Leibler
divergence (KL) and the linear correlation coef cient (CC) to capture both distributional di
ferences and spatial correlations (see Supplementary Material for details), a strategy insj
by [48, 54, 55]. The formulation is as follows:

Lsar=11 Lk (s%9)+ 12 Lee(s%9) (16)

wheres ands? are the predicted saliency and ground truth (GT) maps, respectively.
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3 Experiments

Experiments are carried out on eight datasets, comprising two purely visual and six audi
visual eye-tracking datasets. The subsequent sections provide details on datasets and €
uation metrics, while implementation details and ablation studies are available in the Suj
plementary Material. Additionally, we present and analyze the experimental results throug
comparisons with SOTA methods.

3.1 Setup

Datasets: We utilize DHF1K [50] and UCF-Sports [42] as visual datasets, and DIEM
[39], ETMD [30], SumMe [16], AVAD [37], Coutrotl [7], and Coutrot2 [8] as audio-visual
datasets. However, the available audio-visual datasets remain limited in scenario diversi
highlighting a broader shortage of varied audio-visual saliency data. For further detail
please refer to the Supplementary Material.

Evaluation Metrics: We employed four standard evaluation metrics: CC, NSS (Nor-
malized Scan-path Saliency), AUC-J (Area Under Curve - Judd), and SIM (Similarity) to
compare our work with existing studies [46, 48, 55]. The SIM assesses the overlap betwe
the predicted and actual saliency distributions. The AUC-J is a location-based metric th:
evaluates the performance of the predicted saliency map as a binary classi er relative to tl
true saliency map. Meanwhile, NSS measures the average normalized saliency at the spec
locations of human eye xations. For more detailed information on saliency metrics, pleas
refer to [4].

3.2 Method Comparison

Comparisons with SOTA Methods: As shown in Table 1, the experimental results of our

DTFSal are compared with recent SOTA methods on six audio-visual saliency datasets. T
table highlights the superiority of DTFSal, as it outperforms all comparable methods on a
datasets, achieving the best performance on all 24 metrics, thus establishing a new SOTA
these benchmarks. Notably, DTFSal signi cantly surpasses previous top-performing mett
ods, such as CASP-Net [55] and DiffSal [56], while utilizing fewer parameters and incurring
lower computational costs. Although DiffSal can achieve an average relative performanc
improvement of up to 6.3% compared to the second-best method [56], our DTFSal, with it

Table 1: Comparison with previous methods on six audio-visual saliency datasets. For ol
model, we indicate the percentage (%) change in performance relative to the second-b
result, or to the best result if ours is not the top performer. The best results are highlighted
red, the second-best in blue, and the third-best in green.

Method #Parameters DIEM Coutrotl Coutrot2
ccr NSS" AUC-J" SIM™ ccr NSS" AUC-J" SIM™ ccr NSS” AUC-J" SIM™
STAVIS [48] 20:76M 0:579 226 0883 Q0482 0:472 211 0868 Q393 0:734 528 0958 0511
ViNet [22] 339™ 0:632 253 0899 Q498 0:560 273 0889 Q425 0:754 595 0951 Q493
TSFP-Net [6] - 0:651 262 0906 Q527 0:571 273 0895 Q447 0:743 531 0959 0528
CASP-Net [55] 51:62M 0:655 261 Q906 0543 0:561 265 0889 0456 0:788 634 0963 Q585
DiffSal [56] 76.5™ 0:660 265 Q907 0543 0:638 320 0901 Q515 0:835 661 0964 0625
MSPI [54] 10525m 0:671 271 0905 Q0545 0:605 298 0899 Q473 0:799 640 0964 05961
DAVS [61] - 0:580 228 0884 0483 0:481 219 0869 Q400 0:734 4984 Q960 Q512
DTFsal(V) 4073 0:677 2176 0:910 0:548 0:623 321 0:904 0:505 0:842 6:42 0:965 0:618
DTFSal 4908V 0:6821 6106 298i023% 0:92L1ss6 0:5623120 | 0:66L3619 33Lizasse 0:91L11106 0:5231 5506 | 0:8451000 6721665 0:97Lo7ase  0:6493 840
Method AVAD ETMD SumMe
ccr NSS" AUC-J" SIM™ ccr NSS” AUC-J" SIM™ cc" NSS” AUC-J" SIM ™
STAVIS [48] 20:76M 0:608 318 0919 Q0457 0:569 294 0931 Q425 0:422 204 0888 Q337
ViNet [22] 339™ 0:674 377 0927 Q0491 0:571 308 0928 Q406 0:463 241 0897 Q0343
TSFP-Net [6] - 0:704 377 0932 Q521 0:576 307 0932 Q428 0:464 230 0894 Q360
CASP-Net [55] 5162m 0:691 381 0933 0528 0:620 334 0940 Q478 0:499 260 Qa907 Q387
DiffSal [56] 76:5™ 0:738 422 0935 Q571 0:652 366 0943 Q506 0:572 314 0921 Q447
MSPI [54] 10525M 0:702 392 0936 0533 0:623 335 0940 Q471 0:502 261 0909 Q380
DAVS [61] - 0:610 319 0919 0458 0:600 296 0932 Q425 0:422 228 0888 Q0338
DTFSal(V) 40:73M 0:742 421 0:938 0:559 0:653 357 0:939 0:499 0:561 2:91 0:911 0:441
DTFSal 49.08M 0:746.100% 4:36:332% 0:93%03290 0:595:420% | 0:667:2.30% 3:82:437% 0:957148% 0:53Lig04% | 0:5730175% 3:2011.0196 0:927065% 0:44%0.45%
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Figure 4. Comparative visualizations of our DTFSal model compared with previous SO
audio-visual saliency prediction methods.

more ef cient design, attains an average relative performance improvement of2uplt¥h
over the second-place results, including those of DiffSal and other SOTA models. Additi
ally, our visual-only variant, denoted as DTFSal(V), achieves competitive results on auc
visual datasets, further demonstrating the impact of our AMFB module.

Comparison with Video Saliency prediction methods:Table 2 in Supplementary com-
pares our visual-only variant, DTFSal(V), with recent SOTA video saliency prediction met
ods on the DHF1K and UCF Sports datasets. Our results show that across these two dat
DTFSal(V) achieves the best performance in 7 metrics and ranks second in the remai
one. Moreover, the relative performance improvement over the second-best method is 2.
on these datasets, indicating that even our visual-only variant can reach SOTA perform:
when compared to methods such as ViNet-E [14] and HSFI-Net [27].

Qualitative Results: Figure 4 presents visual comparisons between our DTFSal moc
and recent audio-visual saliency prediction methods. The saliency maps generated by L
Sal align more closely with the GT, clearly highlighting key regions and accurately outlinir
their boundaries (For more visualization results see Supplementary).

Ef ciency Analysis: Table 2 presents a comparison of computational complexity ar
model size for both visual and audio-visual saliency models. Our proposed DTFSal achie
a balanced trade-off between ef ciency and effectiveness, requiring 297.91 GFLOPs v
a model size of 187.26 MB, which is notably more compact than DiffSal while achievir
better performance. Similarly, its visual-only counterpart, DTFSal(V), maintains a mod
ate GFLOPs, outperforming several transformer-based visual models with excessive ¢
putational demands, such as TM2SP-Net. Despite its ef ciency, DTFSal delivers strc
performance across multiple saliency benchmarks, as shown in Table 1, where it obt
SOTA results. With a parameter count of 49.08M, DTFSal integrates multimodal inform
tion, demonstrating its capability to use audio-visual cues for enhanced saliency predic
while maintaining an optimal balance between accuracy and ef ciency.

Ablation Studies: For further analysis of our approach, please refer to Supplemente
Material.



