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1. Introduction
● Diffusion models enable powerful visual editing, but text 

prompts alone are often ambiguous and insufficient.
● Non-text conditions (edge, depth, segmentation) improve 

control, yet audio remains underutilized despite its rich and 
dynamic information.

● Existing audio-guided methods require additional training, 
which limits generalization to diverse real-world scenarios.

● We propose a zero-shot framework that integrates a 
pre-trained multimodal encoder with diffusion models, 
enabling effective audio-guided visual editing without 
retraining.

2. Method
● Training-Free Audio Integration

○ Most audio-guided methods require extra training to align 
audio with text.

○ We instead leverage a pre-trained multimodal encoder 
(CoDi) trained on large text–audio–visual data.

○ A simple linear mapping with matrix inversion bridges 
audio features into Stable Diffusion’s space, enabling 
zero-shot audio-conditioned visual editing without 
retraining.

● Separate Noise Branching + Adaptive Patch Selection
○ Multi-modal editing often involves complex scenarios that 

combines multiple multi-modal editing prompts.
○ Naïve averaging of noise predictions reduces detail due to 

its variance collapse.
○ We propose:

■ Separate noise estimation per prompt.
■ Patch-wise selection of strongest residual features.
■ Preserves high-frequency detail while integrating 

multiple editing conditions.

3. Experiments
● Main Results

○ Audio-guided editing (A2I-edit / A2V-edit).
■ Our method achieves substantial gains in CLIP_audio 

over all baselines.
■ Content preservation metrics (Structure Distance, 

LPIPS, CLIP_frame) appear higher for baselines, but 
this is due to over-preservation of baselines, where they 
fail to reflect the audio prompts.

○ Text + Audio-guided editing (TA2I-edit / TA2V-edit).
■ Our approach outperforms in CLIP_audio and 

CLIP_integrated, demonstrating effective fusion of 
multiple multi-modal prompts.

■ Baselines maintain high CLIP_text scores but fail to 
capture full effects, reflecting partial edits only.

● Ablation Study
○ Mean noise averaging collapses variance and leads to 

major drops in CLIP_integrated across all tasks.
○ Our separate noise branching + patch-wise selection 

preserves high-frequency detail and prevents audio 
information from being canceled out.

○ Visualization confirms that simple averaging erases 
effects such as underwater bubbling, while our method 
retains them.

● Analysis & Discussion
○ Audio magnitude control: Increasing audio magnitude 

naturally strengthens editing effects.
○ Multi-prompt scenarios: Our framework handles more 

than two prompts simultaneously, deciding which affect 
objects and which affect background.


