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RESULTS

INTRODUCTION

• Incorporating prompts increases video understanding and feature separation across different temporal extractors.

TAKEAWAYS

CONTRIBUTIONS
• We propose a novel classification framework that combines vision–language 

foundation models with trainable temporal modeling. By integrating a 
lightweight temporal extractor and a prompt-aware contrastive loss, our 
method effectively captures spatiotemporal dynamics and aligns video 
content with text prompts.  

• CHD affects ~1% of live births; 
many cases need surgery.

• Early, accurate detection is vital for 
better outcomes.

• Ultrasound is standard but is limited 
by operator dependence, image 
artifacts

METHODOLOGY

Table 1. Binary Classification of CHD

Table 2. Multiclass classification with an increasing number of defects

• Adopting TPA for a new task and an external dataset improves results when using only temporal extractors, and not just foundation models.
• CVAESM improves model reliability by reducing overconfidence and lowering calibration error while maintaining accuracy.

Fig 3. Calibration before and after applying CVAESM

Fig 2. TPA with Conditional Variational Autoencoder Style Modulation

Fig 1. Fetal 4CH ultrasound showing 
Speckle Noise (left) and Motion (right)

Fig 4. t-SNE visualizations of video embeddings

• We propose the first Conditional Variational Autoencoder with Style 
Modulation for video classification, operating on temporal video 
embeddings to enable reliable video-level uncertainty estimation.
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