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Abstract

Diffusion models have demonstrated impressive capabilities in modeling complex
data distributions and are increasingly applied in various generative tasks. In this work,
we propose Pose Analysis by Diffusion Synthesis (PADS), a unified generative modeling
framework for 3D human pose analysis. PADS first learns a task-agnostic 3D pose prior
via unconditional diffusion synthesis and then performs training-free adaptation to a wide
range of pose analysis tasks, including 3D pose estimation, denoising, completion, etc.,
through a posterior sampling scheme. By formulating each task as an inverse problem
with a known forward operator, PADS injects task-specific constraints during inference
while keeping the pose prior fixed. This plug-and-play framework removes the need for
task-specific supervision or retraining, offering flexibility and scalability across diverse
conditions. Extensive experiments on different benchmarks showcase the superior per-
formance against both learning-based and optimization-based baselines, demonstrating
the effectiveness and generalization capability of our method.

1 Introduction

3D human pose analysis (3D HPA) include a variety of tasks that aim to infer or reconstruct
the 3D pose configuration of the human body under different conditions, such as estimating
3D poses from 2D observations, recovering missing joints, removing noise, or generating
plausible samples. These tasks play an essential role in applications such as human-computer
interaction, motion capture, healthcare, and virtual reality [15, 36, 41].

Most existing approaches focus on individual tasks and require task-specific architec-
tures trained with paired supervision, such as 2D-3D pose correspondences. While effective,
such methods suffer from two notable drawbacks: (1) limited generalization across task
boundaries and require retraining or fine-tuning whenever task definitions or input modal-
ities change; (2) method performance depends heavily on access to substantial volume of
paired data.

To overcome these limitations, in this paper, we introduce Pose Analysis by Diffusion
Synthesis (PADS), a general-purpose framework for 3D pose analysis that leverages the
generative capabilities of diffusion models. The core idea of PADS consists of two aspects:
(1) during training, it learns a task-agnostic 3D pose prior via unconditional diffusion syn-
thesis, which captures the underlying kinematic constraints of human skeletons; and (2) at
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Figure 1: PADS utilize extensive human pose data to obtain an expressive and robust pose
prior, which can be applied as a regularization term within posterior sampling scheme to
discriminate infeasible solutions and address noise sensitivity. Its applications span across
pose analysis tasks such as 3D pose estimation, denoising, completion.

inference time, it addresses different downstream tasks by formulating them as inverse prob-
lems, where the learned prior is combined with a task-specific forward operator to guide the
generation process through diffusion posterior sampling. This formulation enables a plug-
and-play inference paradigm capable of handling diverse conditions such as noisy, partial,
or 2D-observed poses, without the need of retraining or architectural modification. Figure 1
illustrates the versatility of PADS across multiple use cases.

To summarize, our contributions are as follows:

* We propose PADS, a unified generative framework that formulates diverse 3D human
pose analysis tasks as inverse problems and solves them using pose prior and posterior
sampling scheme.

* We demonstrate how PADS learns task-agnostic pose prior through diffusion synthe-
sis, and how it enables training-free adaptation by injecting task-specific constraints at
inference time via diffusion posterior sampling.

¢ We conduct extensive experiments on multiple benchmarks, showing competitive per-
formance against both learning-based and optimization-based baselines.

2 Related Work
2.1 3D Human Pose Analysis

3D human pose analysis aims at reconstructing complete 3D human poses under different
task conditions such as observed 2D pose, occluded 3D pose, pure noise, etc. Learning-
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based methods involve direct condition-to-pose learning through distinctive network designs.
[24, 27] proposes a simple yet effective MLP-based neural network trained on 2D-3D poses
pair. [20, 45] utilize Transformer architecture to address sequential 3D pose analysis chal-
lenges. Other line of approaches take advantage of task-agnostic 3D pose priors such as
parametric models[21], Gaussian mixtures[2], neural distance fields[11, 38], etc, and inte-
grate them with task-specific constraints during the optimization process when applying to
downstream tasks. Recently, diffusion models have been extensively applied in this research
domain. Notable works include [14, 16], which concentrate on solving pose estimation by
leveraging manual designed loss to guide reverse diffusion process. [9] jointly learns the
task-independent and task-aware pose priors in a supervised manner via hierarchical condi-
tion masking strategy. [22] employ an optimization-based pipeline and use the learned prior
as a regularization component to optimize for target poses.

In this paper, PADS leverages the power of diffusion generative modeling while also en-
hancing the efficiency in inference stage by formulating downstream tasks as general inverse
problems. Compared with similar frameworks [9, 16, 22], we use skeleton instead of SMPL
parameters as human pose representation, which offer more flexibility when modeling pose
prior. In addition, our approach tackles different tasks in plug-and-play manner, enables easy
adaptation to new scenarios without retraining.

2.2 Diffusion Generative Modeling

Diffusion models are a class of generative methods that model the underlying distribution
over training samples. Their versatility in modeling complex data distributions has led to
remarkable achievements across various research domains, including visual content gener-
ation [29], detection and segmentation [4]. Recent applications have also expanded to 3D
vision tasks, such as 3D reconstruction [28, 31] and motion generation [37, 43].

Recently, diffusion models have been extensively applied to inverse problems, partic-
ularly under the plug-and-play inference paradigm. In this context, inverse problems are
formulated as sampling from conditional data distributions, with conditioning introduced
via Bayes’ theorem. A variety of techniques [6, 7, 17, 33] have been developed to incor-
porate observations into the sampling process, enabling the generation of samples from the
target conditional distribution. However, the majority of existing work has focused on image
processing tasks, such as inpainting, super-resolution, and deblurring, thereby limiting the
generalization of these approaches to broader problem domains. In this work, we extend
this framework to the domain of 3D human pose analysis, aiming to bridge this gap and
demonstrate the broader applicability of diffusion-based inverse problem solvers.

3 Method

3.1 Problem Formulation

Various downstream tasks in 3D human pose analysis can be formulated as modeling condi-
tional data distributions p(xjc) where x 2 R? 3 represents 3D human pose with J skeleton
joints, and ¢ are different task conditions. In pose estimation, ¢ 2 R’ 2 corresponds to 2D
poses, either from a single frame or a sequence, with the goal of reconstructing the 3D pose.
In pose denoising and pose completion, ¢ 2 R’ 3 consists of noisy or partially occluded 3D
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Figure 2: Overview of the PADS framework. During training, we train a noise prediction
network for unconditional 3D human pose synthesis and model the underlying kinematic
constraints. In the inference stage, we utilize the learned prior along with diffusion posterior
sampling scheme to inject likelihood guidance into the sampling process.

poses, representing corrupted or incomplete skeletons. For pose generation, ¢ 2 ( as the task
involves unconstrained synthesis without external input.

3.2 Pose Analysis as Inverse Problems

At the core of PADS is the formulation of 3D pose analysis tasks as non-linear inverse
problems, solved within a unified generative framework by sampling from target conditional
distributions. A general inverse problem can be described as:

y=f(x)+n, x2R" y;n2R™ (1)

where x and y are the original signal and its corresponding measurement. f():R" ¥ R™
is the forward operator and n denotes measurement noise. In the context of 3D pose analy-
sis, X denotes the underlying 3D skeleton, y represents the task-specific condition, which is
equivalent to ¢ defined in Section 3.1, and f varies by task: for pose estimation, f : R3 ¥ R?
represents perspective projection; for denoising, f : R® ¥ R applies noise perturbation; and
for completion, f : R? ¥ R3 denotes a joint-wise masking operation.

3.3 General Framework

Preliminaries for diffusion-based generative modeling are introduced in Appendix A for ref-
erence. In the diffusion framework, sampling from a target distribution reduces to solving a
reverse-time stochastic differential equation (SDE) using a learned score function. To enable
conditional sampling, the original reverse SDE in Equation (11) can be modified as follows:

b(t . P—
ax=1 “Vx b logptxinidt+ bOdw @
The posterior scores can be further decomposed via Bayes’ theorem

x 10g Pr(xtjy) = x logpe(xt) + x log pe(yjxt): 3
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where the rstterm corresponds to the prior score, estimated through unconditional diffus
modeling, and the second term re ects likelihood guidance to enforce data delity throu
the forward operator. Based on this decomposition, PADS adopts a two-stage pipeline:
during training, an unconditional diffusion model is learned to approximate the prior scc
function; and (2) during inference, this prior is combined with a task-speci c inverse proble
solver to incorporate likelihood guidance, ensuring consistency with observed conditic
Figure 2 illustrates a general framework that follows the strategy introduced above, and
following sections will dive into each component in more detail.

3.4 Diffusion Pose Prior

The rst step in our framework is to learn a robust, task-agnostic 3D human pose pr
by training a diffusion-based synthesis network. To focus on plausible skeletal structu
and eliminate spurious correlations with global orientation, we consider pelvis joint as r
and synthesize the relative-to-pelvis 3D poses. By reconstructing input poses in a denoi
autoencoding manner, we compel the diffusion model to learn effective kinematic constra
from genuine 3D poses.

To this end, we employ the denoising diffusion probabilistic model (DDPM) [12] fo
unconditional pose synthesis. Speci cally, the forward process progressively corrupts
ground truth 3D poseg by adding Gaussian noig, producing a sequenocg;Xy;::: Xt
that forms a Markov chain governed by the transition keqggljx; 1). Conversely, the
reverse process then learns to denoise this sequence using a parameterized Gaussian
Pq (Xt 1j%t).

Following [12], we train a neural networdg (x;;t) to predict the noise added at each
timestep. The architecture is implemented using a Transformer encoder to capture I
range dependencies between joints, regardless of spatial structure. To align the learne
verse process with the true time reversal, we minimize the KL divergence bepy@enajx;)
andq(x; 1jX;) at every timestamp, yielding the nal loss function as:

L = Etxge [Dre(aXe 1j%e)ii Pg(Xe 1jXt))]

4
= Et;xo;a[kq eq(xt;t)kg]: @

Note that [35] has demonstrated that DDPM can also be interpreted as a discretized !
governed by a learned score function. This uni es denoising and score-matching train
paradigm, with the score function approximated as:

1
Nylogpx) = po—e(eiti &= O by (5)
i=1

3.5 Diffusion Posterior Sampling

Following the decomposition in Equation (3), we incorporate likelihood guidance into tl
sampling process for conditional generation based on diffusion priors. To achieve this,
adopt the Diffusion Posterior Sampling (DPS) [7] solver and generalize its formulation
3D pose analysis.

Speci cally, DPS introduces an approximation quanti ed with the Jensen gap:

Ny logp(yjxt) " Ny logp(yj%o) = ?NXI ky f(Ro)ks; (6)
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Algorithm 1 PADS for 3D Human Pose Estimation

Require:
2D pose measuremeRiy; Camera intrinsid<; Pelvis root trajectory;
Pose priokg (x¢;t); Number of diffusion samplmg iteration;
Guidance scalértgtN 1; Noise variancé sig\. ; ;

1: Rt Hkaz . Pose initialization
[
2: Pnit ﬁnlt P,ﬁﬁws
3 XN Pnit,Y P
4: fort Ntoldo . lterative reverse sampling
5 Ko pl?t(xt 1 aregy(xt))
6: z N(O )
Paa & 7&3
8 x 1 X, riNgky prOj(Xo)k2
9: end for

10: returnxo

Xo = E[Xojx;] denotes the closed-form posterior meanis the variance of measurement
noise, andf( ) is the corresponding forward operator. Combining this with the learned pose
prior from Section 3.4 yields,

~ . 1 < o
N logpaiy) ' p=gealit) rRky f(Ro)k;; (7)

wherer serves as a hyperparameter controlling the scale of the likelihood guidance.

In the inference stage, PADS applies the DPS method to 3D pose analysis, resulting
a training-free, plug-and-play paradigm capable of handling various downstream tasks witl
out additional retraining. Algorithm 1 illustrates a pipeline for 3D human pose estimation
task, and analogous pipelines for other tasks can be implemented by merely altering the me
surement operator. Notably, pose estimation is inherently nonlinear due to the perspecti
projection. To align with the learned pose prior, we represent 3D poses relative to the pelvi
while the global trajectory of the root joint is provided separately. Inspired by [47], we pro-
pose a deterministic initialization strategy that replaces Gaussian noise with a camera-bas
inverse projection. Speci cally, given the camera intringics2D pose measuremerfigy,
and the global root trajectofly, we construct an initial 3D skeleton by back-projecting each
2D joint ray and scaling it to match the root's global displacement. This initialization pro-
duces a plausible 3D pose whose scale and coordinate frame are already consistent with
scene geometry.
K 1Py

. |
m KT k2, Phit = ﬁnlt p,ﬁﬁ VIS- (8)

Bnit =

Here, Ryt corresponds to the back-projected and scaled 3D pose, ®hileenters this
pose at the pelvis to match the learned prior. By seeding diffusion with this geometry
aware initialization, the subsequent iterations focus on re ning limb lengths and resolving
projection nonlinearities, rather than discovering the global pose from scratch. As a resul
sampling converges faster and with higher accuracy.
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GT DT
Mode  Method MPJPE# PA-MPJPE# MPJPE# PA-MPJPEH
Yu et al. [42] 85.3 42.0 92.4 54.3
L. PAUL[40] 88.3 ] 1325
* MHR-Net [44] 72.6 . ;
ElePose [39] 64.0 36.7
SMPL [2] 82.3 - - -
Songet al. [34] - 56.4 - -
Opt.  ZeDO [16](H = 1) ; - 65.7 49.0
ZeDO [16](H = 10) ; ; 57.1 45.1
PADS 415 Sl 54.8 44.9

Table 1: Quantitative 3D HPE results on Human3.6M dataset. All results are reportec
millimeters (mm). Lrn. stands for learning-based methods &yt. means optimization-
based methodsGT andDT respectively denote results using ground truth 2D inputs an
detected 2D pose by off-the-shelf 2D detectéiis the number of hypotheses. The best anc
second-best results are highlighted in bold and underline formats.

4 Experiments

This section presents the evaluation results of our proposed framework. We begin with
overview of experimental settings, including datasets and evaluation metrics. Subseque
we showcase the quantitative and qualitative results for different pose analysis tasks, inc
ing estimation, generation, completion, and denoising. Due to page limits, we only ref
main results. Implementation details and ablation studies that investigate the impact of \
ous design components.are reported in Appendix B and Appendix C for reference.

4.1 Experiments Setup

Human3.6M [13] is the most widely used indoor benchmark for 3D human pose analys
It captures a range of everyday activities from multiple camera views and provides hi
precision 3D annotations via motion capture. Following common practice, we use subje
S1, S5, S6, S7, and S8 for training, and evaluate on subjects S9 and S11.

MPI-INF-3DHP [25] is a more diverse dataset featuring more challenging scenes. It cc
tains recordings of eight subjects performing various activities from 14 viewpoints. V
evaluate on the valid frames speci ed by the of cial release.

AMASS [23]. AMASS is a large dataset that provides detailed 3D body motion data, inclu
ing SMPL [21] parameters, joint rotations, and body shapes. Following prior works [22,
38], we adopt the same train-test split and uniformly sample one-tenth of the original d
for ef cient training, yielding approximately two million pose samples.

Evaluation metrics. For pose estimation and reconstruction, we report the Mean Per Jo
Position Error (MPJPE) and Procrustes-aligned MPJPE (PA-MPJPE) in millimeters, m
suring the Euclidean distance between predicted and ground-truth joint positions. For M
INF-3DHP, we additionally report the Percentage of Correct Keypoints (PCK) at a 150n
threshold and the Area Under the Curve (AUC). To assess generation diversity, we re
the Average Pairwise Distance (APD) [1], de ned as the mean distance between all pair
generated poses.
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Method PA-MPJPEf PCK" AUC"
Chenet al. [3] - 717 36.3
Yu et al. [42] - 86.2 51.7
ElePose [39] 54.0 86.0 50.1
ZeDO [16] 86.5 82.6 53.8
PADS 63.7 86.6 57.6

Table 2: Quantitative 3D HPE results on 3DHP dataset. Ground truth 2D inputs are used

Method GT-MPJPEf DT-MPJPE#
DiffPose (CVPR2023) [10] 31.6 49.7
DiffPose (IROS2023) [5] 37.3 49.4
D3DP [31] 34.24 443
DiffHPE [30] - 51.2
PoseFormerV2 [46] 37.3 475
MotionBERT [48] 375 -
SPIN [18] 41.1 -
HybrlK-X [19] 47.0 -
PADS 41.5 54.8

Table 3: Quantitative 3D HPE results on Human3.6M dataset with supervised methods. A
methods employ single frame and single hypothesis setup.

4.2 Pose Estimation

We rst evaluate PADS on 3D human pose estimation (3D HPE), the core task in human pos
analysis. PADS has three notable properties: (i) it requires no 2D-3D paired supervision di
ing training; (ii) it enforces the learned pose prior as a constraint while iteratively optimizing
the 3D pose; and (iii) it operates in a single-hypothesis setting, producing one 3D estima
per run. For fair comparison, results in Table 1 are benchmarked against methods with sir
ilar assumptions. PADS achieves 41.5 mm MPJPE and 33.1 mm PA-MPJPE, surpassing
state-of-the-art (SOTA) methods in this category by a clear margin. It also generalizes we
under challenging conditions, maintaining robustness with both ground-truth and noisy 2l
keypoints. On the 3DHP dataset, PADS attains 63.7 mm PA-MPJPE, 86.6 PCK, and 57
AUC (Table 2). While its PA-MPJPE lags behind the SOTA, PADS remains competitive in
overall metrics against both learning- and optimization-based approaches, highlighting i
effectiveness.

To provide a broader perspective, we also compare PADS with fully supervised methoc
in Table 3, including feedforward and diffusion-based baselines. Although PADS does nc
exceed these task-speci ¢ models, the performance gap is modest—despite requiring
paired supervision. This further underscores the ef ciency of our framework. Qualitative
results in Figure 3 con rm the accuracy and coherence of the reconstructed 3D skeletons.

4.3 Pose Generation

For generation task, we train PADS on the AMASS dataset for unconditional human pos
synthesis. We compare against representative baselines, including VPoser [26], Pose-NDF
and DPoser [22], with quantitative and qualitative results summarized in Table 4 and Fig
ure 3. Following prior work, we randomly sample 500 poses and evaluate diversity usin






