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Abstract

Emergent capabilities of image generators have led to many impactful zero- or few-
shot applications. Inspired by this success, we investigate whether video generators
similarly exhibit 3D-awareness. Using structure-from-motion as a 3D-aware task, We
test if intermediate features of a video generator — OpenSora in our case — can support
camera pose estimation. Surprisingly, at first, we only find a weak correlation between
the two tasks. Deeper investigation reveals that although the video generator produces
plausible video frames, the frames themselves are not truly 3D-consistent. Instead, we
propose to jointly train for the two tasks, using photometric generation and 3D aware
errors. Specifically, we find that SOTA video generation and camera pose estimation
(i.e., DUSt3R [72]) networks share common structures, and propose an architecture that
unifies the two. The proposed unified model, named JOG3R, produces camera pose es-
timates with competitive quality while producing 3D-consistent videos. Project page:

https://paulchhuang.github.io/jog3rwebsite/

1 Introduction

Following the success of foundational image generators [57], video generators have quickly
become a reality. After the initial demonstration by Sora, many similar models have rapidly
emerged, both in commercial and open-source domains [7, 9, 21, 46, 88]. Trained on large-
scale datasets (e.g., WebVid-10M [4], Panda-70M [14]), these models produce impressive
diversity with both compelling image quality and temporal consistency. Given the emerging
behaviors observed in the case of image generators [31] leading to several successful zero-
or few-shot approaches (e.g., feature detection[17, 64], segmentation [48], generative edit-
ing [52]), we investigate if video generators can be similarly repurposed for 3D-aware tasks

(e.g., structure from motion, camera pose, correspondence tracking).
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Figure 1: We present JOG3R, a unified framework that fine-tunes a video generation model
Jjointly with a 3D point map estimation task. JOG3R improves the 3D-consistency of the
generated videos compared to the pre-trained video diffusion transformer (DiT) as shown by
the warped feature maps (left) and scores (right) using MEt3R [2], lower scores indicating
higher 3D-consistency across frames.

As a 3D-aware task, we pick the classical structure-from-motion (SfM) problem as it
requires reasoning about both scene geometry and the relative viewpoint changes across
frames. We expect this 3D task to be compatible with video generation as both tasks need
to arrive at feature representations that capture the physical world [30]. We further observe
that the ViT backbone of the DUSt3R architecture [72], which is the leading feedforward
backbone for establishing correspondence between video frames, actually shares many ar-
chitectural designs with the Diffusion Transformers (DiT) in state-of-the-art video genera-
tors. This allows us to stitch the OpenSora backbone with a DUSt3R-like point map — and
hence camera pose — estimation head into a unified architecture.

We train the 3D point map reconstruction head using a frozen video generator Open-
Sora [88]. Somewhat surprisingly, we find although the chosen tasks are seemingly com-
patible, the estimated 3D point maps and relative camera poses were, at best, mediocre (see
Section 4). On deeper investigation, we found that although the (pre-trained) video gen-
erators produced visually compelling and temporally-smooth frames (as indicated by FVD
scores), they were not 3D-consistent. This is also exposed in Figure 1 by computing warped
feature scores using MEt3R [2], suggesting that taking existing internal video generator fea-
tures leaves a gap between the tasks of video generation and 3D estimation.

The above insight helps us design a video generator that is both visually compelling (i.e.,
good FVD score) and 3D-consistent (i.e., good MEt3R score). In particular, we fine-tune the
video generator using the proposed unified architecture supervised by both video generation
and 3D geometric (correspondence) losses. Such a formulation makes the two tasks more
‘equivalent’, and hence improves both. Thus, the secondary task of 3D reconstruction helps
improve the 3D coherence of the video generator (see Figure 1).

To summarize, we present a novel architecture unifying video generation with 3D point
map estimation, which we refer to as JOint Generation and 3D Reconstruction, in short
JOG3R. Being a unified model, JOG3R generates videos (T2V), estimates 3D point maps,
hence camera poses, given a video (V2C), or do both in one go (T2V+C). In particular,
we test whether with fine-tuning one can produce video generator features that can also be
reused for improved 3D reconstruction. Finally, we analyze the effect of such fine-tuning
on generation quality. Our experiments show that while video generation features exhibit
some 3D awareness natively (i.e., obtained from pre-trained generator directly), adapting
them with additional supervision on the 3D reconstruction task boosts their 3D-consistency.
As a side benefit, the additional supervision produces competitive camera pose estimations
compared to state-of-the-art solutions, and unifies the video generation and camera pose
estimation tasks.
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