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Category Level Text to Image Retrieval

Overall Pipeline

Code, and data: https://github.com/faixan-khan/cletir

Training data:
o Query classes: from OpenImages after removing test set classes
o Database: images from multiple text2image generators using 

query classes as prompts
- Aggregator and λ trained using a contrastive loss with hard negative 

mining
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Training Pipeline

Contribution:
- Bridging the modality gap by mapping text queries to visual space.
- Fusing queries from two modalities.
- Consistent improvements over the text-only baseline across 15 benchmarks.
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