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Abstract

We observe that zero-shot appearance transfer with large-scale image generation
models faces a significant challenge: Attention Leakage. This challenge arises when
the semantic mapping between two images is captured by the Query-Key alignment. To
tackle this issue, we introduce Q-Align, utilizing Query-Query alignment to mitigate at-
tention leakage and improve the semantic alignment in zero-shot appearance transfer. Q-
Align incorporates three core contributions: (1) Query-Query alignment, facilitating the
sophisticated spatial semantic mapping between two images; (2) Key-Value rearrange-
ment, enhancing feature correspondence through realignment; and (3) Attention refine-
ment using rearranged keys and values to maintain semantic consistency. We validate the
effectiveness of Q-Align through extensive experiments and analysis, and Q-Align out-
performs state-of-the-art methods in appearance fidelity while maintaining competitive
structure preservation.
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Figure 1: Attention leakage in Cross-Image [1]. The green-outlined images show the atten-
tion map corresponding to the bird’s body (a green square in Appearance image).
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1 Introduction

Appearance transfer is an image generation process where the structure image establishes the
framework of semantic regions, and the appearance image provides the texture and identity
details to fill those regions. As illustrated in Figure 1, for example, the wings in the appear-
ance image are transferred to the wing regions of the structure image, branches to branches,
and background to background. To achieve this, the primary challenge is achieving precise
semantic alignment between the features of the two images.

Early methods relied on rule-based techniques [2, 23] for semantic correspondence,
but were limited in their adaptability to diverse and complex datasets. With advances in
deep learning, data-driven approaches [5, 19, 31, 32] were introduced to improve align-
ment accuracy. Although these methods demonstrated promising performance, they depend
on ground-truth correspondence and require extensive labeled training datasets. Pre-trained
vision transformer features [4, 11] have gained attention as a solution to overcome these lim-
itations by enabling the extraction of correspondence maps without labeled datasets [12, 33].

More recently, large-scale image generation models [10, 27, 28] have introduced power-
ful generative capabilities that can be leveraged to discover semantic maps [13, 24, 30, 38] in
a zero-shot manner. These models are utilized in various ways, such as using the generative
model as an encoder to extract semantically aligned features [24, 30, 38] or through attention
control [3, 14, 26, 34] to manipulate specific regions. Further research has analyzed the role
of attention [21] and optimized its mechanisms [36] for improved performance.

The prominent method in zero-shot appearance transfer, Cross-Image [1], effectively
performs appearance transfer without training by leveraging large-scale image generation
models and employing attention control, based on MasaCtrl [3]. Despite its effectiveness,
Cross-Image exhibits a significant challenge: attention leakage. We define the attention leak-
age as instances where the object(or background) is mapped to the background(or object), or
the semantic mapping within the object itself is incorrect. As shown in Figure 1, attention to
the bird’s body spills over to random background regions rather than remaining focused on
the bird itself.

This paper proposes Q-Align, a novel approach for zero-shot appearance transfer that
mitigates attention leakage without requiring any optimization process or additional data.
We provide an in-depth analysis of attention leakage in Cross-Image and introduce a novel
approach based on query-query alignment, as follows:

¢ We highlight our key observation that naive mixing of query, key, and value can cause
misalignment between features, leading to attention leakage (Section 3).

* We demonstrate that query-query alignment offers more sophisticated spatial semantic
mapping, and propose a key-value rearrangement technique to improve query-key-
value correspondence in the conventional Cross-Image attention approach (Section 4).

* We validate the effectiveness of the proposed method through a novel evaluation pro-
tocol leveraging GPT-40 series, and provide a detailed analysis of each component

(Section 5).

The official implementation of Q-Align is publicly available'.

'https://github.com/SEED-TO-TREE/Q-Align-BMVC2025
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2 Preliminary

Problem Formulation. Given a pair of images, I,p, and Iy, the appearance transfer task
aims to generate Iy by transferring the appearance of Ipp onto Iy, mapping semantically
corresponding regions and ensuring coherence between objects and backgrounds. In Fig-
ure 1, features such as wings, beak, and branches in I, should be aligned with semantically
corresponding regions in Iy,. Additionally, the background of I, needs to be smoothly
integrated into that of Iy, creating a cohesive and visually seamless result.

Cross-Image Attention. The cross-image attention mechanism [1] is built upon the mutual
attention of MasaCtrl [3], which demonstrates how the appearance of input image can be
semantically mapped to the structure of the output image. Since self-attention layers allow
the model to capture feature correspondences within an image, the queries, keys, and values
of these layers can also be leveraged to infer corresponding regions between different images.
Let (Qapp; Kapp; Vapp) and (Qout; Kout; Vour) denote the queries, keys, and values corresponding
to Lpp and Loy, respectively, within a specific self-attention layer. The cross-image attention
is defined by replacing Kout; Vour With Kypp; Vapp as follows:
1

QOutK;)p .
softmax 4p7 Vapp: (D

Qou determines the spatial semantics and is initialized as Qg at the first diffusion step. Kapp
offers appearance context for each query. By doing so, Cross-Image enables the model to
implicitly transfer the visual appearance between semantically similar objects in the different
images.

3 Motivation

Attention Leakage. Figure | shows attention leakage in Cross-Image during the appearance
transfer from I,pp, to I, causing unreliable generation in Icyogs-Image- T0 analyze the artifact in
the upper left of Icross-1mage, W€ €xamine the attention map for the bird’s body (green square)
in Ipp. The attention erroneously shifts to a background region instead of focusing on the
bird (i.e., it leaks into irrelevant areas). This misaligns the background and draws attention
to unrelated features (e.g., a mint-colored bird). In our experiment, attention leakage occurs
in 94 of 180 pairs (52.2%), and Q-Align improves 65 of these (69.1%).

Query-Key Misalignment. Cross-Image relies solely on QoutK;,p to infer semantically cor-
responding regions between Iy and Iypp, and faces the attention leakage. This issue arises
when the attention mechanism fails to accurately attend to the corresponding regions, shift-
ing instead to incorrect locations and generating erroneous images. We will discuss further

on Query-Key misalignment with Figure 3 in the following section.

Naive Approaches. Cross-Image introduces an attention contrasting hyperparameter to pro-
mote relevant alignment and suppress noise. One might expect tuning it could fix leakage,
but as shown in Figure 2, the issue persists without proper Query-Key alignment. Another
strategy is to apply an object mask [25], yet leakage can still occur within the masked area.
Even with accurate masks, the model often overfits local style rather than ensuring semantic
alignment, resulting in unnatural images. We revisit this in the experiments (Figure 6).
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