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Abstract

The semantic reconstruction of a scene relies in part on the curvilinear structure inher-
ent in images. The recovery of curvilinear structure is not only key to the representation
of objects via ridges and other object curves but is also critical to the reconstruction from
texture-poor images which lack a sufficient number of features. Prior methods advocate
for the recovery of edges from multiple images which have shown very redundant in the
3D edge representation. This paper proposes 3D Curvix, a paradigm that consolidate
redundant edges arising from hypotheses edge formation and multiview reconstruction.
3D Curvix organizes 3D edges by a weighted neighborhood graph which transforms
parallel groups of redundant 3D edges into a one-dimensional manifold, followed by a
connectivity graph construction which links 3D edges to form 3D curve segments. The
result is a collection of clean, accurate 3D curves representing a sequence of dense 3D
edges. Comprehensive experiments demonstrated that the proposed 3D Curvix provides
remarkable 3D curve segments that can be used for a variety of real-world applications.
Code is publicly available in https://github.com/C-H-Chien/3D_Curvix.

1 Introduction
Reconstructing a 3D scene from multiple images of the same environment is a fundamental
task in many real-world applications. Traditionally, this process relies on detecting corre-
sponding point features across different views and reconstructing their 3D positions through
multiview triangulation, ultimately yielding an unstructured point cloud [21]. This approach
has demonstrated strong performance across various scenarios [7, 26, 28, 29]. However,
it encounters significant challenges when surfaces contain few discernible features. Even
when a dense 3D points can be recovered, complications such as repetitive patterns or a
high proportion of outliers—particularly in wide-baseline configurations—can undermine
the reliability of feature-based reconstruction. Moreover, the resulting point cloud may lack
the density or regularity needed to generate a high-quality mesh. And even in cases where a

© 2025. The copyright of this document resides with its authors.
It may be distributed unchanged freely in print or electronic forms.

Citation
Citation
{Lindenberger, Sarlin, Larsson, and Pollefeys} 2021

Citation
Citation
{Frahm, Fite-Georgel, Gallup, Johnson, Raguram, Wu, Jen, Dunn, Clipp, Lazebnik, et~al.} 2010

Citation
Citation
{Schonberger and Frahm} 2016

Citation
Citation
{Snavely, Seitz, and Szeliski} 2006

Citation
Citation
{Snavely, Seitz, and Szeliski} 2008

https://github.com/C-H-Chien/3D_Curvix


2 ZHANG, CHIEN, FABBRI, KIMIA: 3D CURVIX

(a) (b) (c) (d) (e)
Figure 1: An example of a (a) simple CAD model object whose surfaces are homogeneous
comes with (b) ground-truth curve points from the ABC-NEF dataset [16, 34]. The object is
captured by 50 images from different perspectives. Its curvilinear structure is reconstructed
by (c) 3D curve sketch [6] and (d) 3D edge sketch [36]. (e) The 3D edge sketch is a union
of 3D edges reconstructed from multiple pairs of views. Each pair is presented by a color.

(a) (b)
Figure 2: The alignment of parallel tracks of edges (a) into a one-dimensional manifold (b).

mesh can be constructed, it encodes geometry without semantic understanding. For example,
the mesh representation of a chair does not inherently distinguish between its seat, backrest,
and legs. A more concrete illustration is the case of a textured cube observed from multiple
viewpoints. Despite having rich texture, the reconstructed output is often a dense surface,
lacking explicit delineation of its six planar faces, twelve edges, and eight vertices. These
key structural need to be explicitly recovered from the mesh, which is a challenging task.

As an alternative, a curve-based reconstruction can effectively address many of the limi-
tations of point-based methods and serve as a complementary approach: (i) in regions where
point features are sparse or unreliable, curve segments are often still abundant; (ii) curves
tend to be more stable under changes in illumination and viewpoint; and (iii) a curve-based
representation naturally captures surface ridges, providing a structural scaffold that can guide
surface reconstruction and facilitate the organization of geometry into semantically meaning-
ful surface patches, e.g., as in the chair or cube examples discussed earlier.

The advantage of a curve-based representation are numerous: 3D edges represent geo-
metric and structural discontinuities in 3D space, e.g., surface boundaries, ridges, etc. 3D
curves further organize 3D edges, representing 3D shapes that complements and at times sur-
passes point clouds in many tasks. They serve as critical mid-level features that bridge raw
data, e.g., depth maps or images, with high-level understanding, e.g., scene interpretation.

Fabbri et al.[6] pioneered multiview curve-based reconstruction frameworks in the form
of a 3D curve sketch. It begins with detecting and grouping 2D edges in each image using
third-order edge detection [15], which provides accurate subpixel edge locations and orien-
tations. These edges are then assembled into small segments known as curvels, which are
merged into longer curve fragments [9]. Each 2D curve fragment is matched with candidate
fragments from other views based on epipolar geometry, generating hypotheses for 3D curve
fragments. All hypotheses are evaluated based on their consistency with edge data in all
views. This “group first and reconstruct later” relies on accurately grouping 2D edges into
curves in each image, from which a 3D curve sketch is constructed. However, this 2D group-
ing step is prone to grouping errors, leading to both false positives and false negatives, in the
form of missing curve segments and spurious curve structures, Figure 1(c). Identifying and
filtering out such erroneous 3D curves remains a non-trivial challenge.
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This raises a critical question of whether a “reconstruct first and group later” is feasible,
i.e., is it possible to generate 3D curve hypotheses directly from 3D edges reconstructed from
2D edges? Zheng et al. [36] explored the formation of 3D edge hypotheses directly by pair-
ing individual 2D edge elements across image pairs, and then verifying them by projecting
onto additional views. They faced several challenges: (i) the number of edge pairs that need
to be considered is significantly higher than curve pairs, and (ii) there are significantly more
outliers, since the spurious/clutter edges that were previously filtered out in the edge group-
ing process are now present. Their approach successfully reconstructs a set of unorganized
3D edges, referred to as the 3D edge sketch and is summarized in Section 3. Specifically,
the 3D edge sketch is constructed from hypotheses originating from multiple views. As a
result, the 3D edge sketch is rich in its description of linear structure. However, each linear
structure is often reconstructed multiple times from multiple pairs of views, with a slight
descrepency in locations and orientations. The 3D edge sketch is therefore typically a thick
band of edges with similar locations and orientations, Figure 2(a). The first contribution of
this paper is to transform this parallel group of edges into a one-dimensional manifold via a
transformation of a weighted neighborhood graph.

The second contribution of this paper is to extract 3D curve segments from converged
neighborhood graph. Specifically, each edge finds a backward and forward neighbor, leading
to a far sparse graph called the connectivity graph. 3D curve segments are then obtained
from tracking backward and forward from any arbitrary edge. The resulting curve segments
which exceed a minimum length give an unorganized set of 3D curve segments, which we
call it as 3D Curvix. The results of the 3D Curvix is experimentally evaluated using the
synthetic ABC-NEF dataset [16, 34] both by comparing the constructed edges as well as by
evaluating the 3D curve segments, demonstrating remarkable representation of 3D curves.
The 3D Curvix performances are also qualitatively evaluated on real-world datasets, showing
its scalability and robustness across simple and complex scenarios.

2 Related Works
The problem of reconstructing wire frames, hairs, thin structures of buildings, etc. have mo-
tivated the research community to propose methods to reconstruct edges, lines, or curves [4,
12, 13, 17, 19, 22, 24, 31]. Most of the methods adopt a two-step approaches: first con-
structing a cloud of 3D points from a typical structure from motion pipeline, and then ex-
tracting 3D edges from the point cloud using geometric features, e.g., normals and curva-
tures [10, 14, 20, 33, 35], or by learning approaches, e.g., NerVE [37] which learns 3D
edges from a point cloud by representing edges as grids of volumetric cubes converted to
piece-wise linear curves. The 3D edges can be used to form parametric curves [5, 22, 32].
One interesting work uses multivew stereo for 3D edge reconstruction [2]. It triangulates
2D edge correspondences to 3D edges from a set of unordered images. The 2D edge corre-
spondences are hypothesized and verified through spatial consistency with 3D point cloud
and epipolar-geometric supports. It has shown promising qualitative results against Open-
MVG [23] when constructing meshes. These methods are however very sensitive to noise
and non-uniform density of a point cloud arising from noisy observations on images.

Rather than working on a cloud of 3D points, reconstructing 3D edges from 2D edges
detected from the images avoids the reliance on a perfect point cloud. Recent works have
shown promising results using deep learning approaches. Neural Edge Field (NEF) [34]
creates 3D parametric edges from multiple 2D edges, but are limited to simple objects, e.g.,
cubes or chunks [16], often require scene specific training and careful preparation of the
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(a) (b) (c)

(d) (e)
Figure 3: (a) An edgeen1

i1
in one image can only correspond to edges falling in an epipolar

wedge of another image corresponding toen1
i1

. A realistic example is given in (b). (c) A
projected 3D edge hypothesis (green) seeks support from validation edges (cyan) lying in the
intersection of the two epipolar wedges corresponding topen1

i1
;en2

i2
q. The epipolar wedge sizes

are exaggerated for illustration purposes. (d) The reconstruction process iterates over all
hypothesis edge pairspen1

i1
;en2

i2
qwhere the veridical ones are veri�ed by a suf�cient number

of validation views showing support edges consistent with the projection of the 3D edges on
that view. (e) Edges from multiple pairs of views are reconstructed and their union generates
a collection of 3D edges, referred to [36] as the 3D Edge Sketch (3DES).

dataset is necessary for training, the network. EMAP [18] shows signi�cant improvement
over NEF for synthetic and real-world scenes. Nevertheless, it also requires scene-speci�c
training, i.e., its model trained on one scene can not be generalized to another scene. More
recently, EdgeGaussians [3] uses Gaussian Splatting to represent 3D edges, an ef�cient ap-
proach that gives a more complete 3D edges over EMAP. However, 3D edges close to the
junctions are likely to be �ltered out, leaving a lot of gaps in its 3D edge reconstruction.

3 Preliminary: 3D Edge Sketch
Zhenget al.[36] presented the3D Edge Sketch, a general approach for �nding corresponding
2D edges in multiple views and reconstructing a cloud of 3D edges from them. It uses the
epipolar constraint to form 3D edge hypotheses by pairing edges: pair theith1 edgeen1

i1
�

pgn1
i1

;qn1
i1

qin thenth
1 view (hypothesis view 1,H1) with potentially corresponding edgesen2

i2
�

pgn2
i2

;qn2
i2

qin thenth
2 view (hypothesis view 2,H2). In these notations, an edgee� p g;qqhas a

locationg in the 3D image and an orientation� p
2 ¤ q ¤ p

2 . The epipolar constraint reduces
the set of potentially corresponding edges to those lying on the epipolar line of theen1

i1
on the

second view. Since an edge can only be localized up to some accuracy,Dg � 0:3 pixels [15],
perturbations must be allowed for bothen1

i1
and en2

i2
. This constraints the location of the

second edge to an epipolar wedge, Figure 3(a). While this signi�cantly restricts the edges an
edge can be paired with, it still leads to numerous edge pair hypotheses, Figure 3(b).

Observe that each edge pair hypothesis is in effect hypothesizing a 3D edge. Thus, a
hypothesis can be veri�ed if its projection to the remaining views, thevalidation views,
enjoys edge support. The localization accuracy of edges also imply that any supporting edge
must fall in the epipolar wedges corresponding to both edges, thus fall in their intersection,
Figure 3(c). In addition, the orientation of the projected 3D edge must be similar to that of the
2D edge, providing evidence, say with an orientation threshold ofDqp � 15� . The presence
of a single validation edge is suf�cient to count that view as a supporting view. Generally, a
minimum number of supporting views, sayM � 4, suf�ce to validate a 3D hypothesis edge.
Figure 3(d) summarizes the process of validating an edge pairpen1

i1
;en2

i2
q.
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Once all 3D edge hypotheses are considered from one pair of views, a second pair of
hypothesis views is selected among all the remaining views. This is done by seeking views
whose 2D edges have not yet been used in the edge hypothesis formation or validation pro-
cesses. Two views with the most unused 2D edges and with overlapping views are selected
and the 3D edges are reconstructed. The process of adding additional views continues until
at leastP � 90% of the 2D edges in each of the views support 3D edge hypotheses. The
union of all the 3D edge sketch arising from pairwise views is the overall 3D edge sketch.

4 Consolidating Redundancy in Hypotheses Formation
A signi�cant problem with the 3D edge sketch of [36] is the high degree of redundancy in
3D edges that presumably represent the same 3D structure. Observe that while the 3D edge
sketch comprehensively represents linear structures, it does so with multiple redundant 3D
edges, Figure 4. One main reason underlying this redundancy is that each 2D edge inH1
is grouped with multiple edges inH2, all falling in the epipolar wedge required for location
accuracy and all satisfying orientation similarity. These multiple hypotheses arise because a
curve is sampled densely and thus all hypotheses essentially represent the same curve.

These multiple hypotheses can be consolidated by creating an equivalent class of hy-
potheses by taking into account the ambiguity generated by sampling along a curve. Locally,
a curve can be approximated by a line. Thus, each edge inH2 can be considered equivalent
to that edge shifted along its tangent direction, without altering the underlying hypothesis.
In fact, all edges can be shifted along their tangents to the epipolar line that are supposed to
lie on, within a certain spatial limitt t � 3 pixels, Figure 5(b). Of course, this only corrects
the ambiguity along the curve, but not inaccuracies transversal to the curve remain. These
can be corrected by averaging the locations of all the edges along the epipolar line that fall
in the same equivalent class. This requires a grouping of edges into independent clusters.

Agglomerative clustering is a suitable procedure for grouping edges since the groups
are fairly distinct and the edges within each cluster are fairly close. Initially, each edge is
considered a cluster. The distance between two clusters is de�ned as the distance between the
average edges in each cluster. A second distance measures orientation difference between
their average edges. The clustering is iterative: the spatially closest pairs of clusters are
merged and the procedure repeats itself until either the spatial distance or the orientation
difference between two spatially clusters exceeds a thresholdt c and t q degrees; we use
t c � 1 pixels andt q � 20°. The group of edges within each cluster is then represented by a
single edge whose location is the cluster centroid while the orientation is Gaussian weighted
averaged by all edge orientations in a group, Figure 5(c).

The amount an edge can be shifted along its orientation is limited tot t=3 pixels. If this
degree of shift does not intersect the epipolar line, the orientation accuracyDq � 10° is used

Figure 4: Linear structure in 3D is represented by multiple and redundant 3D edges. At
times, it is not clear whether the 3D edges need to be consolidated into one curve or whether
they represent parallel curves.
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(a) (b) (c)
Figure 5: Hypotheses formation is redundant as one edge inH1 pairs with (a) many edges
in H2. (b) These edges can however be shifted to the epipolar line to identify the edges that
represent the same hypothesis. (c) Locally nearby edges are grouped into a cluster, and their
averaged location and orientation forms a “virtual edge” (green) representing the cluster.

to rotate the edge in the direction of intersection with the epipolar line. There is a degenerate
condition that needs special care, namely, when the edge is oriented similarly to the epipolar
line. In this case, an unreasonably large shift is required for an intersection with the epipolar
line. If however the edge is within the edge location accuracyDg � 0:3 pixels, it is shifted
along the normal of the epipolar line. Otherwise, it is discarded from the pairing process.

5 Consolidating Multiview Redundancy
In addition to the inherent redundancy in generating a hypothesis, there is a second source
of redundancy that arises from hypotheses from distinct pairs of views generating the same
3D edges. Multiple pairs of views are needed because each pair of views may be the only
one that generates a certain portion of the 3D curvilinear structure. As a result, there is
a signi�cant overlap among multiple representations of a 3D edge that are localized and
oriented slightly differently in each pair of views. These redundant hypotheses must be
consolidated, not only allow to disambiguate the grouping and inference of 3D edges into
curves, but also to improve location and orientation estimates.

One approach is to adopt multiview triangulation of a feature observed by many views
which results in an optimal 3D feature localization [8, 11]: each 2D feature is perturbed the
least amount possible so that all agree with their 3D feature projections. Observe that it is
critical that typically there is a factorization of the optimization process into disjoint sets.
The 2D edges, in contrast, contribute to multiple 3D hypotheses, and each 3D edge in turn
relies on multiple 2D edges. Thismany-to-many relationshipsprevents the factorization of
the optimization into disjoint multiview triangulation of a set of 3D edges into a 3D edge.

Alternatively, the set of 3D edges can be perturbed to be consistent with each other. This
immediately raises the question of which 3D edges must be consistent with other edges.
There are two types of relationships:(i) two 3D edges may be lateral perturbations of a true
3D edge,i.e., perturbations normal to the 3D edge orientation;(ii) two 3D edges may be
tangential perturbations of each other. In the �rst case, we posit that 3D edges must share a
common 3D edges either in the hypothesis formation or hypothesis veri�cation stages. This
relationship between 3D edges can be captured by forming a graph whose links are created
by links between 2D edges and 3D edges. Thus, in the processes of hypothesis formation
and veri�cation, a link is made between a 2D edge and a 3D edge. The links among 3D
edges are formed by iterating over all 2D edges and linking those 3D edges supported by a
common 2D edge. If the link already exists because of some other 2D edges, then its weight
is increased by one.

The enforcement of consistency among 3D edges requires that all outliers are removed.
Thus, a coarse-to-�ne approach is adopted. Speci�cally, in the coarse level, for links having
weight of one, the distance between 3D edges must be small and their orientation must
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(a) (b) (c) (d) (e)
Figure 6: (a) 3D edges (blue) are connected by links (green) in the neighborhod graph if they
share common 2D edges that participate in forming or validating the 3D edge hypotheses.
A lot of non-veridical connections can be �ltered out by (b) normal distances, (c) tangential
distances, and (d) orientation differences between connected edges. (e) The �nal neighbor-
hood graph after thresholding edge connections by the distance of their projections.

be similar. Since distance between edges varies depending on the size of the scene, the
mean distancemand standard deviations is used to prune single weight links with distance
exceedingm� ls . As a 3D edge is free to move along its tangent, two types of distances:
the normal and tangential distances,dn and dt , to its neighbor edges are considered and
each is thresholded separately, requiringdt ¤ mt � l ts t anddn ¤ mn � l nsn. The orientation
is also thresholdedDq ¤ mq � l qsq . The �ne level removes irrelevant 3D edge links by
examining the distance between all their projections which must not exceedt g � 6 pixels.
Figure 6(a)-(e) shows the 3D links before and after each of these steps.

The second type of connection is tangential continuity which relies on the tangential link
between the 2D edges they are related to. The process of the third-order edge detection
in [15] establishes a left and right neighbor to each 2D edges. This relationship can be lifted
up as a relationship between the 3D edges they support. The two types of links give rise to a
full graph among 3D edges, resulting in aweighted neighborhood graphof 3D edges.

Consolidating multiple and redundant 3D edges by neighborhood graph:The linked 3D
edges in the weighted neighborhood graph implies that the connected 3D edges are likely
the identical sampled edges on one underlying curves. One approach to group them together
is to treat the neighborhood graph as a deformable system that collapses the scattered but
connected 3D edges into a smooth and continuous edges that line up as a curve. Speci�cally,
each edge exerts two types of powers on its connected edges:(i) the positional force along the
normal direction of the line that passes through its linked edges,i.e., a vector force that makes
an edge collinear with its neighbor, and(ii) rotational torques that an edge requires to align its
orientation to that of its linked edges. To give more prominence to the closer neighbor edges,
the force and torque applied to the edge are scaled inversely by its Euclidean distance to the
corresponding neighbor edge. Forces and torques applied to an edge from all its neighbors
are averaged and scaled by a small step size so that updating the location and orientation of
an edge can be achieved iteratively to ensure convergence. As a result, groups of parallel
tracks of edges are progressively aligned into a one-dimensional manifold. Figure 7 shows
the incremental process of aligning the 3D edges at different iterations.

(a) (b) (c) (d) (e)
Figure 7: The alignment of 3D edges (a) by deforming the neighborhood graph at iterations
(b) 10, (c) 100, (d) 500, and (e) 1000, where the object ridge that originally has multiple
parallel lines are converged and collapsed into a single line or curve.
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6 Grouping 3D Edges into 3D Curve Segments
Consolidating and aligning 3D edges into a one-dimensional manifold enables each edge
identi�es its forward and backward neighbors easily. Speci�cally, for each edge, its neigh-
bor edges are projected onto the line that the edge lies on, and are rank-ordered by their
proximity to the edge. This helps the edge recognize its immediate neighbors in the forward
and the backward directions, forming aconnectivity graph. A special care is needed when
the orientations are inconsistent between edges. In this case, neighbor edges with oppo-
site orientations are �ipped permanently to maintain orientation consistency for the entire
sequence of 3D edges.

Once the connectivity graph has been constructed, complete 3D curve segments can
be obtained by traversing sequences of connected edges. In particular, a forward traversal
proceeds by sequentially following an edge to its forward neighbor in the connectivity graph,
continuing until no further forward neighbor exists. The traversal then switches direction
and proceeds backward in the same manner. When both forward and backward traversals
have been exhausted, a curve segment is de�ned. This procedure is repeated until all edges
have been assigned to segments, yielding a complete set of disjoint 3D curve segments that
collectively capture the underlying edge structure.

7 Experimental Results
Dataset: A synthetic dataset ABC-NEF [16, 34] is used for evaluations. Speci�cally, the
ABC-NEF dataset provides 115 textureless synthetic CAD models, each imaged from 50
cameras with wide pairwise baselines, together with absolute camera poses and parametric
ground-truth curves. Note that we do not omit objects that exhibit occluding contours as
what EMAP [18] and EdgeGaussians [3] did in their experiments. In addition, we found that
the absolute camera poses are inaccurate: the projection of 3D ground-truth curves do not
align well with the object edges. We thus re�ne the camera poses through bundle adjustment.

In addition to synthetic dataset, real-world datasets such as the DTU [1] and the Mid-
dlebury “dino-ring” dataset [27] are adopted to evaluate the 3D Curvix performances in
scenarios with complex textures and realistic noises. Scenes in the DTU and the Middelbury
“dino-ring” datasets are captured by 49-68 cameras with wide-baselines and 49 cameras with
short-baselines, respectively.
Baseline Approaches:The proposed 3D Curvix is compared against contemporary 3D edge
and curve reconstruction methods, namely, 3D Curve Sketch [6], NEF [34], EMAP [18], 3D
Edge Sketch [36], and EdgeGaussians [3]. Throughout the comparisons, we train the mod-
els of NEF, EMAP, and EdgeGaussians from scratch, and pick the most favorable settings
for these approaches. Speci�cally, for 2D edges, PiDiNet [30] is used for NEF, while Dex-
iNet [25] is used for EMAP and EdgeGaussians. Since both PiDiNet and DexiNet do not
provide edge orientations, third-order edge detection [15] is used for the rest of the methods.
Evaluation Metrics: Quantitative evaluations can be made comprehensively using the ABC-
NEF dataset. Speci�cally, evaluating 3D edges relies on the metrics including Accuracy
(Acc), Completeness (Comp) in millimeters, Precision (Pt ), Recall (Rt ), and F-score (Ft )
in percentage with a thresholdt millimeters. In addition, we adopt Intersection over Union
(IoUt ) in percentage to evaluate the reconstructed 3D curves. We pickt P t5;10;20u.
Qualitative Results: Figure 8 provides qualitative results on the selected objects of the
ABC-NEF dataset, with their zoom-in views to show details of the reconstructed edges.
Methods that reconstruct 3D orientations such as 3D Edge Sketch and 3D Curvix have edge
locations associated with a direction vector. Observe that NEF and 3D Curve Sketch creates
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CAD & GT NEF EMAP EG 3D CS 3D ES 3D Curvix

Figure 8: Qualitative comparisons between NEF [34], EMAP [18], EdgeGaussians (EG) [3],
3D Curve Sketch (3D CS) [6], 3D Edge Sketch (3D ES) [36], and the proposed 3D Curvix
on the selected objects of the ABC-NEF dataset [16]. 3D Curvix provides a clean, complete,
dense, and natural reconstruction compared to other existing methods. Zoom in to see the
sparse 3D edge points of methods other than 3D ES and 3D Curvix.

some artifacts in the �nal reconstruction, while EMAP fails to reconstruct a complete curvy
structure which leaves a lot of small gaps. On the other hand, both EdgeGaussians and
3D Edge Sketch produce comparably complete 3D edge reconstruction. However, from the
zoom-in views, it is evident that the 3D edges from EdgeGaussians are fragmented with tiny
gaps between the adjacent edges. They are also not aligned very well, making an oscillatory
ridge for the object that is supposed to be a straight line. This is not seen in the 3D Edge
Sketch, but the redundancy from multiple linear structures prevents it from generating clean
and crisp 3D edges. In contrast, 3D Curvix gives a dense, compact, and clean edges where
edge orientations are all tangent to the underlying curves.
Quantitative Results: Table 1 summarizes the evaluation of 3D edges reconstructed by the
baseline approaches and the proposed 3D Curvix. It shows that our method is the state-of-
the-art as it generally performs the best. Note that the reconstructed edges from the 3D Edge
Sketch that were inferior to EdgeGaussians in terms of accuracy and recall rate att � 5 mil-
limeters now change the role to be the best since the 3D edges are grouped and formed into
curves in 3D Curvix, demonstrating that consolidating 3D edges not only removes redun-
dancy and ambiguity, but also improves accuracy. Table 2 presents the evaluation on curves,
showing that the curve formation from 3D edges in 3D Curvix gives remarkable represen-

Methods Acc(Ó) Comp(Ó) P5pÒq P10pÒq P20pÒq R5pÒq R10pÒq R20pÒq F5pÒq F10pÒq F20pÒq
NEF 14.2 15.3 7.2 52.3 87.2 16.0 66.6 94.1 9.7 57.7 89.6

EMAP 9.4 9.3 43.1 82.7 93.4 47.2 79.4 91.3 51.785.9 91.9
EG 10.1 9.3 39.3 83.2 94.1 48.6 81.9 93.7 51.7 85.9 91.9

3D CS 19.9 17.5 45.7 84.9 94.0 9.7 33.3 69.4 15.8 49.2 78.9
3D ES 11.4 4.8 57.6 90.3 95.8 42.9 82.3 94.4 49.2 88.0 93.6

3D Curvix 5.5 4.1 60.9 91.3 98.8 54.8 82.9 97.7 69.8 90.5 96.8
Table 1: Quantitative comparisons on 3D edges between NEF [34], EMAP [18], EdgeGaus-
sians (EG) [3] 3D Curve Sketch (3D CS) [6], 3D Edge Sketch (3D ES) [36], and the proposed
3D Curvix on the ABC-NEF dataset [16].Boldfaced: Best. Underlined: Second best.




