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Abstract

Visual coverage path planning with unmanned aerial vehicles (UAVs) requires agents
to strategically coordinate UAV motion and camera control to maximize coverage, min-
imize redundancy, and maintain battery efficiency. Traditional reinforcement learning
(RL) methods rely on environment-specific reward formulations that lack semantic adapt-
ability. This study proposes Prompt-Informed Reinforcement Learning (PIRL), a novel
approach that integrates the zero-shot reasoning ability and in-context learning capability
of large language models with curiosity-driven RL. PIRL leverages semantic feedback
from an LLM, GPT-3.5, to dynamically shape the reward function of the Proximal Policy
Optimization (PPO) RL policy guiding the agent in position and camera adjustments for
optimal visual coverage. The PIRL agent is trained using OpenAlI Gym and evaluated in
various environments. Furthermore, the sim-to-real-like ability and zero-shot generaliza-
tion of the agent are tested by operating the agent in Webots simulator which introduces
realistic physical dynamics. Results show that PIRL outperforms multiple learning-based
baselines such as PPO with static rewards, PPO with exploratory weight initialization,
imitation learning, and an LLM-only controller. Across different environments, PIRL
outperforms the best-performing baseline by achieving up to 14% higher visual coverage
in OpenAl Gym and 27% higher in Webots, up to 25% higher battery efficiency, and up
to 18% lower redundancy, depending on the environment. The results highlight the effec-
tiveness of LLM-guided reward shaping in complex spatial exploration tasks and suggest
a promising direction for integrating natural language priors into RL for robotics.

1 Introduction

In recent times, large language models (LLMs) have advanced significantly in their ability
to comprehend and generate human-like text. Notable models such as Generative Pretrained
Transformer (GPT) [14], Bidirectional Encoder Representations from Transformers (BERT)
[8], and Text-to-Text Transfer Transformers (TS5) [19] have exhibited remarkable capabili-
ties in tasks ranging from natural language understanding to sophisticated decision-making
process. LLMs are widely adopted in different domains including code generation [27],
customer chatbots [23], and reinforcement learning (RL) [11, 28] systems for their context-
aware decision-making ability. Simultaneously, unmanned aerial vehicles (UAVs) have been
widely adopted across different sectors such as agriculture [26], delivery services [2], and
military [10]. UAVs are immensely useful for visual coverage path planning (VCPP) tasks
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where the goal is to cover large swathes of land for tasks such as field surveying, terrain
mapping, and crop monitoring. These applications require sophisticated decision-making
algorithms to optimize navigation and minimize energy consumption while ensuring com-
prehensive visual coverage.

The use of RL to train autonomous agents enables them to navigate complex environ-
ments by making data-driven decisions based on real-time environmental feedback. How-
ever, RL paradigms rely heavily on the reward function, whose curation is often non-trivial as
it involves balancing competing objectives such as motion, energy usage, and task relevance.
Suboptimal reward design can lead to reward hacking [18], where agents exploit spurious
strategies that maximize rewards without accomplishing intended goals such as favoring
rapid movement over comprehensive environmental exploration in VCPP tasks. Among RL
approaches, Proximal Policy Optimization (PPO) [22] is prevalent due to its training stabil-
ity and sample efficiency. However, PPO optimizes against an environment-driven reward
formulation which encodes task objectives implicitly but lacks semantic adaptability, poten-
tially limiting the policy’s ability to generalize across tasks or environments. Hence, the
design of a reward function that accounts for dynamic task constraints remains a bottleneck.

LLMs such as OpenAl GPT-3.5 possess zero-shot reasoning [15] and in-context learning
abilities [9], generating task-relevant responses from structured prompts without requiring
finetuning. While LLMs can produce semantically aligned actions, they lack environmen-
tal grounding leading to suboptimal performance. This work proposes Prompt-Informed
Reinforcement Learning (PIRL), a hybrid framework that uses LLMs not as policy genera-
tors but as reward shapers to dynamically guide RL agents. PIRL combines the adaptabil-
ity and generalization of LLMs with the optimization strength of RL, enabling agents to
learn flexible behaviors aligned with high-level semantic intent. Unlike PPO, PIRL yields
task-aware generalization through adaptive reward shaping, and unlike LLM-based planners,
PIRL learns from feedback grounded in real-time environmental interaction. By shaping the
reward rather than prescribing actions, PIRL enables better alignment with task goals while
preserving policy flexibility and improvement without requiring explicit finetuning.

This research contributes to the growing body of work in the field of embodied vision us-
ing simulated active agents. By adjusting position and camera parameters, the agent (UAV)
trained using PIRL performs VCPP by focusing on maximizing visual coverage while mini-
mizing battery usage and redundant scanning. The key contributions of the work are:

1. The use of an LLM, OpenAI GPT-3.5, coupled with PPO RL technique to train a UAV
for VCPP in 3D virtual environments using OpenAl Gym and Webots.

2. Introduction of PIRL, a novel reward shaping paradigm in which context-aware LLMs
dynamically guide the reward function using structured zero-shot prompting, mitigat-
ing risks such as reward hacking.

3. Leveraging the zero-shot reasoning ability of LLMs to provide high-level guidance
for RL without expert demonstrations enabling scalable policy learning with minimal
supervision.

2 Related Work

RL for Visual Coverage Path Planning: Recent advancements in RL have significantly
enhanced frameworks for VCPP by integrating camera aware and curiosity driven strategies.
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Multiple studies [21, 29, 32] have integrated vision sensors for agricultural coverage path
planning use cases such as fruit picking and terrain mapping. Another study [5] introduced a
unified framework leveraging value-based RL techniques for zero-shot coverage path plan-
ning, emphasizing adaptability across varying map sizes and configurations. In the realm of
curiosity driven approaches, [7, 30] integrated a curiosity mechanism to enhance the per-
formance of PPO method in a realistic 3D virtual environment. Furthermore, [20] proposed
a convergence-based approach and a guidance-based approach using a domain network to
explore unexplored areas in a 3D environment while minimizing redundancy. The afore-
mentioned research studies serve as the motivation behind the use of the curiosity driven
PPO approach with structured zero-shot prompting to train the UAV for VCPP in 3D envi-
ronments.

Using Language for Reward Shaping: The use of LLMs to map natural language instruc-
tions to rewards has been explored by prior research [12, 16, 24, 31]. [13] used LLMs for
grounding high-level tasks expressed in natural language to a chosen set of actionable steps,
demonstrating the idea of decomposing high-level tasks to mid-level plans. [16] integrated
GPT-3 to train objective-aligned RL agents using few-shot prompting for the Ultimatum
game and zero-shot prompting for Matrix games. The work by [31] demonstrated how
LLMs can be used to interpret natural language instructions and generate corresponding re-
ward functions using a reward translator. Furthermore, the rewards were converted to code
to control robots. This study draws inspiration from the reward translator [31] in its imple-
mentation of Prompt-Adaptive Reward Engine (PARE), described in section 3.

Imitation Learning: Imitation learning helps RL agents learn from expert demonstrations
of the task in a supervised learning setting. This technique relies on the availability of large
labeled datasets that demonstrate the multitude of scenarios associated with learning a task.
Imitation learning has been widely explored in related domains such as autonomous driving
[4, 25], and path planning [6, 17]. This study uses imitation learning as one of the baseline
approaches to compare the proposed PIRL approach.

3 Methodology

The VCPP task is modeled as a Markov Decision Process (MDP) given by the tuple M =
(S,A,P,R,Yy), where:

« SCZ>x0®x Rjo,1) is the hybrid state space, where each state s; € S includes the
UAV’s 3D position p; = (x;,yr,2:) € Z°, camera configuration 8, = (¢, ¥, ;) € ©
encoding tilt, pan, and zoom respectively, where ® := {(¢, ¥, {) €ZXxZxQ|0< ¢ <
90, $ =0 (mod 5); —90 <y <90,y =0 (mod 15),0.5<§<2.0,§{ =0.1k, k€ Z},
and (normalized) battery level b, € Rjg;), where Rjg ;) :={b € R |0 <b < 1}. The
rationale for the design choice is provided in section A.1 of the Appendix.

* Amove = (xT,x7,y",y7,z",27) and Acam = (tilt",tilt”, pan™, pan~, zoom™, zoom™)
denote the ordered unit movement and camera control (fixed step sizes of 5°(tilt),
15°(pan), and 0.1(zoom)) actions, respectively. The discrete action space is defined as
the ordered tuple A = Amove || Acam, Where || denotes tuple concatenation.

e P:SXxAxS —[0,1] models the probability P(s;+1 | s;,a;) of transitioning to s+
after executing a; in s;, accounting for deterministic actions and stochastic pertur-
bations like winds.
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* R:SxA — R is the reward function composed of multiple components designed to
encourage exploratory and efficient behavior. The total reward received at time ¢ + 1,
resulting from taking action a; in state s; at time ¢, is defined as:

41 = 2'c -ACG + 2'r 'J’Iéredundam(swl) + )*b . fbattery(bt+l) + )vcam . fcam(9t+1) + )vcur :
feuriosity (81+1) + Acoltision *Wecoltision (87-+1) + Aidie - Widte (St41) +ALLm - fLLm(sr41) where

— AG;: change in visual coverage between timesteps ¢ and 7 4 1 computed on the
ground plane z = 0 to prioritize surface-level exploration.

— Wredundant (St+1), ¥ coltision (Sr-+1), Widie (S¢+1): binary indicators for redundant views,
collisions, and idle behavior respectively in s, .

— foattery (br41): energy consumption penalty for battery usage observed at 7 + 1.

— feam(0:41): incentive to encourage useful variations to pan, tilt, and zoom cam-
era parameters in s, |.

- Jfeuriosity (87+1): reward for the exploration of under-visited areas in s, 1.

— fim(Se41): auxiliary reward component from PARE that evaluates deviation in
position and camera parameters from LLM-based action recommendation at time
r+1.

— The A coefficients are tunable non-negative scalars (R>¢) to balance multiple
behavioral objectives.

* 7€ 0,1] is the discount factor that indicates how much future rewards are valued.

This work emphasizes visual cell coverage derived from the camera’s configuration un-
like traditional path planning which rewards cell visitation within the environment. At each
step of exploration, the UAV observes a subset of the 3D environment using a forward-
facing view cone defined by the camera’s configuration. At time 7, p; = (x;,ys,z) and
0, = (¢, ¥, &) describe the UAV’s 3D position and camera parameters for (tilt, pan, zoom)

respectively. Let ViewCone : Z> x © — 27" be the function that maps a given UAV position
and camera configuration to a set of observed cells in the 3D environment. At time ¢, the
set of observed cells is defined as V; = {(i, j,k) € Z*| (i, j,k) € ViewCone(p;, 6;) }. These

observations are used to update the visual coverage map Cl.(_t]?‘ . €{0,1} at time 7 41 as:

Lik ! otherwise

o) _ {1 if(i, j,k) € V,
i,j,k

The agent policy 7y (als) is learned using PPO which maximizes the expected discounted

return J(6) = Ep, Z Y'r;| where r; is the reward at time ¢ and y € [0, 1]. PPO ensures that
1=0

the policy updates are stable using the clipped surrogate objective which clips the policy

change at each optimization step. It is given as:

LCLIP(Q) =E, | min (r,(O)A,,Clip(l’;(e), 1—eg,1 +£)At>

)

where r,(0) = Tolarlst) o g A, is the Generalized Advantage Estimation (GAE).
Tgyyq (atlst)

Unlike prior research [31] where LLM generates task-specific reward functions, this work
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proposes prompt-informed reinforcement learning (PIRL), a technique that supplements the
curiosity-driven action-based reward signal of the PPO RL policy with zero-shot reasoning
feedback from an LLM. As illustrated in Figure 1, PIRL dynamically shapes the reward
signal at each step of learning based on an LLM’s semantic guidance, introducing an adaptive
feedback mechanism beyond conventional RL reward formulations.

Agent Action > Language-Informed Reward >
Current UAV Next UAV State {“Action-based |
State PPO Action (Ses1) — — = Reward for
(st) e PPO__
PIRL-based
s I Reward for PPO
tructure
R LLM Recommendation
RCnELitNY for Next UAV State (s1) PARE
State (sy)

Semantic Reasoning Path

Figure 1: Prompt-Informed Reinforcement Learning for Visual Coverage Path Planning

A structured text prompt 7(s;), comprising the concatenation of the following three
components is generated using a deterministic parser: 1) task description T,g, apprising
the LLM of the VCPP task, 2) Environment summary Ty, including the UAV’s 3D posi-
tion, camera parameters, battery state, obstacles, and coverage, 3) Request template ZTyery,
requesting the LLM for recommendations on the UAV’s position and camera parameters.
Therefore, 70(s;) = Mask||Tenv || Tquery Where || denotes string concatenation. Given the struc-
tured text prompt 7(s,) at time ¢, the LLM acts as a mapping function LLM : £ — Z3 x ©
generating the recommendation a-'M = (pttM, 01LM) where pHiM = (xLLM yLEM ALLM) ¢
73, and 01 = (9EM, yHIM (M) € @ encode the recommendations for the UAV’s 3D
position and camera parameters (tilt, pan, zoom) respectively, for time # + 1.

The proposed PARE module integrates LLM recommendations into the RL policy by com-
puting an auxiliary reward that penalizes the deviation in direction, position, and camera
alignment between the agent’s actions and the LLM’s recommendations. The composite
movement alignment reward combines both directional and positional alignment. At time
t+1, let Apr+1 = pr+1 — Pr and Apfﬂ” = p{‘ﬂ’f — p; be the agent and LLM-recommended
movement vectors respectively. The directional alignment, which quantifies the alignment

between the agent’s trajectory and LLM’s recommended direction (independent of distance),

. . T e Ap; 4 1-ApHM

is computed as their cosine similarity defined as: DirAlign(s,;11) = — PPl where
Aprs1 2 llAp;7" 12

|| - |2 denotes Euclidean (L2) norm. The positional alignment is computed using inverse nor-

_LLM
malized Euclidean distance, given as: PosAlign(s;;1) =1 — w, where dpax 1S the
max

maximum possible distance in the environment. The composite movement alignment reward
is given by: fiove(si+1) = a - DirAlign(s;+1) + (1 — o) - PosAlign(s,+1), where o € [0, 1]
balances the two alignment components. Likewise at time 7 4 1, the camera alignment
penalty is computed as the deviation between the agent camera parameters 6, and LLM-
recommended camera parameters O-1M. Tt is defined as: feam(si1) = — |01 — OV |4
where || - ||; is the Taxicab (L1) norm. The overall reward augmentation by PARE is given
as: fLLM(StJrl) = Acam 'fcam(st+l ) + Amove 'fmove(st+1) where Acam; Amove € R>o.

Further rationale for the composite movement alignment reward and treating camera align-
ment as a constraint while rewarding movement alignment for compliance is provided in
section A.2 of the Appendix. This enables the agent to leverage the LLM as a context-aware,
soft-task planner dynamically guiding the reward signal for VCPP.
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4 Experiment

4.1 Research Questions

This study is motivated by the following research questions (RQ):

RQ1: Can a pretrained LLM effectively inform and enhance the reward shaping of a PPO-
based RL policy in 3D visual coverage environments?

RQ2: How does prompt informed reward shaping compare with other learning-based
baselines in terms of exploration efficiency, battery utilization, and redundancy minimiza-
tion?

RQ3: Can language-guided reward signals improve generalization across previously un-
seen 3D environments?

4.2 Agent Training

The VCPP task is simulated in a custom 3D environment of size 15x15x3 built using the
OpenAl Gym framework [3]. The UAV is equipped with a logical pan-tilt-zoom (PTZ) cam-
era whose parameters are trained to maximize visual coverage while minimizing redundant
observations and battery consumption. At the start of each episode, spherical obstacles, be-
tween two and five, are introduced into the environment dynamically to ensure that UAV
learns to avoid obstacles as it explores the environment. Furthermore, at each timestep,
stochastic wind disturbances are applied to the environment along the X and Y axes to sim-
ulate real-world conditions. The agent is trained using the curiosity-driven PPO approach
whose reward function is initialized using exploratory weight random initialization (EWRI).
EWRI encourages early exploration by introducing stochasticity into the reward function
(RF), drawing reward weights (RW) from a distribution at the beginning of each training
episode (shown in Table 1), thereby promoting robustness and generalization. The chosen
ranges ensure that the relative priorities among RF coefficients are preserved and positive
shaping terms such as coverage, curiosity, and camera movement have a significant im-
pact unless strongly offset by violations like collisions or redundancy. The LLM alignment
(ALLm) weight range is deliberately set lower than the upper bound of coverage gain to ensure
that maximizing visual coverage remains the most important goal.
At each timestep of agent

training, the UAV state which Table 1: EWRI Ranges for RF Coefficients

includes 3D UAV position, bat- RW Range Description

tery state, coverage, and cam- Ac U(0.5, 1.5) coverage gain

era parameters, is curated into Ar U(—1.0, —0.2) | redundancy penalty

a structured zero-shot prompt Ap U(-0.5, =0.1) | battery efficiency

and passed as input to Ope- Acam U(0.2, 0.6) PTZ parameter usage

nAI's GPT-3.5 LLM. In return, Acur U(O.Z, 0.5) curiosity incentive

the LLM recommends the fu- Acottision | U(~1.5, ~0.8) ?Olli?ion Pgnalty

ture state values for the UAV po- Aiare U-08, ~03) ldle/ma?UWty penalty
AMLLM U(0.2, 0.6) LLM alignment

sition along the Cartesian axes,
and camera parameters such as
pan, tilt, and zoom. The recommendations made by the LLM are not enforced directly, but
incorporated into the reward function using PARE. The rationale behind choosing OpenAl
GPT-3.5, and curation of the structured zero-shot prompt is provided in sections A.3 and A.4
of the Appendix respectively.
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4.3 Evaluation Metrics

The trained PPO agent is evaluated using the following core metrics which reflect task suc-
cess and operational efficiency:

4.3.1 Visual Coverage Ratio (VCR)

VCR is defined as the fraction of unique ground cells (cells at z = 0) in the 3D environment
that are seen by the UAV’s camera view cone as the camera configuration is altered during

an episode. It is given by VCR = ‘ﬁg’tz%d‘ where Ceovered € Crotals Ceovered and Cora) are the set

of uniquely observed ground cells and total ground cells in the environment respectively, for
a given episode. The higher the VCR, the better the UAV’s coverage of the environment.

4.3.2 Battery Efficiency (BE)

VCR

2_%[, where b;

BE is defined as the VCR per unit battery consumed, and is given by BE =

and b, represent the initial and final battery level for the episode. The higher the BE, the
better the UAV’s battery usage.

4.3.3 Redundant Views per Covered Cell (RVC)

RVC measures spatial redundancy in ground-level observations, and is computed as the av-
erage number of redundant views per uniquely covered ground cell. It is given by RVC =

M, where Credundant 1S the set of ground cells observed more than once during the

‘ Ceovered

episode. The lower the RVC, the better the efficiency in coverage with minimal redundancy.

4.4 Results

The trained PPO agent is inferred in two
different simulation environments, OpenAl
Gym, and Webots. While OpenAl Gym
offers a grid-based, logic-level simulation,
Webots allows for physics-based, sensor- = S
level robotic simulation. Therefore, eval- Figure 2: Environment with Three Obstacles
vating the model in Webots allows for and UAV in Webots
sim-to-real-like evaluation by determining
whether the learned policy can tolerate an imperfect and realistic 3D environment. The agent
is evaluated zero-shot in test environments of varying sizes including 30x30x3, 45x45x3,

and 60x60x3 with the number of steps and battery strength scaled using the scaling factor
_ _Mtest " Vtest * Ztest

. The OpenAI Gym environment is emulated in Webots (Figure 2) by
Xtrain * Ytrain * Ztrain ) ) ] o
creating a logical mirror of the UAV simulation state. The trained agent is simulated on a

DJI Mavic 2 Pro fitted with a controllable gimbal-mounted camera in the Webots simulator.
Although Webots does not interpret image streams natively for RL, it allows position-based
coverage approximation consistent with the OpenAl Gym implementation. Zero-shot infer-
ence is performed in the Webots simulator with the agent not undergoing any training in a
Webots environment. The evaluation metrics described in section 4.3 are logged across 100
independent episodes for each environment wherein obstacles and UAV start position are
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varied for each episode, essentially inferring on 100 varied environments of the same size
to determine the performance of the trained agent. To ensure consistency, the obstacle loca-
tions and start positions in different environments are preserved as the proposed PIRL agent
is compared with baseline agents.

The inference results of the proposed PIRL approach are compared with multiple base-
line approaches. A curiosity-driven PPO baseline with static reward function and no LLM
guidance (PPO-SR), and a PPO policy initialized with EWRI without LLM guidance (PPO-
EWRI), LLM-only without PPO (LLM-only), and imitation learning (IL) using TabNet [1]
are used to compare with the proposed approach. The mean of each of the evaluation metrics
from running inference on 100 episodes in OpenAl Gym and Webots is as shown in Tables
2 and 3, respectively. A graph comparing the results, and further insight into the setup of the
baseline approaches is provided in section A.5 of the Appendix.

Table 2: Mean of Results in OpenAl Gym Table 3: Mean of Results in Webots
Method 30x30x3 45x45x3 60x60x3 Method 30x30x3 45x45x3 60x60x3
VCR BE RVC|VCR BE RVC|[VCR BE RVC VCR BE RVC [ VCR BE RVC | VCR BE RVC
PPO-SR 064 055 022 | 061 056 024 | 063 048 026 PPO-SR 061 047 021 062 052 026 | 065 030 022
PPO-EWRI | 0.61 059 024 | 059 0.62 025 | 062 036 027 PPO-EWRI | 0.63 044 0.19 | 065 057 024 | 060 032 024
LLM-only 056 042 028 | 053 040 031 055 039 027 LLM-only 059 040 026 | 057 043 024 | 058 036 023
IL 048 021 040 | 044 0.15 047 | 041 011 049 1L 036 029 039 | 029 022 041 037 030 044
PIRL 073 074 0.18 | 0.71 058 021 | 0.70 023 0.24 PIRL 070 042 0.4 | 079 0.60 022 | 0.71 035 0.17

4.5 Discussion

RQ1: Can a pretrained LLM effectively inform and enhance the reward shaping of a PPO-
based RL policy in 3D visual coverage environments?

The results from OpenAl Gym and Webots environments demonstrate that the LLM-
guided PIRL significantly enhances the visual coverage capabilities of the PPO agent. In
OpenAl Gym, on the 30x30x3 environment, PIRL achieves a VCR of 0.73 compared to 0.64
(PPO-SR), 0.61 (PPO-EWRI), 0.56 (LLM-only), and 0.48 (IL), exhibiting relative improve-
ments ranging from 14% (over PPO-SR) to 52% (over IL). Similarly, PIRL records VCR
of 0.71 and 0.70 in larger environments of sizes 45x45x3 and 60x60x3 respectively, outper-
forming the best baseline (PPO-SR) by 16% and 11% respectively. Furthermore, a simi-
lar trend is observed in the Webots simulator which introduces realistic physical dynamics
and environmental perturbations such as wind. In the 30x30x3 environment, PIRL scores a
VCR of 0.70 surpassing PPO-EWRI (0.63), PPO-SR (0.61), LLM-only (0.59), and IL (0.36).
It translates to performance gains ranging from 11% (over PPO-EWRI) to 94% (over IL).
Likewise, PIRL achieves a VCR of 0.79 and 0.71 on 45x45x3 and 60x60x3 environments
respectively, maintaining margins of 27% and 9% over the best baselines of PPO-SR and
PPO-EWRI respectively. The results affirm the feasibility of LLM-informed reward shaping
to improve the visual coverage ability of a PPO-based RL policy in 3D environments.

RQ2: How does prompt informed reward shaping compare with other learning-based
baselines in terms of exploration efficiency, battery utilization, and redundancy minimiza-
tion?

The proposed PIRL approach improves the exploration efficiency of the PPO agent by
guiding behavior that minimizes redundancy and promotes diverse viewpoint adjustments.
This is evidenced by the best RVC values achieved by PIRL across both OpenAl Gym and
Webots simulators. In OpenAl Gym, PIRL achieves RVC of 0.18, 0.21, and 0.24 in the
30x30x3, 45x45x3, and 60x60x3 environments respectively. They are lower (better) than
those achieved by the best baseline, PPO-SR, which achieves RVC scores of 0.22, 0.24, and
0.26 on the same environments translating to relative improvements of 18%, 4%, and 8% re-
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spectively in redundancy. Similarly, in Webots, PIRL achieves the best RVC scores of 0.14,
0.22, and 0.17 in the 30x30x3, 45x45x3, and 60x60x3 environments, outperforming all the
baseline approaches.

BE results offer more nuanced trends compared to RVC. In OpenAI Gym, PIRL attains a
BE of 0.74 in the 30x30x3 environment, 25% higher than the nearest baseline (PPO-EWRI -
0.59) but exhibits lower BE in larger environments. Specifically, PIRL’s BE drops to 0.58 in
the 45x45x3 environment (lower than PPO-EWRI’s 0.62) and 0.23 in the 60x60x3 environ-
ment, trailing PPO-SR (0.48), PPO-EWRI (0.36), and LLM-only (0.39). Despite this drop,
PIRL continues to achieve the highest VCR which indicates that PIRL favors maximizing
energy utilization for diverse observations rather than minimizing consumption, a learned
preference shaped by dynamic reward signals. In Webots, PIRL maintains a competitive or
superior BE profile, achieving 0.60 on the 45x45x3 grid, the highest among all approaches.
Though it is slightly outperformed in the 30x30x3 and 60x60x3 environment, PIRL’s su-
perior RVC and VCR values across all grid sizes compensate for the minor BE trade-off.
Therefore, PIRL encourages the PPO agent to explore meaningfully capturing more unique
observations with a reasonable trade-off between coverage and energy expenditure.

RQ3: Can language-guided reward signals improve generalization across previously un-
seen 3D environments?

As part of the experiment, all the agents are initially trained in a 15x15x3 environment
using OpenAl Gym. The agents are inferred in environments of sizes 30x30x3, 45x45x3,
and 60x60x3 in Webots to test the zero-shot ability of the agents in a realistic physics-based
simulator. The robustness of the PIRL agent in Webots, despite being trained exclusively in
OpenAl Gym, demonstrates its strong generalization capacity to zero-shot, sim-to-real-like
environments. PIRL achieves high VCR and low RVC values across all three grid sizes in
Webots without any additional fine-tuning. For instance, PIRL improves VCR over IL by
94% on the 30x30x3 grid, and maintains strong lead margins of 27% and 9% on the 45x45x3
and 60x60x3 grids, respectively, over the best baselines. Furthermore, PIRL achieves the
lowest RVC scores in all Webots settings, and while its BE is not the highest in all envi-
ronments, it reaches a peak of 0.60 BE on the 45x45x3 grid, outperforming all baselines in
that configuration. These results validate that the language-guided feedback used for reward
modulation in PIRL allows the agent to learn generalizable exploration behaviors that remain
effective even in high-fidelity, unstructured environments with physical disturbances.

4.6 Limitations

Although the proposed PIRL approach demonstrates robust performance across diverse en-
vironments, the approach comes with a few limitations. They are:

* PIRL relies on access to a pretrained LLM with zero-shot reasoning and in-context
learning capabilities to generate semantic guidance during training. This dependency
may introduce computational overhead and latency, which could be limiting for resource-
constrained settings or cost-sensitive applications.

e The current formulation models the state space discretely for both position and cam-
era parameters, which simplifies the learning problem but may limit the granularity
of control and realism. Extending PIRL to continuous or hybrid state-action spaces
would enable more precise control and facilitate real-world deployment.

* While sim-to-real-like evaluation using Webots introduces physical realism, real-world
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deployment would require further considerations such as sensor noise, localization er-
ror, and computational constraints onboard the UAV platform.

5 Conclusion and Future Work

This study presents PIRL that leverages LLMs for dynamic reward shaping of a PPO policy
aimed at visual coverage of 3D environments. Through robust experimental setup and ex-
tensive evaluation in OpenAl Gym and Webots, this study demonstrates the superior perfor-
mance of PIRL for VCPP by comparing with multiple learning-based baseline approaches.
While the proposed approach highlights the potential of LLM-guided reward shaping, fu-
ture work will focus on enhancing PIRL by integrating visual signal fusion where real-time
camera streams are semantically interpreted to adaptively influence reward dynamics. Fur-
thermore, incorporating LLM self-evaluation mechanisms such as confidence scores can help
modulate the influence of LLM guidance during training in different environments. These
research directions will be actively pursued to increase the robustness, and real-world appli-
cability of PIRL-based systems.
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