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Figure 1: (a) Visual comparison of zero-shot denoisers. The methods compared include
DIP [21], ZSN2N [17], and N2F [11]. Our CoT-SD achieves the best denoising result. (b)
The cosine similarity between the features extracted from the original and noisy images by
three pre-trained networks: CLIP, ResNet-50, VGG-16.

Abstract

Recent advances in zero-shot image denoising have largely been driven by self-
supervised learning and generative models. However, these methods often struggle to
preserve fine-grained structural details in real-world noisy images. Inspired by the hu-
man ability for slow thinking in problem-solving, which involves breaking down tasks
and addressing them step by step, this paper proposes Chain-of-Thought Semantic De-
noising (CoT-SD), a novel zero-shot denoising framework that leverages multi-step self-
reflective reasoning and CLIP-based semantic alignment to progressively enhance im-
age quality. Unlike conventional single-step denoising approaches, CoT-SD formulates
denoising as an iterative reasoning process in which both the encoder and the decoder
progressively decompose the problem, refine their understanding, and iteratively gener-
ate cleaner images. The CLIP-guided decoder ensures that denoised outputs align with
high-level image semantics, enabling deeper image understanding for reflection, thereby
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improving the quality of the denoised images. Experimental results demonstrate that our
CoT-SD outperforms other state-of-the-art (SOTA) dataset-free denoisers.

1 Introduction

Image denoising seeks to remove noise while preserving structural and textural details to
enhance image quality [12, 16, 33]. Recent progress has shifted the focus from traditional
statistical methods (e.g., Gaussian and Median filtering) to learning-based approaches, which
are typically categorized into supervised [13, 27, 28, 29, 30], self-supervised [7, 9, 10, 18,
23, 24], and zero-shot [11, 17, 19, 20, 21] methods. These CNN-based methods model the
complex distribution of noise to remove it effectively while retaining image integrity.

The implementation of learning-based denoisers resembles human fast thinking [5], which
involves making intuitive decisions based on prior experience, such as directly mapping 1+1
to 2. Supervised denoisers learn from large-scale noisy-clean image pairs to construct di-
rect mappings from noisy inputs to clean outputs. In contrast, self-supervised and zero-shot
methods exploit the statistical properties of noise itself, enabling fast mapping strategies as
exemplified by the Noise2Noise theory (explained in Section 2). These approaches, while
efficient, often suffer from poor generalization when confronted with complex and irregular
real-world noise [4, 15, 22]. Supervised methods are vulnerable to unseen noise distribu-
tions, and although self-supervised and zero-shot methods improve adaptability, they still
struggle to match diverse noise characteristics accurately. To address this, we propose Chain
of Thought Semantic Denoising (CoT-SD), a zero-shot method designed to flexibly handle
unfamiliar and complex noise distributions by extending beyond fast-thinking paradigms.

CoT-SD is inspired by the human problem-solving mechanism rooted in slow thinking.
Following the Chain of Thought paradigm [6, 14, 25], we structure the denoising process
into four reasoning-driven stages: problem observation, task decomposition, step-by-step in-
ference, and reflective refinement. First, a low-resolution smooth image is obtained through
blurring and downsampling preprocessing, which serves as prior knowledge for the initial
observation stage. The process of reconstructing the denoised image gradually generates the
underlying structure and colors through iterative self-attention mechanisms, followed by a
progressive refinement of the details. During this process, the semantic features extracted
by CLIP are multimodally aligned with the image information generated at each step in a
reflection space, forming memory tokens that guide the network in optimizing image re-
construction. Experimental results on several real-world image datasets show that CoT-SD
outperforms other recent dataset-free methods in denoising performance.

Our main contributions are summarized as follows:

* The network adopts a Chain of Thought structure, using a multi-stage self-attention
mechanism to progressively generate and refine the image, from basic structure to
global details. This stepwise generation of the denoised image enhances the hierarchi-
cal quality and stability of the denoising process.

* The semantic features extracted by CLIP are aligned with the features of the generated
image through a multimodal reflection space, guiding image generation and ensuring
visual and semantic consistency in the reconstructed image.

¢ Through the multimodal alignment and stepwise generation mechanism, this method
performs excellently in zero-shot denoising tasks, with the quality of the reconstructed
denoised image outperforming the state-of-the-art dataset-free methods.
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2 Related Work

Supervised methods Supervised denoisers achieve end-to-end mappings from noisy to clean
images using deep networks trained on large-scale noisy-clean image pairs. CNN-based
methods such as FFDNet [30] and DnCNN [29] extract image priors to model noise: FFD-
Net incorporates noise level maps and downsampling for handling multiple noise levels,
while DnCNN adopts residual learning for blind Gaussian denoising. Generative models like
Diff-Retinex [27] employ Transformer-based Retinex decomposition to extract illumination
and reflectance, followed by a diffusion model to reconstruct natural lighting and suppress
noise and color bias. Despite their strong performance in controlled and some real-world
settings, these methods still face challenges such as dependency on data and noise assump-
tions, limited generalization, and high computational demands in complex real-world noise
conditions.

Self-supervised methods Self-supervised denoisers rely solely on noisy images for train-
ing, offering a practical solution when clean data is unavailable. The seminal Noise2Noise
(N2N) [10] trains on multiple independent noisy observations under the assumption of zero-
mean noise, achieving performance comparable to supervised methods without clean targets.
However, collecting multiple noisy instances of the same scene is often impractical. To alle-
viate this, Neighbor2Neighbor (Ne2Ne) [7] generates pseudo-pairs using random neighbor
subsampling under the assumption of independent noisy pixels. Noise2Void (N2V) [9] in-
troduced blind-spot networks (BSNs) that mask the central pixel of each receptive field to
prevent identity mapping. Sampling Difference As Perturbation (SDAP) [18] improves BSN
performance by adding perturbations through Random Sub-samples Generation. Despite
these advances, self-supervised methods still face limitations due to reliance on noise as-
sumptions and challenges in data acquisition.

Zero-shot methods Zero-shot denoisers utilize the statistical properties of noise to restore
images without requiring labeled data. Among them, DIP [21] leverages the low-level sta-
tistical priors of untrained networks to separate noise from signal. ZSN2N [17] and N2F
[11], both rooted in the N2N framework, adopt different strategies. ZSN2N extends the
zero-shot approach by leveraging fixed filters to a noisy image, generating two correspond-
ing downsampled versions to create input-target pairs. N2F applies a checkerboard down-
sampling strategy to generate four sub-images from a single noisy input, exploiting post-
downsampling noise independence and structural invariance for efficient training and de-
noising. However, both methods are limited in handling structured or complex real-world
noise due to their reliance on noise independence.

3 Method

The overall architecture of CoT-SD is illustrated in Figure2. It consists of four key stages: (1)
initial observation, where the model extracts coarse structural priors from the noisy input; (2)
stepwise reconstruction, where the image is gradually restored via iterative attention mech-
anisms; (3) semantic reflection, which refines reconstruction through multimodal alignment
in a reflection space guided by CLIP features and memory tokens; and (4) result inspection,
where a refinement network and loss supervision ensure consistency with the input.
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Figure 2: The overall architecture of CoT-SD.

3.1 Preliminary

Contrastive Language-Image Pretraining (CLIP) is a model trained through contrastive learn-
ing on a large-scale image-text pair dataset, enabling it to simultaneously understand the se-
mantics of both images and text, and map them to a shared semantic space. The objective
of CLIP training is to capture high-level semantic information of images, such as the main
objects, scenes, and context within the image. Therefore, noise, which has a minimal impact
on semantics, has a limited effect on the semantic features extracted by CLIP. To prove it, we
used the pre-trained CLIP, VGG16, and ResNet50 to extract features from the original im-
age and noise-corrupted images with noise levels ¢ € (10, 25, 50), respectively. The cosine
similarity between the features extracted from the original and noisy images by these pre-
trained networks is shown in Figure 1 (right). It is evident that the image semantic features
collected by CLIP are less affected by noise. Therefore, we aim to use the CLIP semantic
features to guide the network in reconstructing the clear image.

3.2 Observation Module

Similar to how humans solve problems, in the chain of thought, the network first needs to
perform a “preliminary observation” of the input noisy image, thereby perceiving the basic
contours and structure of the image. Therefore, at the beginning of the algorithm, we first
apply two preprocessing steps to the given noisy image I,,;. The first preprocessing step
involves applying a Gaussian filter G(r) with a radius of r to the input noisy image, resulting
in a smooth blurred image. Then, a downsampling operation is performed to reduce its size
to one-quarter of the original image, thus obtaining a low-resolution but approximately clean
image representation .,

Lown = Downsample (I * G(r)) M

The second preprocessing step applies the Sobel operator S(-) to extract the first-order
gradient of I,,,;, producing the edge map E. I;,,, and E represent the “clean low-resolution
observation” and “local edge detail observation,” respectively. After downsampling E to
obtain Eg,,,, they are concatenated to form the unified output o:

o = Concat(Ijown, Edown) )

Guessing latent coding z. Humans often generate hypotheses after observing a problem,
in order to validate their understanding of the issue. To enable the network to prelimi-
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narily understand these observations through hypotheses, we introduce a learnable guess-
ing latent coding z, which is continuously updated during the training process to represent
the network’s hypotheses and augmentations of the image content. To enable the network
to preliminarily understand these observations through hypotheses, we introduce a learn-
able guessing latent coding z, which is continuously updated during the training process.
Through this hypothesis and learning, the network’s initial perception of the overall texture
and lines of the image is reinforced. After passing through a “prelearn network™ constructed
by convolutional layers, the observations o and z are concatenated and fed into the multi-
step CoTEncoder. z provides additional degrees of freedom, and after optimization, z learns
how to complement the downsampled features of the image, thereby improving the model’s
performance.

3.3 Stepwise CoTEncoder and CoTDecoder

The denoising task involves large-scale color smoothing and fine texture restoration. Solving
both simultaneously makes it difficult to balance the image’s color and details. CoTEncoder
and CoTDecoder decompose the denoising image reconstruction task into two sub-tasks:
coarse color rendering of the image Stage,,;,- and fine detail filling Stage;;,.. For each of
these stages, Block.,,r and Block;;,, are established, respectively. During Stage oior, oOnly
Blocke,r 1s activated. When transitioning to Stage;ine, Blockcojor 18 frozen and Block;iy, 18
activated. In Block,;,, and Block;;y., the network performs steps.,, and stepsj;p, iterations,
respectively, to gradually complete the two stages. This division is different from traditional
single-step denoising methods and allows for stepwise generation within the same training
loop, where color foundation is established first, and detail lines are filled in afterward.

However, dividing the task into two stages and performing stepwise iterations presents
two challenges. First, when the network transitions from Stage ;- t0 Stagejie, it is likely
to lose its initial understanding of the image structure, leading to a disruption in the overall
learning process. Second, it cannot be ensured that the network focuses on the underlying
color reconstruction during Stage,;,- and on the reconstruction of the line texture during
Stagejin.. Therefore, we introduce the ‘memory Token’ as a cross-stage memory bridge
between the two stages and apply attention supervision.

The Tokennemory does not represent the specific pixel information of the image. Tokenemory
stores the ‘previous stage’ understanding of the image through learnable parameters and
the self-attention mechanism, such as global color estimation and local structure determina-
tion. After each step iteration, the Tokenuemory Will refresh with the updated image features
and be aligned cross-modally with the CLIP semantic features in the ‘reflection space’ (Sec
3.6). For example, when the network completes the Color reconstruction at the #;, step,
the Tokenemory Will retain aggregated information such as the “current color mapping” and
“brightness distribution,” and perform information correction in the CLIP cross-modal se-
mantic space. In the (¢ + 1), step, the network will concatenate the New Tokenemory With
the Patch features and integrate them using new self-attention, fully utilizing the previously
stored information for subsequent refinement or supplementation. The Token,,emory 1s passed
back into the input sequence at each iteration step and is not cleared or reset during the stage
transitions. Therefore, when stage transitions from Stage.;,r to Stage;in., the large-scale
color and luminance information accumulated in the Tokenemory is retained and can be
fused with the features of Stage;;e.

Attention supervision. When the network is in Stagecoiors X = Xcotor = Inoi * G(r) is sent to
the reflection space, where the cross-attention mechanism aligns the NEWToken,nepory With
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Figure 3: Visual quality comparison on (a) McMaster18 (b) Kodak24 (¢) RENOIR, (d)
SIDD Medium and (e) Fluorescence Microscopy Denoising datasets. Best viewed in color.

the low-frequency color features of the image. Similarly, when the network is in Stagej;p.,
X = Xjine = S(Inoi) is sent into the reflection space, where the cross-attention mechanism
aligns the NEWToken;nemory With the high-frequency texture features of the image.

3.4 Reflection Space

Multi-modal alignment. Although the CLIP model can provide semantic information, this
information cannot be directly used for Tokenemory. This is because the image features
in the network and the semantic features provided by CLIP originate from two different
modalities, meaning that the network cannot directly interpret the semantic information from
CLIP. To address this, we introduce several MLP models to map both the CLIP-provided
semantic features and the image features from the Tokenemory into a shared dimensional
“reflection space.” After fusion in this space, another MLP model is used to map the fused
information back into a new Tokennemory-

MLPs Training. To training the alignment MLPs, we first extract the CLIP semantic features
from the images in DIV2K [2] dataset, and simultaneously extract the image features. We
employ loss functions that include cosine similarity loss.

3.5 Memory Token

Cross-stage memory bridge. In the network, the memory Token Token,nemory is input along
with the image patch features into the Transformer Block, forming the following initial se-
quence:

Seqo = [Patchy, ..., Patchy,, Tokeny, ..., Tokeny,] 3)
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Table 1: Quantitative comparison of CoT-SD and compared methods for synthetic noise with
Gaussian noise (o € (25, 50)) and Poisson noise (A € (25, 50)). Bold text indicates the best
performance, while underlined indicates the second best.

Self-Supervised Methods Zero-Shot Methods

N2V Ne2Ne SDAP DIP N2F ZSN2N Ours
PSNR/SSIM ~ PSNR/SSIM ~ PSNR/SSIM ~ PSNR/SSIM ~ PSNR/SSIM ~ PSNR/SSIM  PSNR/SSIM

0=25 22.62/0.486  24.82/0.554  23.59/0.653  24.40/0.547  29.03/0.799  28.62/0.770  30.02/0.836
o=50 19.44/0.328  19.63/0.337  22.20/0.545 19.35/0.325  24.35/0.646  23.74/0.588  25.14/0.667

Datasets Noise

McMasterl8 A=25  22.13/0490  23.80/0.582  23.42/0.658  21.61/0.564  28.55/0.835  28.08/0.800  29.10/0.846
A=50  23.87/0.576  26.31/0.682  23.69/0.683  26.67/0.719  30.39/0.875  30.16/0.854  31.46/0.887
0=25 22.95/0.509  24.17/0.530  23.20/0.620  23.77/0.521  28.15/0.779  28.67/0.785  29.96/0.815

Kodak24 o=50 18.71/0.319  19.27/0.311  22.50/0.529  18.73/0.292  24.69/0.633  24.58/0.608  24.95/0.631

A=25  21.39/0437  22.21/0451  22.98/0.600  20.26/0.405  26.64/0.736  26.95/0.732  28.81/0.802
A=50  23.42/0.541  24.65/0.567  23.22/0.632  25.74/0.660  28.27/0.797  28.95/0.806  30.23/0.848

3.6 Inspection

The reconstructed imgeno; is then passed through a Refine Network R(-), constructed using
convolutional layers, for inspection and detail enhancement. The role of the Refine Network
is to provide high flexibility for the inspection task. To prevent the reconstructed image from
deviating from the original, we apply the Refine Network to both img,.,,; and a Gaussian-
blurred image I,,; * G(r), obtaining R(imggensi) and R(Inei * G(r)), respectively. We then
calculate the MSE loss Lmse between these images and apply a Total Variation regularization
loss LTV to R(imggenoi) to prevent the Refine Network from introducing noise. The total loss
function is as follows:

Lonse = mse(R(imgdenoi)aR(Inoi * G(l’))) 4
H—-1W-1

Ly = Z Z (i1 —Lijl+ i1 — 1 jl) )
i=1 j=1

Etotal = a[fmse + (1 - a)ETV (6)

In L1v, i and j denote the pixel positions within the image, while W and H represent the
width and height of the image, respectively.

4 Experiments

4.1 Implementation Details

Experimental details. We implement our method and conduct experiments on an Nvidia
4090 server. We use two metrics, peak signal-to-noise ratio (PSNR) and structural simi-
larity index (SSIM), to evaluate the denoising performance of the methods involved in the
experiment. Higher PSNR and SSIM values indicate better denoising performance. Due
to space limitations, detailed results and analysis of the ablation studies are provided in the
supplementary material.

Compared Methods. We compare the denoising performance of our method with exist-
ing state-of-the-art (SOTA) self-supervised denoisers and zero-shot denoisers. The self-
supervised denoisers include Noise2Void (N2V) [9], Neighbor2Neighbor (Ne2Ne) [7] and
SDAP [18]. The zero-shot denoisers include Deep Image Prior (DIP) [21], Noise2Fast (N2F)
[11] and Zero-Shot Noise2Noise (ZSN2N) [17].
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Table 2: Comparison of self-supervised and zero-shot methods on real-world noise datasets.

Self-Supervised Methods Zero-Shot Methods
Datasets\Methods N2v Ne2Ne SDAP DIP N2F ZSN2N Ours
PSNR/SSIM  PSNR/SSIM  PSNR/SSIM  PSNR/SSIM ~ PSNR/SSIM  PSNR/SSIM ~ PSNR/SSIM
RENOIR 27.61/0.617  28.68/0.611  30.03/0.784  29.43/0.644  28.73/0.608 28.66/0.601  31.40/0.747
SIDD Medium ~ 27.60/0.639  30.17/0.676  28.60/0.865  30.98/0.709  29.95/0.658  29.92/0.645  33.75/0.820
SIDD Val 25.10/0406  2633/0470  28.93/0.809  27.02/0.603  25.59/0435  25.61/0.423  30.49/0.715
PolyU 30.18/0.891  3622/0.920  28.89/0.913  36.40/0.944  36.19/0916  36.08/0.908  36.76/0.933

Synthetic noise. We selected Gaussian noise with intensities of ¢ € (25, 50) and Poisson
noise with intensities of A € (25, 50) for the denoising test of synthetic noise. Both types of
noise are generated in the intensity range of [0, 255]. The datasets used for testing include
McMaster18 [8] and Kodak24!.

Real-world sRGB noise. We selected four real-world sRGB noise datasets to test our
method and the compared methods, which include RENOIR [3], SIDD Medium [1], SIDD
Validation [1] and PolyU [26] Datasets. The images in the RENOIR dataset are captured
under low light and high ISO settings, containing significant real-world noise. This dataset
can validate the denoising performance of methods on real noisy images under low light con-
ditions. SIDD Datasets contain images captured by five different smartphone cameras under
various lighting conditions, with ten distinct scenes and diverse noise levels. PolyU is ob-
tained by capturing static scenes with multiple commercial cameras, with noise originating
from camera sensors and photon noise.

Microscope noise. We also evaluate the denoising methods on the Fluorescence Microscopy
Denoising (FMD) [32] dataset to evaluate their ability to suppress fluorescence microscopy
noise. Denoising experiments were conducted on the fish cell dataset within FMD.

4.2 Synthetic Experiments

Experiment implementation. In the synthetic noise experiments, we added Gaussian noise
with intensities of 6 € (25,50) and Poisson noise with intensities of A € (10,25,50) to the
McMaster18 and Kodak24 datasets for experimentation. All images were center-cropped
to 224 x 224. For self-supervised methods, these methods were trained on 500 noisy im-
ages from the SenseNoise-500 [31] dataset, and then experiments were conducted using the
trained models. Ne2Ne, N2V, and DIP require input noise intensity information, so we pro-
vided the synthetic noise intensities (0, 1) to these models.

Experimental results. The PSNR/SSIM of the denoised images are shown in Table 1, and
the visualized results are presented in Figures 3 (a-b). The self-supervised methods show
poor denoising performance for both Gaussian and Poisson noise. N2V and Ne2Ne leave
significant residual noise in the denoised images, while SDAP suffer from excessive denois-
ing, causing the images to become overly smooth and losing details. The poor performance
of the self-supervised methods may be attributed to their training on the real-world noisy
dataset, SenseNoise-500. As a result, their models are not well-suited to the statistical char-
acteristics of synthetic noise, which impedes effective denoising. DIP’s denoising perfor-
mance is unstable due to its heavy reliance on the unstable early stopping mechanism. The
visualized results show that the denoised images from DIP still contain noise. Both N2F and
ZSN2N are based on the N2N theory, which aligns well with the statistical characteristics
of synthetic noise. As a result, they achieve relatively good denoising performance. Our

Thttp://rOk.us/graphics/kodak/
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CoT-SD demonstrates excellent performance in the experiments, successfully reconstructing
denoised images. The visual results show that our denoising method removes most of the
noise while preserving the structure and fine-detail of the original image.

4.3 Real-World Experiments

Experiment implementation. We conducted experiments on our CoT-SD and comparison
methods using four real-world noisy datasets: RENOIR, SIDD Medium, SIDD Val, and
PolyU. The scenes in these four datasets include low-light conditions, images captured by
different smartphone brands, images captured by various camera brands, as well as indoor
and outdoor scenarios.

Experimental results. Table 2 presents the PSNR/SSIM results for our CoT-SD and com-
parison methods in real-world denoising. The visualized results are presented in Figures 3
(c-d). The proposed CoT-SD demonstrates excellent PSNR performance across various de-
noising scenarios in all four datasets. This demonstrates the applicability of the proposed
CoT-SD for denoising in various scenarios, as well as its generalizability and robustness
to complex real-world noise. In contrast to synthetic noise, self-supervised methods have
demonstrated promising performance in denoising real-world noise. SDAP achieved the
best SSIM scores on the RENOIR, SIDD Medium, and SIDD val datasets. This is due to
the images denoised by SDAP are highly smoothed, retaining only the primary structural
features of the image, which results in a visually perceptible similarity between the denoised
and original image structures. Since SSIM primarily evaluates structural information, SDAP
achieved higher SSIM scores. For zero-shot methods, N2F and ZSN2N, which rely on noise
statistical properties for denoising, exhibited poor performance when faced with complex
real-world noise. In contrast, DIP, which does not rely on noise statistical properties but in-
stead leverages the prior information from the image itself and the network’s low impedance
denoising, demonstrated good performance in complex real-world noise denoising tasks.

Table 3: Quantitative comparison of CoT-SD and other compared methods on the Fluores-
cence Microscopy Denoising dataset.

Self-Supervised Methods Zero-Shot Methods

N2V Ne2Ne SDAP DIP N2F ZSN2N  Ours

PSNR 2498 27.83 2943 25.60 31.74 3043 31.89
SSIM 0498 0.710 0.837 0.615 0.876 0.829  0.881

Metrics

4.4 Microscope Noise Experiments

Experiment implementation. We conducted experiments on our proposed CoT-SD and
comparison methods on the FMD dataset. Unlike the previously mentioned real-world
datasets, the FMD dataset was specifically designed to tackle the Poisson-Gaussian noise
challenges inherent in real-world fluorescence microscopy images. It comprises 12,000 clear
images captured with commercial confocal, two-photon, and wide-field microscopes, along-
side 60,000 noisy images at varying noise levels generated through image averaging. Note
that these denoising experiments were conducted on the fish cell dataset within FMD, be-
cause it provides a controlled and representative sample with well-characterized noise pat-
terns, allowing for a fair and consistent evaluation of denoising performance.

Experimental results. The PSNR/SSIM results are shown in Table 3, and visual results
are shown in Figure 3 (e). CoT-SD demonstrates superior performance on the FMD dataset,
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achieving a PSNR/SSIM of 31.89/0.881, significantly outperforming all compared methods.
In contrast, the zero-shot methods ZSN2N and N2F attain 30.43/0.829 and 31.74/0.876, re-
spectively. The inferior performance of N2F in real-world denoising, contrasted with its
commendable results on the FMD dataset, can be attributed to the specific statistical charac-
teristics of microscopy noise. The Poisson-Gaussian noise present in the FMD dataset aligns
closely with the assumptions underlying N2F. By leveraging a masking strategy to exploit
the spatial independence of noise, N2F effectively learns the mixed distribution of Poisson
and Gaussian noise, thereby achieving a notable denoising performance.

5 Conclusion

In this paper, we proposed the Chain-of-Thought Semantic Denoising (CoT-SD) framework,
which leverages stepwise reasoning and multimodal feature alignment for high-quality zero-
shot denoising. Experimental results demonstrate that CoT-SD outperforms existing state-
of-the-art methods, showing improved denoising performance on real-world noisy images.
The approach effectively preserves image details and enhances generalization, making it a
promising solution for challenging denoising tasks.
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