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Abstract

Understanding dynamic 3D human representation has become increasingly critical
in virtual and extended reality applications. However, existing human part segmenta-
tion methods are constrained by reliance on closed-set datasets and prolonged inference
times, which significantly restrict their applicability. In this paper, we introduce the
first 4D human parsing framework that simultaneously addresses these challenges by re-
ducing the inference time and introducing open-vocabulary capabilities. Building upon
state-of-the-art open-vocabulary 3D human parsing techniques, our approach extends
the support to 4D human-centric video with three key innovations: 1) We adopt mask-
based video object tracking to efficiently establish spatial and temporal correspondences,
avoiding the necessity of segmenting all frames. 2) A novel Mask Validation module
is designed to manage new target identification and mitigate tracking failures. 3) We
propose a 4D Mask Fusion module, integrating memory-conditioned attention and logits
equalization for robust embedding fusion. Extensive experiments demonstrate the ef-
fectiveness and flexibility of the proposed method on 4D human-centric parsing tasks,
achieving up to 93.3% acceleration compared to the previous state-of-the-art method,
which was limited to parsing fixed classes.
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basketball face t-shirt arms pants shoes hair  upper legs shorts  boxing gloves

Figure 1: We propose the first open-vocabulary parsing method for 4D human-centric data.

1 Introduction

The development of high-fidelity 3D digital humans is increasingly important across a vari-
ety of augmented and virtual reality applications. 3D part segmentation of humans is crucial
for understanding a target’s structure, surface semantics, mobility, intention, and other key
aspects. PartSLIP [21, 53] leverages 2D priors and the zero-shot capabilities of the image-
language model to address the 3D part segmentation task in a zero or few-shot fashion.
Find3D [25] trains a general object part segmentation model to predict point-wise features
in a CLIP space for language guided querying. CloSe-Net [2] approaches 3D human pars-
ing through labeled dataset and supervised training. [39] extends the zero-shot capabilities
to human-centric data, allowing open vocabulary segmentation on various representations,
such as point cloud, mesh, and 3D Gaussians [16].

While remarkable progress has been made in developing diverse data-driven approaches
for 3D part segmentation [2, 25], these efforts have primarily focused on static models, lack-
ing support for dynamic sequences, which are the most common representation in human-
centric applications. Recent work [43] addresses this gap with 4D clothed human parsing.
They propose a parsing pipeline that combines the pre-trained 2D segmentation [17], 2D
human parsing [9], and optical flow models [41] to label 4D human data. Although this
approach reduces manual efforts and produces state-of-the-art results, it remains computa-
tionally expensive during inference, limiting its applicability to scenarios beyond one-time
label generation. Moreover, it only supports fixed classes and cannot effectively handle la-
bels with complex clothing or arbitrary objects interacting with humans.

To address these issues, we introduce the first open-vocabulary 4D parsing method, en-
abling efficient and robust handling of arbitrary human-centric data. Our method employs
a visual object tracker to directly establish inter-frame and inter-view correspondences for
each mask. We complement this with a mask validation module designed to detect tracking
failures and handle new targets. This approach eliminates the need for expensive per-frame
mask proposals. Moreover, we develop a novel 4D MaskFusion module that fuses features
from multiple views and frame at the same time. The module enables current frame feature
generation to condition on embeddings from other frames and views. By performing self-
attention across memorized embeddings, we enhance the robustness of the parsing process.
A visualization of our results are displayed in Figure 1.

We evaluate our method against state-of-the-art 3D and 4D approaches by performing
per-frame segmentation on the CTD Dynamic [6] and MPEG-PCC [45] datasets. Experi-
mental results show that our method outperforms all competing methods in numerical eval-
uation metrics. Our method produces temporally coherent parsing results with the ability to
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segment ner parts and objects compared to the current state-of-the-art 4D method. At
same time, our proposed approach delivers a substantial ef ciency improvement, accels
ing inference speed by up to 93.3%.

In summary, the key contributions of our approach are:

« We propose the rst open-vocabulary 4D human-centric segmentation method achi
ing more accurate and faster inference than the state-of-the-art 3D and 4D methoc

« We introduce an ef cient 4D mask proposal generator by adopting a visual obje
tracker and a novel mask validation module.

* We design a novel 4D MaskFusion module with memory of inter-frame correspo
dences for more robust segmentation.

2 Related Works

3D Human Parsing. Early works in static 3D human parsing [11, 42] primarily focused or
parsing body parts by training a point cloud segmentation network [31] on data created v
parametric human models. GIM3D [26, 27] trained 3D networks [31, 32, 35] on synthe
data from clothing simulations [3]. CloSe-Net [2] achieves SOTA results in 3D clothing se
mentation by leveraging a human prior [23] and a garment-based attention module. They
release labels for publicly available 3D human datasets [5, 14, 47, 51]. Most recently, [
proposed an open-vocabulary approach through foundation models [33, 34, 38]. Dire
extending these approaches to 4D sequences is dif cult as they lack temporal informa
and can be inef cient.

4D Human Parsing. While there have been both synthetic [4, 10, 30, 55] and real [2¢
36, 49] 4D human datasets, most lacked labeled data to train or evaluate 4D human pa
models. An early work [29] parses scans by registering a SMPL model [23] with per-ver
offsets. The most recent work, 4D-DRESS [43], proposes a semi-automatic pipeline to p
human mesh sequences using a multi-view approach. They leverage pretrained 2D mc
to project 2D labels onto 3D surfaces and can predict temporally consistent segmente
results for 4D humans. Furthermore, they manually edit their segmentation results to rels
the rst real-world 4D human parsing dataset. Although their method can obtain accur
results, it is inef cient and limited to parsing into six categories. In this paper, we propose
more ef cient approach with adjustable segmentation categories based on user text inpu

Open-Vocabulary 3D Part Segmentation. With the popularity of vision language models
[12, 33, 48, 50], there has been growing success in both open-vocabulary 2D [7, 8, 13,
20] and 3D segmentation [28, 37, 40, 46, 54]. For 3D part segmentation, recent meth
[1, 21, 52, 53] have adopted pre-trained open-set object detectors [19, 22] to take a m
view approach. Find3D [25] recently proposed a transformer based [44] model that dire
estimates point-wise features which can be queried with text prompts. While these mo
have shown success in general 3D objects and scenes, they have not seen the same s
in dynamic 3D humans. Therefore, we propose a 4D human segmentation pipeline \
open-vocabulary capabilities.
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Figure 2: Overview of the proposed framework.

3 Methodology

3.1 Preliminary: Open Vocabulary 3D Human Segmentation

[39]introduces a framework for open-vocabulary 3D human segmentation (denoted as Ope
Human3D in this paper). It leverages a 3D mask classi cation and fusion-based approach
synthesize proposals generated through a pretrained segmentation model [17]. Given a ¢
ored point-based representation, it rst renders multiple images ¥opnede ned camera
poses. Then, the rendered images go through the following three modules:

Multi-view Mask Proposal Generation. SAM [17] is employed to generate 2D mask pro-
posals. Each rendered imag@ RY W 3, wherei 2 [1;V] denotes the index of the view, is
independently fed into SAM to generdk class-agnostic masks. This results in a total of
N = &\., N; binary 2D masks at varying granularities.

3D Mask Fusion. The 3D mask propos:fdﬁ'jD is formed by unprojecting its corresponding
2D mask proposaté® using the camera parameters. The nal propos4l@ f 0;1g" M

and their embedding® 2 RN D are obtained by concatenating the 3D masks and embed-
dings from all views. The classi cation logiB2 RN K are computed by taking the cosine
similarity between each mask and text embedding. The resulting 3D segmentation rest
Y 2 RP Kis computed as the weighted sum of 3D malskbased on the classi cation log-
itsP: Y= M P. An additional step sets points to a "no label' class if the maximum logits
of the points are lower than a threshold

3.2 Mask Proposal Propagation

Without temporal information, the resulting segmentation often exhibits jittery artifacts anc
fails in challenging cases. Furthermore, processing each frame independently introduc
substantial computational redundancy, as this approach disregards the rich inter-frame |
formation that could otherwise enhance ef ciency. We propose to integrate visual objec
tracking to obtain inter-frame correspondences for smoother and more ef cient per-fram
mask segmentation. In this work, we utilize SAM 2 [34], which demonstrates capabilities ir
extending SAM's segmentation results by incorporating memory mechanisms for trackin
objects across multiple frames in dynamic video sequences. An overview of the propose
framework is shown in Figure 2.
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Given a sequence df 3D humans, we rst render them frokh views to obtain a set of
imaged of lengthT V:

| =flgyjt2f1;::;Tg v2f 1;:::;Vog 0}

wherely, 2 RH W 3 andt;v are the indices for the frame and view respectively.
To generate the initial mask proposals, SAM [17] is applied to imagdrom the rst
view of the rst frame to generate a set Nfclass-agnostic overlapping masks:

[mb;mN] = fsam(lee) 2)

wherent 2f 0;1g" W is thei-th binary mask generated from SAM.
Given the entire image sequericand a mask prompt, we apply SAM 2 to propagate
this mask to all views and frames to get a set of madKs

= fSANQ(I ,m') (3)

Wherem{;v is maskm propagated to the image at framéom viewv. This is repeated for
all of theN masks initially proposed by SAM.

3.3 Mask Proposal Validation

Although SAM 2 demonstrates strong performance in basic Visual Object Tracking (VO
it exhibits two signi cant limitations: it cannot generate new segmentation masks for regio
unseen in the initial frame, and it occasionally fails to propagate existing masks. Figur
illustrates these limitations.

The rst limitation is exempli ed in the
red-boxed region showing the stomach area.
Since clothing initially covered this area, no
masks from the rst frame correspond to the
exposed stomach. Consequently, as SAM
2 functions strictly as a tracking model, it
lacks the capability to dynamically generate
masks for previously unseen regions. Simi-
lar issues arise in video sequences when new
objects enter the frame. The second limi-
tation is demonstrated in the blue-boxed re-
gion, which highlights a hand that was sud-igure 3: Failure cases of Visual Object
cessfully tracked in the initial frame but failsTracking. (a), (b) Initial and current frame
to be detected in the subsequent frame, r&ith the union of the generated masks over-
sulting in lost tracking. laid on the image in green. The boxes show

In order to compensate for these incomareas with no masks. (c) Newly generated
plete set of masks for each image, we pronasks to compensate for uncovered areas.
pose a simple mask validation algorithm that
detects and adaptively augments uncovered regions with new masks. For anlignage
framet, view v, we also obtain a binary silhouette maSk, during the rendering process
indicating the foreground region. Furthermore, to discover the areas covered by the cur
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. . . S ;
masks at framé, view v, the union of all of the masks is computktl, = i'\ll"ft;v- Then,
the area without any maské., is determined through the following operation:

I\7|‘t;v: S;v\ Mt;v (4)

As shown in Figure 3, the missing arlk, may include distinct parts such as the stomach
and hand. Therefore, we splt., into C connected componen®M;.y):

C(Mt;v) = fmtl;v; G ﬁfvg )

~ S ; ; i L . . .
such thatM;., = F:lrﬁ;v andri.,\ m.,= ? fori 6 j. This algorithm results in a new set
of masks as shown in red and blue in Figure 3 (c).

3.4 4D MaskFusion

In the MaskFusion module of static 3D human segmentation [39], each mask proposal and
associated embedding are processed independently without any interactions with masks fr
other views. We observe that due to the lack of inter-view and inter-frame correspondence
it can cause the segmentation quality to greatly vary from frame to frame. We demonstra
the resultant video in the Supplementary. To address this problem, inspired by SAM 2 [34
we formulate the 4D MaskFusion by integrating a memory bank to explicitly store the inter-
frame and inter-view correlation of mask embeddings at the same time. It is accompanie
by a memory attention process to simultaneously extract information from all correlate
masks across views and frames and generate robust embedding for the current frame.
visualization of the 4D MaskFusion pipeline is shown in the supplementary.

Fusion: Multi-view Multi-frame All at Once. For each mask generated in Section 3.2,
we compute the corresponding mask embedding using the HumanCLIP [39] vision encode
creating embedding;.j 2 RP for j-th 2D mask generated by SAM from th¢h view. Then,

for eachi 2 [1;N], we construct a memory bar@; 2 R(T V) P where we concatenate all

of the mask embeddings from all frames and views originating froni-thenask generated

by SAM (Eq. 2) andD is the size of the embedding. Since these concatenated embedding
are computed from masks tracked from the same object maske can reasonably assume
that they exhibit relative similarity. Consequently, we update the embeddings through th
memory attention based on the pairwise similarity with embeddings from other frames an
views. This is represented as:

QP= softmaXxQQNQ (6)

whereQCis the updated mask embeddings. A bene t of this self-attention mechanism is it
inherent ability to assign higher weights to similar masks and lower weights to dissimila
ones. Although SAM 2 is tracking the same object, its accuracy is not guaranteed in a
scenarios. A common error is observed in masks covering the limbs as they can ip betwee
left and right parts when propagated to an image from a different view. In such cases, sin
ple averaging would yield ambiguous embeddings with diminished discriminative capacity
Examples are provided in Section 4.3 and the supplementary.

Accordingly, the mask embeddings for those generated in Section 3.3 are computed inc
vidually, as no correspondences are obtained from a VOT model for these instances. Final
all of the masks are unprojected to 3D and their corresponding embeddings are gathered
each frame. This results in 3D madWs 2 f 0;1g% “ and embedding®; 2 Rt P for each
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Table 1: Comparison on the CTD dataset [6]. OA, mAcc, and mloU are the overall accure
mean class accuracy, and mean Intersection of Union respectively. The bestresults are s

in bold.
Metric\FindSD[ZS] CloSe-Net[2] OpenHuman3D [39] 4D-DRESS[43] Ours

OA 77.97 91.48 95.68 95.65 96.88
mAcc 78.09 89.01 93.20 93.08 96.17
mioU 60.59 76.40 88.96 83.55 92.78

framet 2 [1; T] whereR, L; are the number of points and total number of masks at flame
respectively.

Logits Equalization. With M; and Q;, we can apply the same computation as shown il
Sec. 3.1 to obtain the segmentation results for each frame. However, we observe th
is susceptible to noisy or ambiguous masks which can be misclassi ed to an incorrect ¢
even with lower con dence values than other masks classi ed to the same class. An exan
of this is illustrated in the supplementary. To enhance the discrimination ability, we appl
simple trick to further lower the logits for low con dence masks. This is done by computin
a min-max normalization of the intra-class logits which are then element wise multiplied
the original logitsh 2 R“ K to obtain an equalized logi&’2 R+ K whereK is the number

of classes. The process is expressed as:

Rk minR.

Pt(')k = :
' maxP.x mink:

Rk (7)

whereR; 2 RY is the logits within thek-th class. As a result, we can mitigate the effect of
these ambiguous masks to get more accurate segmentation results.

4 Experiments

4.1 Implementation Details

We pick SAM's ViT-H model checkpoint to generate the initial mask proposals. The “se
ment everything" mode is applied to a rendered image with a resolution of 512 where

it is prompted with 64 points evenly spaced out along each side of the image. For SAN
[34], we adopt the lightest and the fastest SAM 2.1's “hiera_tiny” model checkpoint. H
manCLIP [39] is a recently released human-centric vision-language model that netunes
AlphaCLIP [38] model on 2D human mask-text data.

4.2 Comparisons

Dataset. In order to quantitatively evaluate each method, ground truth segmentation lak
are required for 4D human data. Recently, 4D-DRESS [43] released a real-world 4D hur
dataset, but their annotations were generated using their method with less than 1.5% m:
editing. This makes it dif cult to adopt their dataset for evaluation as the ground truth c
be a direct output of their method.

Therefore, to evaluate on a more neutral dataset, we generate ground truth labels fo
CTD Dynamic dataset [6]. We annotated the vertices for 10 sequences where each ve
can be classi ed into 4 categories (‘upper clothing', “lower clothing', “shoes', and “other
The annotation is not done by an existing method and provides a fair comparison for e
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Figure 4: Qualitative comparison on the “football' sequence from the MPEG-PCC datase
[45]. The text at the top shows the corresponding classes and colors.

method. The labels will be publicly released and more details on the generation is provide
in the supplementary.

In addition to the CTD Dynamic dataset [6], we incorporate the MPEG-PCC dataset [45
for comprehensive visual comparison. Each sequence contains 300 frames, providing
ideal testbed for evaluating performance in scenarios where humans interact with objec
Furthermore, due to the longer video sequences available in MPEG-PCC, we utilize tt
dataset to conduct comparative analyses of inference times across different methods.
Methods. To evaluate the effectiveness of our proposed pipeline, we compare it with foul
recent segmentation methods: 4D-DRESS [43], CloSe-Net [2], OpenHuman3D [39], an
Find3D [25]. 4D-DRESS [43] is the state-of-the-art 4D human segmentation method. CloSe
Net [2] and OpenHuman3D [39] are the most recent 3D human segmentation method
Find3D [25] is a general open-vocabulary part segmentation approach. Note that exce
for 4D-DRESS, all compared methods are designed for static objects and are applied inc
pendently to the 3D model at each frame.

Comparison on the CTD Dataset.Table 1 shows the averaged results across 10 sequence
from the CTD dataset [6]. Each method is evaluated using three metrics: overall accurac
(OA), mean class accuracy (mAcc), and mean Intersection of Union (mloU). Details on eac
metric as well as the results on individual sequences are included in the supplementary. Fre
the table, it can be observed that the proposed method outperforms the current state-of-the
3D and 4D human parsing methods across all three metrics.

Visual Comparison on the MPEG-PCC Dataset [45]Figure 4 shows a visual comparison
with OpenHuman3D and 4D-DRESS on the “football' sequence from the MPEG datase
4D-DRESS adopts a pre-trained Graphonomy model [9] which segments an image into ~
categories. The original method merges the body part categories and can only segment i
a single “skin' class. To gauge their ability to parse into ner body parts, we relax this clas:
merging process to include face, arms, and legs.

When comparing the visual results, it is evident that our method produces the most col
sistent results throughout the entire sequence. Our method successfully segments body p
and clothing, as well as objects and environmental elements such as the soccer ball a



