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Abstract

Compressed domain action recognition aims to identify human actions by directly
leveraging I-frames and P-frames extracted from partially decoded compressed videos.
Existing works usually adopted Transformer-based architectures, such as ViT, to per-
form temporal motion modeling. However, these frameworks tended to overlook high-
frequency components (e.g., edge textures and local motion boundaries), which com-
promised their ability to construct precise spatiotemporal semantic representations. To
tackle this issue, we present a Frequency-Temporal feature integration framework for
compressed video action recognition (FreqTNet), which effectively combines high-frequency
edge information with low-frequency global context from both temporal and frequency
perspectives. At the feature extraction stage, we design a Frequency-Aware and Temporal-
Spatial Embedding (FTE) module to mitigate performance degradation caused by the ViT
framework’s insensitivity to high-frequency cues. During feature fusion and prediction,
we introduce Frequency-Temporal Interaction Attention (FTIA), which facilitates hier-
archical integration between temporal dynamics and high-frequency features, enhancing
sensitivity to motion-related regions. Extensive experiments on Kinetics-400, UCF-101,
and HMDB-51 demonstrate that FreqTNet achieves state-of-the-art performance in the
compressed domain while maintaining computational efficiency.

1 Introduction

Action recognition focuses on identifying human actions in videos by extracting motion

cues, which is vital for intelligent monitoring and autonomous driving applications. Transformer-

based methods have recently gained prominence in video understanding due to their superior

capability in modeling global motion patterns compared to CNN-based methods [25]. A vari-

ety of ViT-based approaches have been developed for action recognition, including temporal

modeling [1, 20], vision-text prompting [35, 40], and adapter integration [31, 39]. How-

ever, these methods typically require full decoding of long-duration videos—such as those

in surveillance or train-driving scenarios—resulting in significant computational overhead.
Compressed video action recognition methods [16, 21, 27, 42] address this issue by lever-

aging the compressed format of videos and applying partial decoding to access I-frames
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and P-frames for efficient spatiotemporal representation. CoViAR [36] proposed the first
decoding module in this domain. Follow-up works addressed limitations such as coarse
motion representation [16, 42], insufficient spatial-motion fusion [21], and the high com-
putational cost of IDCT [38]. MMVIiT [6] and Biswas et al. [4] extended ViT-based mod-
eling to the compressed domain and achieved strong recognition performance. However,
the self-attention mechanism inherently functions as a low-pass filter [14], effectively cap-
turing low-frequency components while attenuating high-frequency signals. This property
results in the suppression of fine-grained motion details—such as edge textures of mov-
ing limbs—that are essential for distinguishing semantically different actions with similar
coarse patterns (e.g., writing vs. typing). This motivates the need for a ViT architecture
that enables temporal-frequency interaction to leverage both global low-frequency and local
high-frequency features.

In this work, we propose a Frequency-Temporal feature integration for compressed video
action recognition (FreqTNet), which integrates global temporal representations and high-
frequency features within a unified ViT framework. Specifically, we introduce Frequency-
Aware and Temporal-Spatial Embedding (FTE) to compensate for high-frequency loss by
injecting filtered DCT coefficients. In addition, we design the Frequency-Temporal Interac-
tion Attention (FTIA) module, which performs two-stage feature fusion to associate high-
frequency intensity variations with motion-relevant regions. We evaluate our method on
Kinetics-400, UCF-101, and HMDB-51. Experimental results show that FreqTNet substan-
tially improves the accuracy of compressed video action recognition.

The contributions of this paper are summarized as follows: (1) We propose a ViT-based
framework that achieves temporal-frequency balance for compressed video action recogni-
tion, capturing both global motion and local high-frequency cues such as textures and edges.
(2) FTE module alleviates the loss of high-frequency information in ViT and enables multi-
frequency interaction for effective motion modeling.(3) FreqTNet achieves state-of-the-art
performance in compressed video action recognition while maintaining efficient computa-
tional speed.

2 Related Work

Video Action Recognition: Video action recognition has witnessed a paradigm shift from
CNN-based spatiotemporal modeling [25] to Transformer-based global representation learn-
ing [20, 30]. Transformer-based video action recognition was initially explored by TimeS-
former [2] and ViViT [1], which respectively introduced spatial-temporal decoupled atten-
tion and tokenization strategies to extend ViT into the video domain. MViTv2 [20] proposed
an efficient hybrid window attention by incorporating relative positional encoding and resid-
ual pooling. TAMT [34] enabled cross-domain few-shot recognition by learning a small
number of parameters to recalibrate intermediate features of pretrained models. Subsequent
studies introduced language modalities via contrastive language-image pretraining (CLIP),
which allowed models to learn semantically aligned visual representations. CCLN [32]
leveraged semantic information to enhance class-level discriminability. Clip-Adapter [11],
ATL [8], and M2-Clip [31] further improved temporal modeling through lightweight mod-
ules designed to capture inter-frame dynamics. Despite their effectiveness, these methods
require full decoding of video frames into RGB format, which incurs significant computa-
tional overhead.

Compressed Video Action Recognition: Compressed-domain action recognition is re-
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ceiving growing interest due to its ability to perform partial decoding on compressed vide
enabling faster inference and reduced computational overhead. CoViAR [36] pioneered
ing I-frames, motion vectors, and residuals from MPEG-4 Simple Level 1 encoded videos
input to deep networks, signi cantly reducing computational cost. Building on this, LAE
Net [13] introduced a lightweight knowledge distillation framework that allowed student ne
works to acquire more knowledge from teacher models with fewer parameters. MTFD [:
employed multi-teacher fusion distillation to reduce computational workload further, a
PKD [27] adopted a progressive distillation strategy to enable cross-modal knowledge tre
fer. While these approaches improved recognition ef ciency, the limited resolution of m
tion vectors restricted their ability to capture temporal dynamics. To mitigate this issue,
et al.[17] and CFM-Net[18] used optical ow-based prediction to reduce noise in motic
vectors and residuals. Similarly, CoViFocus [42] and MEAC-Net [16] integrated denoisi
modules to enhance the clarity of motion features. CoViFocus employed a multimodal pe
selection strategy, whereas MEAC-Net embedded denoising directly into the motion stre
to improve feature discriminability. Liu et al. [21] proposed Adaptive Multi-path Knowledg
(AMK) learning, which enhanced cross-modal knowledge transfer to facilitate multimoc
fusion. However, these methods inevitably overlooked edge motion cues and low-level
tures (i.e., high-frequency components), which are critical for recognizing diverse subje
in human action recognition tasks.

Learning in the frequency domain: Frequency-domain learning has received increas
ing attention due to the limited capability of temporal-domain modeling in capturing hig|
frequency details. Unlike approaches that operate directly in the pixel space, frequer
based methods explicitly analyze low- and high-frequency components in the frequency
main, thereby enabling more effective extraction of ne-grained features such as edges
textures. FFTrack [14] addressed the degradation caused by high-frequency forgettin
deep Transformers via high-frequency subband wavelet decomposition. Similarly, MDSF
dynamically decomposed features into frequency and employed channel attention to s
informative frequency components for image reconstruction. FreqOEDs [7] extracted f
guency cues from input features prior to spatial-domain interaction to improve small-obj
segmentation in infrared imagery. FADA [3] separated low-frequency scene content
high-frequency style information via frequency tagging during semantic segmentation.

In the context of action recognition, Faster-FCoVIAR [38] proposed a partial decor
pression scheme and frequency-domain channel selection strategy. FENet [22] focuse
low-frequency and edge cues, while F2D-SIFPNet [23] investigated the complementarity
tween frequency-domain motion and spatial features. However, existing frequency-don
methods often fail to suf ciently utilize temporal information, limiting their ability to capture
hierarchical spatiotemporal cues. In this work, we model both the low-frequency semal
structure in the temporal domain and the high-frequency edge details in the frequency
main and leverage a time-frequency interaction to enable effective feature complementa

3 Methods

3.1 Overall Network

An overview of the FreqTNet is depicted in Fig. 1. FreqTNet comprises a series of ViT €
coders, each integrated with the proposed Frequency-Temporal Interaction Attention (F1
module. Given a compressed video as input, the network rst performs Frequency-Aw.
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Figure 1: Overview of our frequency-temporal feature integration for compressed vide
action recognition, which integrates Frequency-Temporal Interaction Attention modules int
ViT encoders for enhanced spatiotemporal and frequency modeling from compressed vide«

and Temporal-Spatial Embedding (FTE) to capture global spatiotemporal context and ne
grained motion cues. The embedded features are then processed by a stack of FTIA modu
followed by a Clip projector and a fully connected layer to produce the nal action classi-
cation. The Clip projector is an attention-enhanced projection that maps high-dimensiong
visual representations into the action semantic space.

3.2 Frequency-Aware and Temporal-Spatial Embedding

Given a compressed video inpat2 RN 3 H W ‘whereN is the number of frames arid,

W denote the spatial resolution, we rst divide the video ifit@egments. Partial decoding

is applied to extract I-frames from the centfadegments, resulting in temporal domain fea-
tureszem2 RY 3 M W, Temporal-spatial features are inherently limited in modeling global
semantics due to a constrained receptive dld ( N). To ef ciently capture long-range hu-
man motion while maintaining computational ef ciency, we adopt partial frequency-domain
decoding [22] to extract I-frames from the remaining segments. This yield frequency-domai
featuresz} ., 2 R(T 1) 192 H W where 192 corresponds to the DCT coef cient channels
of the Y, Ch, and Cr components (643). The temporal-domain features encode global
spatiotemporal structure, while the frequency-domain features provide complementary ne
grained motion cues, particularly along edges.

Temporal-spatial feature embedding. Given the input featurgem?2 Rf 3 H W, we
divide the input into non-overlapping patches of sjze j. Each patch is projected into a
token representation via a linear embedding layer, with a learnable class token prepend:
A positional embeddindepys is then added, yielding the temporal-spatial token sequence
Xtem2 R(fHW=j2+1) D

High-Frequency DCT Feature Embedding. To enhance motion-related feature rep-
resentation, we selectively retain high-frequency components from the frequency-doma
featurez?req. Speci cally, for each of the 64 DCT coef cient channels in the Y, Cb, and Cr

components, we retain the 2nd, 3rd, and 4th channels, resultingy2 R(™ O ° H W,
The selection of high-frequency bands is illustrated in Fig. 2. The Itered features are
projected into token embeddings and augmented with a learnable frequency positional e
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Figure 2: Visualization of 192 channels from Y, Cb, and Cr components. A high-pass lIter
applied to extract 9 prominent channels, highlighted with red boxes. The last column sh
the 2nd channel of the .

beddingEpos., producing the nal representatioxfreq 2 R(T HHW=> D Features from
both the temporal domain and frequency are concatenated together and formulated as

X = [ Xtem Xfreql; (1)

fed to the Frequency-Temporal Interaction Attention module.

3.3 Frequency-Temporal Interaction Attention module

To jointly model low-frequency information from the temporal domain and high-frequenc
features from the frequency domain, we propose the Frequency-Temporal Interaction
tention (FTIA) module. It mitigates the catastrophic forgetting of high-frequency comp
nents in Transformer-based visual encoding. FTIA comprises two cascaded compone
High-frequency and Temporal Interaction Attention (HTIA) and Frequency-Temporal Fe
ture Fusion (FTFF). HTIA employs cross-attention to reduce the discrepancy between
two domains, while FTFF performs gated fusion to integrate temporal and frequency-don
features. Formally, given the frequency-temporal representation froth thHB-th layer, de-
noted ax 1, the module is de ned as:

XQ 1=% 1+ Norm(FTFRHHTIA(X| 1))); (2)
X = X 1+ Norm(FF(x{ 1)): ®)

where Norm denotes the Layer Normalization operation.

High-frequency and temporal interaction attention. To mitigate the domain gap be-
tween temporal and frequency representations, we introduce a simple modi cation to
multi-head attention: (1) Temporal features are subjected to self-attention to capture |
frequency semantics, such as global scene layout and object structure. (2) High-frequ
features interact with temporal features via cross-attention, where global contextual in
mation is used to adaptively reweight high-frequency components, enabling balanced i
gration of multi-frequency cues. These operations are formulated as:

X{T /"= x[: BHW=]; ) [BHW=] ] (4)
X[ = MHA (™, X x°); (5)
le rec? - MHA(X}em; >(Ifreq; lereq): ©)
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where, MHA denotes the multi-head self-attention. Notably, by constraining the spatiotem
poral domain to a limited set of central frames and incorporating a small number of high
frequency DCT coef cients to extend the receptive eld, we substantially reduce overall
computational cost.

Frequency-Temporal feature fusion.FTFF performs adaptive integration of frequency
and spatial features through a cross-gating mechanism. The interaction is de ned by tt
following:

x=[x"" s (Linear(x*™);xt*" s (Linear(x*?))] @

wheres denotes the Sigmoid function, indicates element-wise multiplication, and Linear
refers to alearnable linear projection. FTFF facilitates the effective fusion of multi-frequency
information, enabling the model to capture ne-grained motion textures and local edge de
tails while remaining responsive to global contextual information.

4 Experiments

We evaluated the effectiveness of FreqTNet on three widely adopted video benchmark
Kinetics-400 [5], UCF-101 [26], and HMDB51 [15]. We rst compared its recognition
accuracy against state-of-the-art approaches. Then, we conducted both qualitative and qu
titative analyses to assess the interpretability of the proposed spatiotemporal-frequency |
teraction attention module.

4.1 Implementation Details.

We employed a sparse segment sampling strategy on MPEG-4 Simple Pro le/Level 1 con
pressed videos by dividing each video iffic= 8 segments. Following CoViAR [36], we
setf = 3 and randomly sampled one I-frame from each of the central segments. For th
remaining 5 segments, we applied partial frequency-domain decoding [22] to extract on
frequency-domain frame per segment randomly. We used a pre-trained VIiT B/16 [10] a
the backbone. All frames are resized to 22224 and optimized with the AdamW opti-
mizer, where the initial learning rate is set to 10 °, and the momentum coef cients are

b1 = 0:9 andb, = 0:999. We applied a weight decay of 0.05 for regularization and adopted a
stochastic depth strategy with a drop path rate of 0.3 to improve generalization. The model
trained on Kinetics-400 for 30 epochs with a batch size of 64. For UCF-101 and HMDB-51
we ne-tune the pre-trained weights from Kinetics-400 for 20 epochs using the same batc
size. All experiments are conducted on four NVIDIA RTX 4090 Ti GPUs.

4.2 Ablation Study

We rst conducted an ablation study on the number of frequency-domain channels in FTE
as shown in Table 1. By progressively reducing the channel dimension from 192 to 3, w
observed that selecting 9 channels (3 per component for Y, Cbh, and Cr) yields the best Tor
accuracy of 97.7% on UCF-101. Notably, the 24-channel setting follows the [22], which
performs well in the standalone frequency branch but leads to inferior performance whe
integrated with the temporal frames. We attribute this to higher-index frequency channe
carrying relatively little energy and semantic content, thereby diluting the useful informatior
during cross-modal fusion. Based on these observations, we xed the frequency-doma
channel number to 9 in subsequent experiments.
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[ Channels| Y [ Cb [ Cr [ Top-1 | [ Case | Channels] Top-1 |
192 64 | 64 | 64 | 88.9 (a) Random 9 95.8
24 14 | 5 5 96.9 (b) Fix 2nd,3rd,4th channe 9 97.7
9 3 3 3 97.7 (c) Fix 4th,5th,6th channel 9 97.4
3 1 1 1 95.3 (d) Fix 6th,7th,8th channel 9 96.4

Table 1: Ablation on channel selection of

FTE. Table 2: Effect of xed vs. random chan-

nel selection in the FTE.

To investigate which speci ¢ channels contribute most to performance, we evaluated «
ferent xed selections of Y/Cb/Cr channels while keeping the total channel number const
at 9. As shown in Table 2, xing the 2nd—4th channels consistently across all three cc
ponents achieves the highest accuracy of 97.7%, slightly outperforming other con gurati
and random selection. This indicates that informative high-frequency components are
uniformly distributed and that targeted selection enhances performance.

We evaluated the effectiveness of frequency-domain features and their interaction \
temporal information, as summarized in Table 3. FregTNet consistently outperforms sin
modality baselines, demonstrating the advantage of integrating RGB and frequency-dor
representations. Although our method achieves slightly lower accuracy than FreqTNet (D
this is primarily due to the lossy nature of frequency-domain signals during video decodi
where quantization discards portions of high-frequency content. Nevertheless, our Fre
Net attains comparable performance while delivering a 28.4x improvement in preproces:
speed (52.2 ms vs. 1481 ms), making it a more practical and ef cient solution for real-wo
applications.

To assess the contribution of each component in FreqTNet, we performed a compon
wise ablation study on three benchmark datasets, as shown in Table 4. Starting from a k
line that only employs the standard multi-head self-attention (MHA), incorporating eith
the High-frequency and Temporal Interaction Attention (HTIA) or the Frequency-Tempol
Feature Fusion (FTFF) module individually yields consistent performance improveme
across all datasets. Notably, removing HTIA results in an average performance droy
1.8 percentage points, indicating the greater impact of frequency-temporal fusion. Wi
all components were combined, FreqTNet achieved the best performance with an ave
gain of 2.9%. This improvement stems from the complementary roles of HTIA and FTF
HTIA enables ne-grained temporal-frequency interaction by dynamically attending acrc
frequency and temporal domain, while FTFF facilitates effective fusion of multi-frequen
cues, allowing the model to capture both local motion textures and global semantic cont

[ Input [ Modality | Frames]| Pre Time | Top1 |
Coviar frames RGB 8 76.40 84.1
Fenet frames Frequency 8 37.68 83.1
DCT Frequency 8 2325 83.9
FreqTNet (DCT) | Frequency + RGB| 3+5 1481 85.3
FreqTNet Frequency + RGB| 3+5 52.20 85.1

Table 3: Comparison of preprocessing time (ms) and accuracy of different input modalif
on UCF-101. "Coviar frames" means I-frames obtained by CoVIiAR [36]; "Fenet frame
means frequency-domain data obtained by Fenet [22]; "DCT" refers to applying the D
operation to fully decoded RGB frames; "Pre time" is the time to prepare input frames bef
inference.
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[ Case [ HTIA [ FTFF | MHA [ HMDB-51 | UCF-101 | Kinetics-400 [ ALLA |
(a) Baseline v 75.8 96.4 81.4 84.5
(b) w/o HTIA v 78.0 96.8 84.1 86.3 (+1.8)
(¢) wlo FTFF v 78.5 97.1 84.4 86.7 (+2.2)
(d) FreqTNet v v 79.4 97.7 85.1 87.4 (+2.9)

Table 4: Component-wise ablation on various datasets. (A) denotes the average Top-1 accu-
racy improvement over baseline. "MHA" denotes applying multi-head self-attention inde-
pendently on temporal and frequency-domain frames.

[ Methods | Publishedon | Modality [ GFLOPs [ Kinetics-400 [ UCF-101 [ HMDB-51
Video action recognition
Vita-CLIP B/16 [35] CVPR’23 RGB 1164 81.8 - -
AIM B/16 [39] ICLR’23 RGB 2316 83.9 - -
BIKE B/16 [37] CVPR’23 RGB 1104 83.9 - -
M2-CLIP B/16 [31] AAAI'24 RGB 2453 83.4 - -
OmniViD [29] CVPR’24 RGB - 83.6 - -
EPK-CLIP B/16 [41] ESWA’24 RGB 1732 84.3 974 717
GBC B/16 [40] TCSVT’ 24 RGB 1882 84.4 97.7 76.8
InternVideo2 1B [33] ECCV’24 RGB - 91.3 - -
OmniVec2 [28] CVPR’24 RGB - 93.6 - -
Compressed video action recognition
CoViAR [36] CVPR’18 RGB 3775 69.1 90.4 59.1
Faster-FCoViAR [38] BMVC’21 Frequency 2400 69.3 91.2 63.2
MM-VIiT [6] WACV’22 RGB 2460 - 93.3 -
LEA-Net [13] ICMM’23 RGB - - 94.8 722
CoViFocus [42] TCSVT’23 RGB 296 72.0 95.8 74.8
Fenet [22] ICIP’23 Frequency 234 72.6 94.5 73.8
DSDMT [24] TCSVT’23 RGB 141 74.1 95.8 74.9
F2D-SIFPNet [23] APIN’24 Frequency 192 74.0 95.8 74.1
PKD [27] BMVC’24 RGB 612 - 93.3 66.3
CFM-Net [19] ICASSP’25 RGB 48 - 94.8 75.7
Biswas et al. [4] Arxiv’25 RGB 765 74.2 95.6 74.6
FreqTNet (ours) Freq + RGB 916 85.1 97.7 79.4

Table 5: Compare with state-of-the-art. Each column’s highest and second-highest values
are highlighted in bold and underlined, respectively.

4.3 Compare with the state-of-the-art

We further compared FreqTNet with state-of-the-art methods, as shown in Table 5. The up-
per part of the table includes comparisons with raw-domain video-based approaches, while
the lower part focuses on methods that analyze human motion patterns in the compressed
domain. FreqTNet consistently outperforms all compressed-domain action recognition base-
lines, achieving the best overall performance. This demonstrates that FreqTNet effectively
captures both scene semantics and motion details in the temporal and frequency domains, en-
abling more comprehensive and robust video understanding. Specifically, FreqTNet achieves
79.4% accuracy on HMDBS51, 97.7% on UCF101, and 85.1% on Kinetics-400. Compared
to single-domain methods based on either RGB or frequency features (e.g., PKD [27], CMF-
Net [23], and DSDMT [24]), FreqTNet surpasses them by more than 10% on Kinetics-400,
validating the superiority of the proposed time-frequency interaction mechanism. More-
over, compared with ViT-B/16-based video action recognition methods, FreqTNet achieves
the highest accuracy with the lowest computational complexity. Specifically, it outperforms
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