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Abstract

While significant advancements have been made in video question answering (VideoQA),
the potential benefits of enhancing model generalization through tailored difficulty schedul-
ing have been largely overlooked in existing research. This paper seeks to bridge that gap
by incorporating VideoQA into a curriculum learning (CL) framework that progressively
trains models from simpler to more complex data. Recognizing that conventional self-
paced CL methods rely on training loss for difficulty measurement, which might not
accurately reflect the intricacies of video-question pairs, we introduce the concept of
uncertainty-aware CL. Here, uncertainty serves as the guiding principle for dynamically
adjusting the difficulty. Furthermore, we address the challenge posed by uncertainty by
presenting a probabilistic modeling approach for VideoQA. Specifically, we conceptu-
alize VideoQA as a stochastic computation graph, where the hidden representations are
treated as stochastic variables. This yields two distinct types of uncertainty: one related
to the inherent uncertainty in the data and another pertaining to the model’s confidence.
In practice, we seamlessly integrate the VideoQA model into our framework and conduct
comprehensive experiments. The findings affirm that our approach not only achieves en-
hanced performance but also effectively quantifies uncertainty.

1 Introduction
Video question answering (VideoQA) has garnered increasing attention from researchers in
recent years [9, 11, 14, 17, 22, 24, 32, 33, 40, 44, 50, 61]. Significant efforts have been
dedicated to enhancing various aspects of this task, including video encoding [9, 54], in-
teraction between video and questions [24, 26], and feature fusion [11, 44]. Nevertheless,
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existing works train VideoQA models in a random order, overlooking the fact that optimizing
a VideoQA model essentially involves a teaching process, during which the model learns to
answer questions of varying difficulties. It has been proven that presenting training examples
in a meaningful order, as opposed to random order, can enhance the generalization capacity
of models across a wide range of tasks [46, 56, 65]. Such strategies refer to curriculum learn-
ing (CL) [2] wherein the model is gradually exposed to basic knowledge before advancing to
more complex concepts, mimicking human learning. In this work, our goal is to incorporate
VideoQA into CL, aiming to enhance the performance of the models.

A major challenge in integrating CL with VideoQA is quantifying data difficulty. Many
existing self-paced curriculum learning (SPL) approaches utilize the training loss as a mea-
sure of difficulty quantification [12, 23, 29, 63]. However, this approach has its shortcom-
ings. Firstly, the training loss generally measures the discrepancy between predictions and
ground truth but cannot precisely reflect the inherent difficulty of data. For instance, a math
problem could be difficult even if it has a simple answer. Secondly, the training loss varies
significantly during training and across different tasks, necessitating a meticulous design of
the training scheduler for stable optimization and improved performance [23, 31, 51]. In re-
sponse to these challenges, we propose an enhancement to CL for VideoQA by incorporating
the principle of uncertainty into the dynamic scheduling of difficulty. We term this approach
uncertainty-aware curriculum learning (UCL) for VideoQA. Compared to the training
loss, uncertainty offers the advantage of being independent of the ground truth and better re-
flecting the inherent difficulty of the data. Intuitively, a high-uncertainty video-question pair
indicates the presence of potential noise or the model’s lack of confidence in its prediction,
making it more challenging to handle.

To quantify data uncertainty and alleviate its negative impact, we propose the utiliza-
tion of probabilistic modeling for VideoQA. Specifically, we treat VideoQA as a stochastic
computation graph [42], wherein a video and a question serve as inputs, subsequently un-
dergoing encoding into stochastic representations by a visual encoder and a text encoder.
The final predictive distribution of the answer is derived through a combination of the video-
question interaction module and the answer prediction module, employing variational in-
ference [25, 48]. Within the framework of probabilistic modeling, we define two forms of
uncertainty: feature uncertainty, which gauges the intrinsic uncertainty in the data, and pre-
dictive uncertainty, which quantifies the model’s confidence in its predictions. Notably, our
approach to probabilistic modeling and uncertainty quantification remains applicable to both
classification and regression tasks. Our contributions can be summarized as follows:

1) We develop a self-paced CL framework for VideoQA, where the difficulty of data is
measured by the uncertainty that reflects the inherent characteristic of data. 2) We propose
probabilistic modeling for VideoQA by considering VideoQA as a stochastic computation
graph to capture the data uncertainty and mitigate its impact. 3) We integrate VideoQA
into our framework and conduct extensive experiments. The results show that our method
achieves better performance and valid uncertainty quantification.

2 Related Work

2.1 Video Question Answering

Video question answering (VideoQA) is the generalization of visual question answering
[4, 5, 13, 35, 36, 39, 41, 49, 62] from image domain to the video domain. It requires tem-
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poral reasoning over a sequence of events in videos, and various techniques are exploited,
such as the attention mechanism [20, 21], graph neural networks [37, 44], memory net-
works [9, 11, 58], and hierarchical structures [30, 54]. Besides the efforts in improving
the model structure, many works develop new frameworks or methodologies for this task
[3, 32]. Recently, large-scale video-text pretraining has shown great power in promoting the
performance of multimodal video understanding [10, 59, 60]. However, they require large-
scale data and computational resources for training. In this work, we follow [3, 32, 44, 54]
and make comparisons only to the methods without pretraining to show the effectiveness of
modeling approaches instead of that of more training data. Despite the progress made in
VideoQA, existing works do not consider the impact of the order of training samples or the
uncertainty in the data. In this work, we propose a new training framework for VideoQA
concerning appropriate difficulty scheduling based on uncertainty.

2.2 Curriculum Learning
Curriculum learning (CL) [2] emulates the human learning process by starting with easier
tasks and gradually progressing to more challenging ones. Two central components of CL
are the difficulty measure and the training scheduler. In the case of self-paced CL (SPL,
where difficulty is measured during training), the loss function is often used as the difficulty
measure [12, 23, 29, 63]. Initially, during training, samples with higher losses are excluded
from optimization. As training advances, the threshold is gradually increased to incorporate
more complex data into the optimization process. However, relying solely on loss might
not accurately represent the inherent difficulty of data, as difficulty is an intrinsic attribute
of samples and should be independent of ground truth labels. To overcome this limitation,
we propose employing uncertainty as the difficulty measure for SPL. To the best of our
knowledge, [64] is the only work that also uses uncertainty for CL. However, our method
is essentially different from it: 1) We derive uncertainty by probabilistic modeling, while
it obtains data uncertainty by a pretrained language model (predefined CL); 2) We perform
CL by re-weighting the data, while it adopts baby step [2] to arrange data; 3) We focus
on VideoQA, while it addresses neural machine translation. The pretrained model and the
training scheduler based on baby step make [64] more complex to implement than ours.

2.3 Uncertainty Modeling
A great number of methods exploit data uncertainty and achieve considerable improvements
in various tasks [6, 15, 45, 57]. Besides, uncertainty has also been applied to CL [7, 64]. For
instance, in the case of [64], they incorporated data and model uncertainty into the CL pro-
cess for neural machine translation, focusing on pre-computed data uncertainty to facilitate
a baby-step-based CL approach. However, this approach introduces complexity due to the
need for prior data uncertainty computation. In contrast, our method stands out by dynam-
ically learning uncertainty during training, which is then utilized to adjust sample weights,
leading to a more straightforward and practical implementation. Moreover, the work pre-
sented in [7] utilized snippet-level uncertainty to assign varying weights to different snippets
in the context of weakly-supervised temporal action localization. This was accomplished
through the lens of evidential deep learning [1, 43], with a focus on addressing intra-action
variation. Our approach, however, distinguishes itself by introducing probabilistic modeling
for uncertainty quantification, with the primary objective of enhancing the generalization ca-
pacity of VideoQA models. More importantly, our framework is designed to be a versatile
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tool applicable to diverse VideoQA models and to improve their performance.

3 The Proposed Method

3.1 Uncertainty-Based Curriculum Learning
3.1.1 Self-Paced Curriculum Learning Revisit

Curriculum learning (CL) is a training strategy where the networks are trained from easy
data to hard data [12, 23, 29, 63]. It mimics the organization of curricula for humans, i.e.,
starting from basic knowledge to complex concepts. Initially, we introduce the concept of
self-paced curriculum learning (SPL) as follows. Given the training set {(xxxi,yi)}D

i=1, where
xxxi is the observation, yi is the ground truth, and D is the number of training data, SPL aims
to minimize the following loss in epoch e, L(ξξξ ,www;e) = 1

D ∑
D
i=1 wil

(
fξξξ (xxxi),yi

)
+ R(www;e),

where fξξξ is a network parameterized by ξξξ , l(·, ·) is a loss function (such as MSE and cross-
entropy), www = {wi}D

i=1 is the set of weights ranging from 0 to 1 for training data at epoch
e, and R(www;e) is the regularization preventing wi from dropping to 0. In the original SPL
[29], l1 norm is exploited as the regularization, i.e., R(www;e) =−λ (e)∑

D
i=1 wi, where λ (e) is

a scheduler (increasing function) determining the difficulty changing during training. The
optimal www can be analytically solved and given as follows,

w∗
i =

{
1, if l

(
fξξξ (xxxi),yi

)
< λ (e),

0, otherwise.
(1)

An intuitive explanation of the original SPL is that, in epoch e, only the training data whose
loss are less than λ (e) are used for optimization, where the loss can be regarded as a difficulty
measure and λ (e) is the threshold. As the training proceeds, λ (e) is gradually increased to
include more difficult data.

Recognizing that hard/binary weighting of samples might restrict the flexibility of SPL,
soft regularizers have been developed [12, 23]. Nonetheless, these SPL methods still rely
on the training loss to determine difficulty [12, 23, 29, 63], which has limitations in two
aspects: 1) The training loss typically measures the distance between predictions and ground
truth, failing to precisely reflect the inherent data difficulty that should remain independent of
ground truth; 2) The training loss varies significantly throughout training and across different
tasks, necessitating a more meticulous design of λ (e) for better performance.

3.1.2 Uncertainty-Based Curriculum Learning

To tackle the limitations of conventional SPL approaches, we introduce an approach called
uncertainty-based curriculum learning. In this method, we leverage uncertainty to quantify
the level of difficulty within the curriculum learning framework. In contrast to relying on the
training loss, the utilization of uncertainty offers a measure that remains independent of the
ground truth and effectively captures the intricacies of the data. Intuitively, a sample with
high uncertainty signifies the potential presence of noise or indicates that the model lacks
confidence in its prediction, thereby classifying the sample as more challenging to handle.

Concretely, in our SPL, the loss function in epoch e is defined as follows, L(ξξξ ;e) =
1
D ∑

D
i=1 wil

(
fξξξ (xxxi),yi

)
, where wi is computed as wi = 1−σ

(
Ui

λ (e)

)
, and Ui represents the

(normalized) uncertainty of the sample xxxi, which will be explained in more detail later. σ(·)
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denotes the Sigmoid function, and λ (e) is a monotonically increasing function. At the outset
of training, samples with low uncertainty (easier data) are assigned higher weights compared
to samples with high uncertainty (more challenging examples). As training progresses (with
increasing e), the weights of low-uncertainty samples and high-uncertainty samples converge
towards equality, ultimately resulting in the involvement of all data.

Essentially, the uncertainty Ui (and the weight wi based on it) proposed in this work is
a function of network parameters. Consequently, it would also possess gradients with re-
spect to these parameters during the backward propagation process. However, this should be
prevented because the model would predict the results that have no uncertainty eventually if
no constraint is applied to the weight wi. Previous SPL methods prevent this by applying a
regularization to the weight as shown in the previous section. Nevertheless, we lack knowl-
edge of the uncertainty prior across the training set, making it challenging to determine an
appropriate weight regularization. To overcome this hurdle, we take an alternative approach:
we detach the weight from the computation graph and nullify the gradients with respect to
the parameters, i.e., ∇ξξξ wi := 000,∀i = 1, · · · ,D.

3.2 Probabilistic Modeling for VideoQA

A remaining challenge for our UCL is the uncertainty quantification. To tackle this chal-
lenge, we propose probabilistic modeling for VideoQA. Specifically, we consider VideoQA
as a stochastic computation graph, where the input nodes are the video V and the question
Q. Following video encoding (parameterized by φ ) and question encoding (parameterized
by ψ), we obtain the stochastic video representation M and the stochastic question represen-
tation N. The distribution of the answer Y can be deduced by variational inference:

pφ ,ψ,θ (y|V,Q) =
∫

m,n
pφ ,ψ,θ (y,m,n|V,Q)dmdn =

∫
m,n

pθ (y|m,n)qφ (m|V )qψ(n|Q)dmdn.

Since the integral over (m,n) is intractable, we sample m and n from qφ (m|V ) and qψ(n|Q),
respectively, for K times to approximate the predictive distribution of Y , i.e., pφ ,ψ,θ (y|V,Q)≈
1
K ∑

K
k=1 pθ (y|mk,nk), where mk ∼ qφ (m|V ) and nk ∼ qψ(n|Q). In practice, we use the repa-

rameterization trick [28] to make the sampling differentiable. pθ (y|mk,nk) can be specified
for classification and regression as follows,

cls: pθ (y|mk,nk) = softmax(gk) , reg: pθ (y|mk,nk) =N (µk,σ
2
k ), (2)

where gk = g(mk,nk;θ) ∈ RC is the predicted logits (C is the number of classes), and µk =
µ(mk,nk;θ) and σ2

k = σ2(mk,nk;θ) are the predicted expectation and variance.
The proposed stochastic computation graph for VideoQA is optimized by maximizing

the evidence lower bound (ELBO) that is derived as follows1,

log pθ ,φ ,ψ(y|V,Q)≥ E(m,n)∼qφ ,ψ (m,n|V,Q)

[
log

pθ ,φ ,ψ(y,m,n|V,Q)

qφ ,ψ(m,n|V,Q)

]
= E(m,n)∼qφ ,ψ (m,n|V,Q) [log pθ (y|m,n)]− log p(V )p(Q)

−DKL
(
qφ (m|V )||p(m)

)
−DKL

(
qψ(n|Q)||p(n)

)
,

1The derivation can be found in the supplementary material.
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where DKL (·||·) is the Kullback–Leibler (KL) divergence. Since p(V ) and p(Q) are ir-
relevant to optimization, once we apply normal Gaussian prior to M and N (qφ (m|V ) =
N (µm,σ

2
m),qψ(n|Q) =N (µn,σ

2
n )), the objective can be re-written and approximated as

L(θ ,φ ,ψ) =− 1
K

K

∑
k=1

log pθ (y|mk,nk)+
α

2 ∑
d
(1+ log(σm)

2
d − (µm)

2
d − (σm)

2
d)

+
α

2 ∑
d
(1+ log(σn)

2
d − (µn)

2
d − (σn)

2
d),

where α is a hyper-parameter. For classification/regression, log pθ (y|mk,nk) is specified as

cls: log pθ (y|mk,nk) = log pk
c∗ , reg: log pθ (y|mk,nk) =− 1

σ2
k
(µk − y)2 − logσ

2
k − log2π,

where pk
c∗ is the predictive probability for the correct class c∗, and y is the ground truth value.

We then define two types of uncertainty for difficulty quantification based on our prob-
abilistic modeling: feature uncertainty and predictive uncertainty. Feature uncertainty mea-
sures inherent uncertainty in data such as noise, blur and occlusion in videos. This type
of uncertainty is computed based on the variance of pθ (y|mk,nk) across different sampling
results. Concretely, the feature uncertainty for classification is defined as the variance of
predicted logits, while the feature uncertainty for regression is computed as the variance of
predicted expectations, i.e.,

cls: UF =
1

CK

∥∥∥∥∥ K

∑
k=1

(gk − ḡ)2

∥∥∥∥∥
1

, reg: UF =
1
K

K

∑
k=1

(µk − µ̄)2, (3)

where ḡ= 1
K ∑

K
k=1 gk ∈RC and µ̄ = 1

K ∑
K
k=1 µk ∈R are the average of predicted logits and that

of predicted expectations, respectively, and the power in Eq. 3 is performed element-wisely.
Feature uncertainty essentially measures the difference among the predictions from different
sampled features. That is to say, if the variances of feature m and n are zeros (i.e., there is no
uncertainty in them), the computed feature uncertainty would be zero because the random
sampling degrades to a deterministic process. As for the predictive uncertainty, it measures
the confidence of the model in the final outputs. Concretely, this type of uncertainty for
classification is defined as the entropy of the output distribution, while for regression, we use
the predicted variance as the predictive uncertainty, i.e.,

cls: UP =−
C

∑
c=1

pc log pc, reg: UP =
1
K

K

∑
k=1

σ
2
k , (4)

where pc =
1
K ∑

K
k=1 pk

c is the predicted probability of class c. A lower predictive uncertainty
means the model has more confidence in its prediction. The proposed feature uncertainty and
predictive uncertainty depict the inherent characteristics of data and are agnostic to ground
truth, which are more reasonable for the difficulty measurement in SPL.

Despite that the above two types of uncertainty can measure the difficulty of data, they
cannot be directly applied to SPL because their ranges are intractable, which makes it dif-
ficult to determine suitable schedulers for SPL (similar to the design of λ (e) in the original
SPL). To address this issue, we assume they are Gaussian distributed and normalize them
to the standard Gaussian distribution, i.e., Ū = U−E[U ]√

Var[U ]
, where U represents UF or UP, and
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E[U ] and Var[U ] are the mean and the variance of the uncertainty U , respectively. Conse-
quently, ŪF ,ŪP ∼ N (0,1) and they are statistically bounded. Since the mean and variance
for the whole dataset are intractable, we use batch normalization [18] as a practical means
to estimate the normalized uncertainty. In this work, we exploit the two types of normalized
uncertainty for SPL. To maintain simplicity, we still use U to denote normalized UF or UP

2.

3.3 Uncertainty-Aware Curriculum Learning for VQA
In this section, we show how a VideoQA model can be adapted into our framework. Specifi-
cally, we choose MASN [44] for our purpose because 1) it is a typical VideoQA model with
clear VideoQA modules; 2) it uses various types of visual features that may contain more
uncertainty in the hidden space.

We first follow the process in MASN to obtain the visual features. Concretely, for a video
of T frames, if N objects are detected in each frame, we can obtain the global appearance

features {gggt
a}

T
t=1, global motion features {gggt

m}
T
t=1, local appearance features

{
lllit

a

}N,T

i=1,t=1
,

and local motion features
{

lllit
m

}N,T

i=1,t=1
, where gggt

a ∈ R1024 and gggt
m, lll

it
a , lll

it
m ∈ R2048. The vi-

sual encoders in MASN forappearance feature and motion feature are essentially two graph
convolution networks (GCNs) [52] where the object features are modeled as a graph. Specif-
ically, the spatial information (coordinates of bounding boxes) and the temporal information
(the encoding of frame indexes) are first fused with the local features. Similarly, the tempo-
ral information is fused with the global features. The final node representations are the local
features combined with global features. Linear projections are applied to the above feature
fusions. Concretely, the node nnnit is computed as follows,

l̂ll
it
= ReLU

(
WWW l

[
lllit ,bbbit ,sss(t)

])
, ĝggt =WWW ggggt + sss(t), nnnit = ReLU

(
WWW n

[
l̂ll

it
, ĝggt

])
, (5)

where bbbit ∈ R4 is the coordinate of the bounding box of the i-th object in the t-th frame,
sss(t) is the sinusoidal function for time-step encoding [47], [·] represents concatenation, and
WWW l ,WWW g,WWW n are parameters. For simplicity, we flatten the two indexes of nnnit and denote them
as {nnnz}Z

z=1, where Z = NT is the number of all objects in the video.
We combine all the nodes {nnnz}Z

z=1 to form a object matrix NNN ∈ RZ×d , where d is the
dimension of the node representations. The adjacent matrix for the graph is computed based
on the dot-product of the projected nodes, i.e, AAA= softmax

(
(NNNWWW 1)(NNNWWW 2)

T
)
, where WWW 1,WWW 2

are parameters. The visual features are then encoded by a GCN, i.e., MMM =GCN(NNN,AAA), where
MMM ∈ RZ×d contains interaction information among objects.

In this work, we encode the video to a probabilistic representation, which is defined
as the combination of all encoded objects R = {rrrz}Z

z=1. rrrz is the encoded z-th object in
the video, which is modeled as a multivariate Gaussian distribution, i.e., rrrz ∼N (µµµz,σσσ zIIId),
where µµµz,σσσ z ∈ Rd is the expectation and the variance, and IIId is the d-order identity matrix
(we assume the dimensions in rrrz are independent). The expectation and variance are ob-
tained from MMM with a two-layer perceptron (MLP) as follows, µµµz,σσσ z = MLP(MMMz), where
MMMz ∈ Rd is the z-th row in MMM. In practice, we use the reparameterization trick to sam-
ple K sets of visual representations {Rk}K

k=1, where Rk =
{

rrrz
k

}Z
z=1 and rrrz

k = µµµz +σσσ z ⊙ εεε
z
k

(εεεz
k ∼ N (000, IIId)). {Rk}K

k=1 is then exploited for video-question interaction. Note that the

2The pseudo code is provided in the supplementary material
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process above is parallel for appearance encoding and motion encoding, and thus two types
of visual representations are obtained.

The question encoder consists of word embedding and LSTM [16]. Specifically, the
words in the question are converted to 300D vectors by GloVe [38]. Then a linear projection
and LSTM are applied to process the word sequence. For a question of J words, the LSTM
encodes it to a sequence of hidden states

{
www j ∈ Rd

}J
j=1

3.
After obtaining the appearance/motion representation and the question encoding, ap-

pearance / motion-question interaction is applied, by which the appearance/motion-question
interacted representation is obtained. Finally, the above two cross-modal representations are
fused to obtain the video-question feature sss ∈ Rd for answer prediction4. Since we have K
sets of appearance/motion representations from sampling, we compute K features {sssk}K

k=1.
For the regression task, the answer is predicted by projecting sss to two scalars (predicted ex-
pectation and variance). For the classification task, the answer distribution is computed by
projecting sss to logits and applying Softmax to the logits. For the multi-choice task, we first
concatenate the question and each answer, and then model VideoQA as binary classification.
The prediction is the answer with the highest correct probability.

4 Experiments

4.1 Implementation Details
In the probabilistic modeling, the visual representations are sampled five times during train-
ing and ten times during testing. As for the CL scheduler λ (e), we employ a linear5 function
with increasing values over epochs, ranging from 3 to 7. The model is trained with a learning
rate of 1×10−4 and a batch size of 32, utilizing the Adam optimizer [27]. All experiments
are conducted using PyTorch with NVIDIA A100 GPUs. We evaluate our methods on four
datasets: TGIF-QA [19], NExT-QA [53], MSVD-QA [55], and MSRVTT-QA [55]. Specifi-
cally, TGIF-QA consists of four sub-tasks: Count, FrameQA, Action, and Transition.

4.2 Comparisons with Existing Methods
In this section, we compare our model with the existing methods. As we discussed in Related
Work, we follow HQGA [54], IGV [32], and ATP [3], and compare only with the methods
without large-scale video-text pretraining for fair comparisons. We carefully selected the
compared methods based on specific criteria: 1) the state of the art in recent years such
as MASN [44], IGV [32], and HQGA [54]; 2) the methods that report results on the corre-
sponding datasets in the original paper. In summary, we compare the best and result-available
methods on each dataset.

4.2.1 Results on TGIF-QA

The results on TGIF-QA are shown in Table 1(left). Note that UCLQAF /UCLQAP in the
table represents our model trained with feature/predictive-uncertainty-aware CL. As we can

3We do not apply probabilistic modeling to question as our prior experiments show it brings no improvement.
4Please refer to the supplementary material for the details about the video-question interaction module and

appearance-motion fusion module.
5Concave/convex functions yield similar results to the linear one after tuning hyperparameters.
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Table 1: (left) The results on TGIF-QA. The metric is MSE for Count and is accuracy (%) for
others. ∗ means the result is re-implementation with the official codes. UCLQAF /UCLQAP
represents our model trained with feature/predictive-uncertainty-aware CL. (right) The re-
sults on NExT-QA. The metric is accuracy (%). MASN∗ is re-implementation.

Models Count↓ FrameQA↑ Action↑ Trans.↑
B2A [37] 3.71 57.5 75.9 82.6
HAIR [34] 3.88 60.2 77.8 82.3
HOSTER [8] 4.13 58.2 75.6 82.1
MASN [44] 3.64∗ 58.5∗ 82.1∗ 85.7∗

HQGA [54] 3.97∗ 61.3 76.9 85.6
IGV [32] 3.67∗ 52.8∗ 78.5∗ 85.7∗

UCLQAF 3.22 60.5 84.0 87.7
UCLQAP 3.22 60.4 84.0 87.8

Models Val. Testing

Causal Temp. Descrip. All

CoMem [11] 44.2 45.9 50.0 54.4 48.5
HCRN [30] 48.2 47.1 49.3 54.0 48.8
HME [9] 48.1 46.8 48.9 57.4 49.2
MASN∗ [44] 50.8 47.7 49.4 57.8 49.8
HGA [24] 49.7 48.1 49.1 57.8 50.0
IGV [32] — 48.6 51.7 59.6 51.3
ATP [3] — 48.6 49.3 65.0 51.5
HQGA [54] 51.4 49.0 52.3 59.4 51.8

UCLQAF 51.6 49.4 50.6 61.9 51.8
UCLQAP 52.3 50.3 50.5 61.8 52.2

see from the results, both UCLQAF /UCLQAP achieve state-of-the-art performance on all
sub-tasks except for FrameQA. The improvements on the three sub-tasks are significant
compared with the previous methods. As for FrameQA, HQGA [54] achieves the best re-
sults for its hierarchical structure that is effective in capturing the global dependencies, and
such global dependencies are crucial to FrameQA. Note that the state-of-the-art method, IGV
[32], is not effective on FrameQA and achieves the worst performance. Besides, UCLQAF
and UCLQAP have similar performance on all sub-tasks of the TGIF-QA dataset.

4.2.2 Results on NExT-QA

We compare our methods with previous ones on NExT-QA. The results (accuracy on the val-
idation/testing set) are shown in Table 1(right). As we can see from the results, our UCLQAF
achieves better performance than the state-of-the-art methods, i.e., IGV [32], ATP [3] and
HQGA [54]. Specifically, the improvement in the accuracy on descriptive questions are sig-
nificant compared to previous results. As for UCLQAF , it further promotes the performance
to a noticeable extent compared to HQGA and UCLQAF . Besides, the improvement on
causal questions is noteworthy. Nevertheless, our methods obtain inferior results on tem-
poral questions. We assume the reason is that MASN models the relations among objects
across frames, which diminishes the impact of temporal information on answer prediction6.

5 Conclusion
In this paper, we propose a novel uncertainty-aware CL framework for VideoQA, where dif-
ficulty is gauged using uncertainty as a measure. To capture data uncertainty and mitigate its
negative impact, we present a probabilistic modeling for VideoQA. Specifically, VideoQA
is reformulated as a stochastic computation graph, wherein hidden representations of videos
and questions become stochastic variables. Within this probabilistic modeling framework,
we define feature uncertainty and predictive uncertainty to guide curriculum learning. In
practice, we seamlessly integrate the VideoQA model into our framework and conduct ex-

6Please find the ablation study and more analysis in the supplementary material.
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periments to demonstrate the superiority of our methods. The results illustrate that our ap-
proach achieves state-of-the-art performance across multiple datasets, while also providing
meaningful uncertainty quantification for VideoQA.
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