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Abstract

Occlusion boundaries (OBs) geometrically localize occlusion events in 2D images
and provide critical cues for scene understanding. In this paper, we present the first sys-
tematic study of Interactive Occlusion Boundary Estimation (IOBE), introducing MS3PE —
a novel multi-scribble-guided deep-learning framework that advances IOBE through two
key innovations: (1) an intuitive multi-scribble interaction mechanism, and (2) a 3-
encoding-path network enhanced with multi-scale strip convolutions. Our MS3PE sur-
passes adapted baselines from seven state-of-the-art interactive segmentation methods,
and demonstrates strong potential for OB benchmark construction through our real-
user experiment. Besides, to address the scarcity of well-annotated real-world data, we
propose using synthetic data for training IOBE models, and developed Mesh2OB, the
first automated tool for generating precise ground-truth OBs from 3D scenes with self-
occlusions explicitly handled, enabling creation of the OB-FUTURE synthetic bench-
mark that facilitates generalizable training without domain adaptation. Finally, we intro-
duce OB-LIGM — a high-quality real-world benchmark comprising 120 meticulously
annotated high-resolution images advancing evaluation standards in OB research. Source
code and resources are available at https://github.com/xul-ops/IOBE.
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Figure 1: Overall workflow. During testing,
given an image from the real-world benchmark OB-
LIGM, MS3PE (i) predicts initial occlusion boundaries
(OBs); (ii) receives all false negative (FN) & false positive
(FP) scribbles from a human annotator, and (iii) outputs
the refined result. For training, we generate synthetic data
by applying Mesh2OB to the 3D-FUTURE dataset [14],
creating the synthetic benchmark OB-FUTURE.

Occlusion is a common phenomenon in 2D
images of natural scenes and poses a sig-
nificant challenge to achieving high-quality
visual understanding. Despite the numer-
ous works on occlusion handling (e.g., [15,
18, 29, 37, 54, 55, 71]), effectively address-
ing it remains a major challenge in com-
puter vision. As a key feature for char-
acterizing occlusions, Occlusion Boundary
(OB) has been studied for a long time,
both independently (e.g., [3, 4, 19, 63, 67])
and in conjunction with orientations (i.e., occluder/occludee relationships) for OB (e.g.,
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(a)CMU [62] (b) BSDS ownership[58] (c) PIOD [70] (d) NYUv2-OC++[56] (e) iBims1_OR[54] (f) InteriorNet_OR[54] (g) OB-FUTURE (h) OB-LIGM

Figure 2: Benchmark visualization. Red curves indicate OB ground truths. Blue boxes
highlight representative regions containing missing, incomplete, and/or erroneous OBs.

[13, 16, 54, 69, 70]). Various equivalents and analogues of it have been leveraged to improve
the performance of scene understanding tasks, such as depth estimation, re�nement, and or-
dering [16, 25, 48, 54, 72, 78], and 3D reconstruction and mesh recovery [6, 27, 28, 34, 74].

A signi�cant number of studies of OB estimation have been carried out (e.g., [13, 16,
19, 20, 54, 63, 67]), mainly based on the benchmarks shown in Fig. 2(a-d). However, the
Ground Truths (GTs) in those benchmarks were subjectively labeled without any uni�ed
pattern, making them open to debate. For instance, lots of objects' OBs inPIOD are over-
looked, and only visible depth discontinuities inNYUv2-OC++are annotated, which results
in incomplete object contours. The presence of subjective bias in their GTs provided, along
with the insuf�cient quality/precision of the GTs (see Table 1), hinders the scienti�c and
systematic study of OB. Later, amathematical de�nitionhas been introduced in [67], which
speci�es that a small section of an OB represents an occlusion event caused by the 3D sur-
faces corresponding to the 2D regions on either side of the boundary, and that all occlusion
events in the entire image are considered together. This de�nition establishes that OBs are
derived from the 3D geometry of the scene relative to the camera. Notably, OBs can arise
in both inter-object regions (e.g., between distinct objects) and intra-object regions, where
self-occlusion boundariesoccur due to occlusions between constituent parts of a single ob-
ject. This leads to a key property of OBs: theirclosure-indeterminacy—they may appear in
either open or closed contours in the 2D image plane (Fig. 2 (g,h)). In practice, a non-closed
OB often partially or totally lies in a region with a single photometric model (e.g., the self-
occlusion boundaries of the washbasin and the �ush toilet in the bottom image of Fig. 2 (h)),
as the two sides belong to the same object. These properties fundamentally distinguish OB
estimation from those segmentation tasks that partition an image into connected regions,
making it suf�ciently unique to warrant independent study as a distinct research problem.

Interactive Segmentation (IS) methods (e.g., [41, 61, 76]) aim to segment speci�c objects
or parts in an image through minimal user input. As a fundamental task in computer vision,
IS has found widespread applications in photo editing and medical image analysis. More
importantly, it plays a critical role in ef�ciently building and expanding datasets, serving as
a pixel-level interactive AI system that follows human intent. Interactive mechanisms in IS
leverage human guidance to resolve ambiguities that automated models often struggle with,
enabling the correction of prediction errors and the segmentation from unseen classes. Like
IS, OB estimation bene�ts from human-in-the-loop interaction to disambiguate challenging
cases. OB cues are typically subtle and can be easily confused with edges resulting from
lighting variations, texture patterns, or re�ections. Additionally, they may fail to capture self-
occlusion boundaries that occur within object contours. In addition, OB estimation suffers
from a scarcity of high-quality annotated data. In such cases, user-provided interactions offer
attention priors that help models focus on true occlusion cues grounded in the 3D structure


