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Motivation

CAM variants yields a heatmap that highlights discriminative regions for a given class by

linearly combining feature maps with per-channel weights.
e.g., CAM, Grad-CAM, Grad-CAM++, etc.
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Softmax-Induced Distortions
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Why Softmax fails for CAMs?
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e Uniform shift of f; weights arbitrarily brightens/dims the feature map.

For semantically valid linear combination, the weight w; ; should satisfy:

1. Relative magnitude: how important channel i is for class k than others.
2. Sign semantics: w;;, > 0 for evidence; w;;, < 0 for inhibition.

However, softmax’s invariances violate these assumptions.

Solution: Dual-Branch Sigmoid Head

new sigmoid branch with identical

Training

e Replicate a pretrained classifier into

architecture and fresh parameters.

e C(Class-balanced BCE to correct strong
imbalance.
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e The original softmax head and
backbone remain frozen.

Quantitative Results

1. Results on Weakly-Supervised Object Localization (WSOL)
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e Flipping sign of all weights inverts CAM contributions.
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—> ldentical classification outputs ( y,’ = Ce ke{,c+ ~ =1y, ) produce drastically different

localization maps. c=1

Can we decouple localization from classification?
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e Localization: Compute per-channel
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All without any drop in classification accuracy!

Why it works? “Sigmoid Branch Semantics”

e Relative importance — BCE objective ensures within-class comparability; Larger \wi,k\ denotes stronger influence on s, for class k
e 3Sign semantics (evidence-only mapping) — Since o(-) strictly increases, weight sign encodes evidence (+) vs. inhibition (-)

ImageNet-1K

Openlmages-30K

Backbone Metoad Topl Cls Topl Loc GTLoc MBAv2 | Topl Cls PxAP
CAM!" 66.56 43.13 59.54  60.00 70.00  58.17

+ Onis = 43.14 59.57  60.25 = 60.11

VGG-16 A — (+0.01) (+0.03) (+0.25) — (+1.94)
Grad-CAM?|  69.61 37.04 49.02  52.49 70.12  55.25

4 Ohirs _ 44.68 59.43  60.17 _ 56.53

A - (+7.64) (+10.41)  (+7.68) - (+1.28)

CAM 73.89 47.69 60.80  63.53 74.02  59.36

+ Ofire _ 49.44 62.68  64.73 _ 60.49

A — (+1.75) (+1.88) (+1.20) — (+1.13)

ResNet-50 | eragrcann|nnsooi 41.14 5528  57.04 74.02  60.56
+ Ours _ 40.34 53.61  57.98 _ 60.24

A — (-0.80) (-1.67) (+0.94) — (-0.32)

CAM 69.72 42.16 57.69  63.51 5622  62.25

+ Ours _ 44.11 60.12  64.98 _ 63.65

: A — (+1.95) (+2.43) (+1.47) — (+1.40)
InceptionV3 | rcaninlmerro 34.57 4635  52.30 68.56  49.64
+ Ours _ 33.72 45.18  53.06 _ 48.16

A — (-0.85) =117 (+0.76) — (-1.48)

o Consistently enhanced Top-1 Localization gains, with only minor trade-offs in select
Grad-CAM cases.

2. Results on Fine-grained Explanation Fidelity

Qualitative Results

e WSOL results on ImageNet-1K for VGG-16 (top) and ResNet-50 (bottom) (G 1, Pred)

CAM +0urs Grad-CAM +0urs CAM +Ours - Grad-CAM +Ours

e Visualization of our model on fine-grained dataset
CAM Grad-CAM +0urs Grad-CAM++
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Basiboine | Methad CUB-200-2011 Stanford Cars
% Avg Drop (1) % Inc Conf (1) | % Avg Drop (1) % Inc Conf (1)
CAM 45.36 7.08 31.45 9.68
+ Ours 37.20 (-8.16) 18.86 (+11.78) 43.58 (+12.13) 10.74 (+1.06)
Grad-CAM 38.88 11.36 56.10 8.11
+ Ours 35.66 (-3.22) 22.06 (+10.70) 9.96 (-46.14) 19.46 (+11.35)
VGG.16 | Orad-CAM++ 31.11 14.46 39.63 11.71
+ Ours 33.98 (+2.87) 21.75 (+7.29) 9.46 (-30.17) 18.46 (+6.75)
XGrad-CAM ! 38.56 11.10 50.59 90.14
+ Ours 38.04 (-0.52) 20.99 (+9.89) 9.69 (-40.90) 20.53 (+11.39)
Layer-CAMP 37.19 1127 47.51 9.70
+ Ours 41.58 (+4.39) 19.50 (+8.23) 10.51 (-37.00) 19.39 (+9.69)
CAM 44.17 14.76 48.86 4.32
+ Ours 13.86 (-30.31) 18.42 (+3.66) 3.77 (-45.09) 40.62 (+36.30)
Grad-CAM 46.38 13.07 29.53 14.56
+ Ours 19.07 (-27.31) 13.22 (+0.15) 3.66 (-25.87) 41.41 (+26.85)
ResNet-50 Grad-CAM++ 43.15 14.50 24.68 17.31
+ Ours 18.88 (-24.27) 13.72 (-0.78) 3.65 (-21.03) 41.62 (+24.31)
XGrad-CAM 46.38 13.07 29.53 14.56
+ Ours 19.07 (-27.31) 13.22 (+0.15) 3.66 (-25.87) 41.41 (+26.85)
Layer-CAM 43.69 13.91 22.64 18.90
+ Ours 19.07 (-24.62) 13.22 (-0.69) 3.66 (-18.98) 41.39 (+22.49)

o Sharply reduced drop and elevated confidence, improving explanation fidelity.

Ablation Study

e Computational overhead on ImageNet-1K

Backbone Training Time (h) Inference Time (ms) # Params (M)
Baseline Ours A (%) Baseline Ours A (%) Baseline Ours A (%)
VGG-16 17.67 20.87 +3.20(18.11) 84.7 101.2 +16.5(19.48) | 2046 21.49 +1.03(5.03)
ResNet-50 58.19 70.69 +12.50(21.48)| 1174 1384 +21.0(17.89) | 25.56 27.61 +2.05 (8.02)
InceptionV3 | 5042 52.84 +2.42 (4.80) 108.1 1234 +15.3(14.15) | 26.51 27.54 +1.03 (3.89)

*Inference time is measured per image and includes the cost of CAM generation.
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