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Abstract

Few-shot font generation aims to create new fonts with a limited number of glyph
references. It can be used to greatly reduce the labour cost of manual font design. How-
ever, due to the variety and complexity of font styles, the results generated by existing
methods often suffer from visible defects, such as stroke errors, blurriness or distorted
shapes. To address these issues, we propose GC-Font, a novel framework which inte-
grates a Global Contextual Feature Modelling (GCFM) module. Specifically, this mod-
ule is inserted between the content encoder and decoder, where it fuses convolution and
attention mechanisms to process intermediate feature maps and injects enhanced global
contextual features into the decoder. Moreover, we apply adaptive convolutions to the
low-level feature maps from the content encoder to strengthen contextual correlations.
In addition, a skeleton consistency loss and an edge consistency loss are also designed
to improve geometric alignment. Extensive experiments reveal that our GC-Font out-
performs the state-of-the-art methods in both qualitative and quantitative evaluations,
demonstrating its effectiveness on diverse font styles. Our source code can be found at
https://github.com/wrchen2001/GC-Font.

1 Introduction
The task of few-shot font generation enables the transfer of font styles from a source domain
to a target domain based on only a few reference images. It can significantly alleviate the
burden of extensive and time-consuming manual design. Nowadays, with the rapid devel-
opment of deep learning [2, 6], researchers have made great advances in creating gratifying
fonts. Early approaches typically disentangle the content and style representations of fonts,
then integrate them to directly synthesize new glyphs [29, 33]. In addition, some works adopt
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structure-aware representations [19, 20], which mainly decompose characters into different
components based on their structures and extra multiple style representations. Nevertheless,
existing methods still have several drawbacks. The highly diverse and intricate nature of
font styles often leads to obvious defects in synthesized results, like incomplete or extrane-
ous strokes, anomalous blurriness and distorted shapes. Besides, while many approaches are
concerned with the local patterns of glyphs, they usually ignore the importance of capturing
global contextual dependencies within the feature maps. Considering that many logographic
scripts rely on global structure to convey stylistic integrity, this neglect would make it diffi-
cult to maintain precise glyph shapes, especially for some complex characters.

To tackle the aforementioned challenges, we put forward a novel end-to-end few-shot
font generation method called GC-Font. To be specific, we design an innovative Global
Contextual Feature Modelling (GCFM) module, which is strategically placed between the
content encoder and decoder. This module efficiently integrates convolutional operations
with the attention mechanism, allowing the model to capture the global stylistic represen-
tations while maintaining the fidelity of intricate structural elements. In addition, we also
employ adaptive convolutions on the low-level content feature maps to improve the model’s
capacity to encapsulate contextual relevance. Apart from these, to strengthen the geomet-
ric alignment, we bring in two specialized loss functions: skeleton consistency loss and
edge consistency loss. Skeleton consistency loss ensures the accurate preservation of critical
skeletons, while edge consistency loss focuses on retaining the sharp and smooth character
boundaries. Consequently, our method yields superior and impressive stylization perfor-
mance, highlighting its potential for practical applications.

To sum up, the major contributions of this paper are as follows:

• We devise an inventive Global Contextual Feature Modelling (GCFM) module, which
consists of convolution operations and an attention mechanism to better augment the
global contextual features. Based on this, we introduce GC-Font, a new font genera-
tion framework that facilitates accurate style transfer while preserving glyph integrity.

• We embed adaptive convolutions within the content encoder, enabling dynamic adjust-
ments of convolutional filters according to the input data. Besides, we also design two
auxiliary loss functions, skeleton consistency loss and edge consistency loss, to better
improve the overall visual consistency.

• Extensive experimental results verify that our GC-Font surpasses the leading models
in both qualitative and quantitative evaluations, which demonstrates its effectiveness
and generalizability on diverse font styles and characters.

2 Related Work
Image-to-Image Translation. Image-to-image (I2I) translation is to convert an image from
one domain to another while preserving its semantic content. Previous methods, such as
Pix2pix [10] and CycleGAN [36], mainly leveraged Generative Adversarial Network (GAN)
[6] for supervised or unsupervised settings. Later, several few-shot methods, including FU-
NIT [16] and ManiFest [21], were proposed to simultaneously generate various style outputs
from the same input. Recently, diffusion models have shown great promise in I2I translation
tasks. For instance, ILVR [4] generated high-quality images based solely on a pre-trained un-
conditional Denoising Diffusion Probabilistic Model (DDPM) [9] with one reference image.
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SCDM [12] applied stochastic perturbations and conditioned I2I translation on the diffused
labels. Notably, since font generation can be viewed as a special I2I translation task, many
generic I2I translation approaches can be adaptively modified for font generation.
Few-Shot Font Generation. Few-shot font generation aims to generate a required font
library with just a handful of glyph references. A classical idea involves extracting con-
tent and style features from the input source and reference images, respectively. EMD [33]
and AGIS-Net [5] disentangled style and content as two domains, and modelled each font
style as a universal representation. DG-Font [29] applied deformable convolutions to ex-
tract content features, while CF-Font [26] further extended it with a content fusion module.
FontDiffuser [30] implemented a multi-scale content aggregation block along with a style
contrastive refinement module to guide the transfer. To handle highly-structured characters,
some researches utilized prior domain knowledge, like stroke decomposition, to optimize the
final results. LF-Font [19] represented component-wise styles via low-rank matrix factoriza-
tion. MX-Font [20] leveraged multiple experts with bipartite matching to extract localized
features. CG-GAN [13] trained a component predictor to better supervise the generator dur-
ing adversarial training, while FsFont [24] built a character-reference mapping relationship
and employs cross attention to align the patch-level features. Diff-Font [7] infused predefined
embedding tokens into the diffusion model to support the sampling process. DP-Font [47]
adopted a multi-attribute guidance and a strict stroke order to direct the generation process.
IF-Font [3] applied the ideographic description sequence to control the glyph semantics.
However, these methods still demanded the component labels. In contrast, VQ-Font [17]
employed a vector quantization-based encoder to automatically extract components. De-
spite the remarkable progress, existing approaches often neglect the necessity of capturing
global contextual features within content representations, which would easily lead to de-
graded structural fidelity and distorted glyphs in the generated results.

3 The Proposed Method

3.1 Overall Scheme

Given a set of k reference images x = {x1,x2, ...,xk} and one content image Ic, our model
aims to generate a target character Io that retains the content of Ic while adopting the style of
x. As illustrated in Fig. 1(a), the generator network mainly includes six parts. Among them,
the reference encoder Er extracts the style representations from x and encodes them into a
vector fs = { f1, f2, ..., fk}. The content encoder Ec maps Ic to a feature representation fc.
It is pre-trained via a Residual-Quantized Variational Auto-Encoder (RQ-VAE) to acquire
a component-wise codebook Fc as well. Next, the style-content fusion module integrates
Fc and fs to derive the style feature fsa. Besides, the content alignment module re-weights
and aggregates the feature vector fs to get the aligned content feature fca. Furthermore, our
proposed Global Contextual Feature Modelling (GCFM) module transfers global contextual
features from the content encoder to the decoder to refine the generation quality. Ultimately,
the decoder Dr generates the target image Io by concatenating fc, fsa, and fca as inputs.

During the model’s training process, a multi-task discriminator Ds,c is employed to dis-
tinguish between the real and generated images, as shown in Fig. 1(b). Moreover, to ensure
that the generated glyph can accurately reflect the reference style while preserving the in-
put content structure, the discriminator also performs the classification on each character,
identifying both its style and content categories.
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Figure 1: The framework of our proposed GC-Font model.

3.2 Glyph Feature Decomposition and Content Alignment Module
Glyph Feature Decomposition. In our method, the content encoder is pre-trained using a
glyph feature decomposing network that maps each character into a component-wise code-
book for image reconstruction. As illustrated in Fig. 2(a), the network comprises a content
encoder Ec and a reconstruction decoder Dr, connected through a discrete space with a learn-
able codebook Fc of size U . Among them, adaptive convolution [1], employed in Ec, first
applies a conditioned 2D style filter f to modulate feature channels based on the local neigh-
bourhood N(x) around each spatial location x, and subsequently expands the style parameters
into a separable and pointwise convolution tensor q ∈ RC for C input channels as follows:

AdaConv(x) = ∑
c∈C

qc

(
∑

xi∈N(x)
fi

(
xi −µx

σx

)
+b

)
(1)

where µx and σx are the channel-wise mean and standard deviation, while b denotes the bias.
Given a character image I f , the content encoder Ec first maps it into a continuous feature

representation Zc. Then, we adopt Residual Quantization (RQ) [14] to discretize Zc. Ex-
plicitly, starting from the initial residual r0 = Zc and a quantization depth D, at each depth
d ∈ {1,2, ...,D}, RQ iteratively selects the index pd that minimizes the distance between the
current residual rd−1 and the embedding vector e(p) in the codebook Fc as:

pd = argminp∈Fc
∥rd−1 − e(p)∥2

2

rd = rd−1 − e(pd)
(2)

The final quantized vector Zq is obtained by accumulating all the D residual embeddings,
which is fed into the reconstruction decoder Dr to generate the reconstructed glyph Ir.

During pre-training, Ec and Dr are optimized by minimizing an objective function Lpre
that contains a reconstruction loss Lrec and a commitment loss Lcom, defined as:

Lpre = Lrec +βLcom = ∥Ir − I f ∥1 +β

D

∑
d=1

∥Zc − sg[Z(d)
q ]∥2

2 (3)
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Figure 2: The architecture of glyph feature decomposing network and global contextual
feature modelling module in GC-Font model.

where sg denotes the stop-gradient operator and β is a balancing hyper-parameter. Experi-
mentally, we set β to 0.25, the quantization depth D to 3 and the codebook size U to 100.

Upon completing pre-training, we fix the content encoder Ec along with the codebook Fc
to build the font generation model. To be noticed, although the reconstruction decoder Dr
shares the same architecture with the generation model’s decoder, the latter is re-initialized
and trained from scratch during the main training phase.
Content Alignment Module. From a perceptual perspective, reference characters sharing
similar elements with the input glyph should be more concerned during the style transfer
process [35]. Therefore, in the content alignment module, we first extract the content features
f c
s = { f c

1 , f c
2 , ..., f c

k } from reference images via the content encoder Ec. Besides, to ensure
dimension compatibility, both f c

s and fc are reshaped to f c
s and fc. Then, the similarity values

are calculated via the normalized cross-correlation measurement [23] as follows:

Φia =
⟨ f ca

i , f a
c ⟩∥∥ f ca

i

∥∥∗∥∥ f a
c
∥∥ ,a ∈ {1,2, . . . ,B} (4)

where a refers to the position within the B-dimensional channel and Φia represents the simi-
larity between the a-th channel of the i-th reference image and the content image. Next, we
normalize these values channel-wise into Φia using the softmax function, and apply them to
weight the reference style feature representations to form the aligned content feature fca by:

fca = concata

(
k

∑
i=1

Φia f a
i

)
(5)

3.3 Style-Content Fusion Module

The style-content fusion module is built upon multi-head transformer [25] with m parallel
attention heads. For the i-th head, we apply two linear projections to obtain the key matrix Ki
and the value matrix Vi from the feature maps fs, respectively. Meanwhile, the query matrix
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Qi is derived by projecting the codebook Fc with a learnable weight. Then, the attention
output can be formulated as:

Ai = Attention(Qi,Ki,Vi) = softmax
(

QiKT
i√

di

)
Vi (6)

where di denotes the dimension of Ki. The outputs from all the heads are concatenated and
passed through a linear projection Ws to produce the final fused feature Fs by:

Fs = concat(A1,A2, ...,Am)Ws (7)

In our experiments, we set m to 8 in three stacked transformer layers. For each input
glyph, its style feature fsa can be aggregated from Fs by searching for the nearest index in
Fc, as expressed in Eq. (2), and choosing the matching vector for substitution.

3.4 Global Contextual Feature Modelling Module
As depicted in Fig. 2(b), our proposed Global Contextual Feature Modelling (GCFM) mod-
ule contains three parts: projection reconstruction, convolution operation and attention mech-
anism. Notably, a critical aspect of the GCFM module is the selection of feature levels for
processing. Based on the observation that lower layers capture local patterns while higher
layers encode global information [18, 22], we choose the feature maps from the last two
layers of the content encoder, marked as Γ1,Γ2 ∈ RH×W×Cin , for the inputs.

In the projection reconstruction stage, we first apply 1×1 convolutions to Γ1 and Γ2 to
obtain three feature maps, which are then split into N depth-wise subsets, yielding I1, I2, I3 ∈
RH×W×Cout

N . During the convolution operation phase, I1, I2 and I3 are reshaped and spliced,
followed by a light fully connected layer that expands each spatial position into k×k patches
to get Y ∈RH×W×Cout

N ·k2
. Finally, Y is processed through a depth-separable convolution with

G = Cout
N groups to produce the output Fconv ∈ RH×W×Cout , as follows:

Fconv = concat[(Cdev(Y1),Cdev(Y2), ...,Cdev(YG)] (8)

where Cdev(·) refers to the convolution calculation with a kernel size of 3.
Within the attention mechanism, similar to the style-content fusion module, we also

adopt a multi-head transformer with n heads, where I1, I2 and I3 serve as the query Q, key K
and value V , respectively. After flattening, we can acquire Q′,K′,V ′ ∈RH·W×Cout

N . Then, the
outputs of the j-th head and the overall attention mechanism are calculated by:

S j = Attention(Q
′
j,K

′
j,V

′
j ) = softmax

Q
′
jK

′T
j√

d ′
j

V
′
j

Fatt = concat[S1,S2, ...,Sn]Wg

(9)

where d
′
j represents the dimension of K

′
j and Wg is a learnable linear projection.

Ultimately, the feature maps Fout ∈RH×W×Cout derived from the GCFM module are com-
puted through a weighted sum of the convolutional and attention outputs:

Fout = αFconv +(1−α)Fatt (10)

where α is a tunable hyper-parameter. In our implementation, we set n to 4 and α to 0.5,
respectively. After getting the output Fout , we add it to the first three layers of the decoder
Dr, thereby elevating the decoder’s ability to incorporate global context features.
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3.5 Training Objective
The loss functions of our proposed model include five parts: adversarial loss, matching loss,
style contrast loss, skeleton consistency loss and edge consistency loss.
Adversarial Loss. To ensure plausibility in both style and content, we utilize a multi-head
discriminator Ds,c and train it using the hinge GAN loss [31], as defined below:

LD
adv =−EIt∼pdatamin(0,−1+Ds,c (It))−EIo∼pGmin(0,−1−Ds,c (Io))

LG
adv =−EIo∼pGDs,c (Io)

(11)

where pdata and pG denote the set of real images and generated images, respectively.
Matching Loss. To mitigate mode collapse and enforce alignment with the ground truth It at
both pixel and feature levels, we apply an L1 loss on the image and its features, as follows:

Limg = EIt∼pdata [∥It − Io∥1]

L f eat = EIt∼pdata

[
M

∑
m=1

∥∥∥D(m)
s,c (It)−D(m)

s,c (Io)
∥∥∥

1

]
(12)

where M is Ds,c’s layer number and D(l)
s,c(·) refers to the feature map in the l-th layer of Ds,c.

Style Contrast Loss. Since a character can appear in various styles, learning a unified
character-level representation is essential [28]. Hence, we introduce a style contrastive loss
to pull intra-class styles closer and push inter-class styles apart in the embedding space by:

Lcst =−log

(
exp
(
∑

U
u=1 Fu⊤

c Fu
c+
)

exp
(
∑

U
u=1 Fu⊤

c Fu
c+
)
+∑U−

c
exp
(
∑

U
u=1 Fu⊤

c Fu
c−
)) (13)

For a given font codebook Fc, Fc+ represents the positive pairs with the same style but
different content, and Fc− denotes the negative pairs with the same content but different
styles. Besides, U−

c stands for the number of negative style samples.
Skeleton Consistency Loss. To reinforce structural continuity between the generated and
target images, we bring in a skeleton consistency loss based on their morphological skele-
tons. By virtue of a classical index-table-based thinning algorithm [34], we extract precise
skeletons and compute the difference between their normalized forms as follows:

Lske = EIt∼pdata

[
1

hw ∑
i, j
||ϕ(It)i j −ϕ(Io)i j||1

]
(14)

where ϕ(·) is the skeleton extraction algorithm, h and w denote the image height and width.
Edge Consistency Loss. To preserve sharper character edges, we propose an edge consis-
tency loss function. Specifically, we adopt an adaptive edge detection strategy based on the
Canny operator [15] to capture the edges of each character, which can keep the effectiveness
of the traditional Canny operator while better restraining spurious edges, as expressed below:

Ledge = EIt∼pdata [||φ(It)−φ(Io)||1] (15)

where φ (·) represents the corresponding edge detection strategy.
Overall Objective Loss. Finally, we optimize GC-Font by the following objective function:

min
G

max
D

(LD
adv +LG

adv +λ1Limg +λ2L f eat +λ3Lcst +λ4Lske +λ5Ledge) (16)

Here, λ1,λ2,λ3,λ4 and λ5 are the five weighting hyper-parameters. In our experiments,
we empirically set them to 1, 1, 0.1, 0.5 and 0.5, respectively.
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Dataset Method SSIM↑ RMSE↓ LPIPS↓ FID↓ L1↓ User study↑

UFUC

MX-Font [20] 0.6966 0.3159 0.2359 62.7500 0.1235 9.55%
DG-Font [29] 0.6527 0.3238 0.2058 61.6022 0.1241 9.85%
LF-Font [19] 0.6768 0.3110 0.2516 66.8840 0.1190 9.70%
CF-Font [26] 0.6613 0.3102 0.2014 59.7644 0.1169 11.20%
VQ-Font [17] 0.6776 0.3066 0.2157 58.2632 0.1175 13.15%

FontDiffuser [30] 0.6390 0.3579 0.2816 79.4458 0.1530 10.65%
IF-Font [3] 0.6891 0.3130 0.2173 59.6292 0.1038 14.50%

GC-Font (Ours) 0.7230 0.2748 0.1711 56.6042 0.0921 21.40%

SFUC

MX-Font [20] 0.6733 0.3314 0.2197 61.0583 0.1321 8.90%
DG-Font [29] 0.6478 0.3278 0.2006 58.3525 0.1277 9.80%
LF-Font [19] 0.6140 0.3335 0.2726 69.2239 0.1520 9.35%
CF-Font [26] 0.6569 0.3186 0.1974 57.9868 0.1202 11.65%
VQ-Font [17] 0.6414 0.3304 0.2069 56.7299 0.1305 12.35%

FontDiffuser [30] 0.6317 0.3691 0.2910 73.3052 0.1574 10.95%
IF-Font [3] 0.6652 0.3280 0.2221 62.8246 0.1213 14.20%

GC-Font (Ours) 0.7166 0.2816 0.1781 54.5017 0.1142 22.80%

Table 1: Quantitative comparison results on UFUC and SFUC datasets.

4 Experiments

4.1 Dataset and Evaluation Metrics
Dataset. We collect a Chinese font dataset with 575 fonts, each containing 3500 Chinese
characters. Notably, the font kai is fixed as the content font throughout training and testing.
It is also used to pre-train the feature decomposition network for codebook acquisition.

For the training set, we randomly select 550 fonts with 3000 characters per font, forming
the Seen Fonts Seen Characters (SFSC) set. Our test set consists of two parts: 24 Unseen
Fonts with 500 Unseen Characters per font (UFUC) and 550 Seen Fonts with 500 Unseen
Characters per font (SFUC).
Evaluation Metrics. To comprehensively assess the quality of font generation, we utilize
the following five metrics, including L1, Root Mean Square Error (RMSE) [11], and Struc-
tural Similarity Index Measure (SSIM) [27], Learned Perceptual Image Patch Similarity
(LPIPS) [32] and Frechet Inception Distance (FID) [8]. Furthermore, we also perform a
user study to evaluate the subjective quality of generated results. In particular, we randomly
select 10 font styles from each test set and 10 characters per font. Then, we invite 20 well-
educated volunteers and ask them to choose the best generation result among the comparison
methods. Here, all the samples are shuffled to avoid any potential bias.

4.2 Comparison with SOTA Methods
To verify the effectiveness of GC-Font, we compare it with seven state-of-the-art (SOTA)
methods. To be noticed, for a fair comparison, we retrain all these models using their default
settings on our training set.

The quantitative comparison results are presented in Tab. 1. It is evident that our GC-
Font model achieves the best performance across all the evaluation metrics. Fig. 3 displays
the qualitative comparison results. From the figure, we can observe that although MX-Font
and LF-Font could maintain the overall character shapes, their outputs often appear blurry
with indistinct textures, resulting in a loss of clarity and sharpness. Besides, DG-Font also
struggles to capture fine-grained details in complex glyphs, which leads to incomplete com-
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Dataset UFUC SFUC

Content   

MX-Font

DG-Font

LF-Font

CF-Font

VQ-Font

FontDiffuser

IF-Font

GC-Font (Ours)

Ground Truth

Figure 3: Qualitative comparison results on UFUC and SFUC datasets. Characters in blue
boxes exhibit stroke errors (including missing or redundant strokes), red boxes indicate no-
ticeable blurring, and purple boxes denote distorted glyph shapes. Zoom in to see details.

Block
SSIM↑ RMSE↓ LPIPS↓ FID↓

GCFM AdaConv
% % 0.6705 0.3107 0.2086 60.7358
% " 0.6829 0.2993 0.1895 59.3147
" % 0.7168 0.2802 0.1964 57.8913
" " 0.7230 0.2748 0.1711 56.6042

Table 2: Effectiveness of GCFM and AdaConv.

Loss function
SSIM↑ RMSE↓ LPIPS↓ FID↓

Lske Ledge

% % 0.6842 0.3044 0.2045 57.9573
% " 0.6987 0.2958 0.1823 57.3486
" % 0.7123 0.2815 0.1789 56.8921
" " 0.7230 0.2748 0.1711 56.6042

Table 3: Effectiveness of Lske and Ledge.

ponents. While CF-Font generally preserves the correct glyph layouts, it usually exhibits
noticeable artifacts and style inconsistencies. VQ-Font demonstrates good stability but lacks
effective control over local features, resulting in glyph distortions and vague strokes. The
performances of FontDiffuser and IF-Font are also outstanding, but their generated results
sometimes suffer from obvious stroke errors. As a whole, characters generated by our GC-
Font are of high quality in terms of style consistency, global structures and local details.
More generation results can be found in the Supplementary Materials.

4.3 Ablation Study

In this section, we carry out a series of ablation experiments to assess the influence of each
part in our model. These experiments are performed on the UFUC dataset. More analyses
and results can be found in the Supplementary Materials.

The Effect of GCFM Module and AdaConv. To investigate the impacts of the GCFM
module and adaptive convolution, we conduct ablation experiments by selectively enabling
each block. As illustrated in Tab. 2, activating either block individually leads to prominent
gains. When both blocks are included, the model achieves optimal results, highlighting the
synergy between global context refinement and low-level content feature adaptation.

The Effect of Different Loss Functions. To validate the effectiveness of our introduced
loss functions, we carry out ablation experiments on their different combinations. As shown
in Tab. 3, incorporating either Lske or Ledge alone could bring in varying degrees of improve-
ment. Moreover, combining both the loss functions yields the best performance, indicating
their complementary roles in optimizing local minutiae and geometric alignments.
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5 Conclusion
In this paper, we propose GC-Font, a novel few-shot font generation framework to pro-
duce higher-quality font libraries. By incorporating a Global Contextual Feature Modelling
(GCFM) module and adaptive convolutions, our method effectively enhances both the global
structural integrity and stylistic consistency of the generated results. Additionally, the inte-
gration of skeleton and edge consistency losses further facilitates topological fidelity. Both
quantitative and qualitative experimental results demonstrate that our proposed model ex-
ceeds other competitive methods on various fonts and characters.

In the future, we plan to extend our framework to multilingual font generation, enabling
adaptation to diverse script systems beyond Chinese. Furthermore, exploring its applicability
in personalized font creation scenarios may also yield interesting insights.
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