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Abstract

Humans usually show exceptional generalisation and discovery ability in the open
world, when being shown uncommon new concepts. Whereas most existing studies in
the literature focus on common typical data from closed sets, open-world novel discov-
ery is under-explored in videos. In this paper, we are interested in asking: What if atyp-
ical unusual videos are exposed in the learning process? To this end, we collect a new
video dataset consisting of various types of unusual atypical data (e.g. sci-fi, animation,
etc.). To study how such atypical data may benefit open-world learning, we feed them
into the model training process for representation learning. Focusing on three key tasks
in open-world learning: out-of-distribution (OOD) detection, novel category discovery
(NCD), and zero-shot action recognition (ZSAR), we found that even straightforward
learning approaches with atypical data consistently improve performance across various
settings. Furthermore, we found that increasing the categorical diversity of the atypi-
cal samples further boosts OOD detection performance. Additionally, in the NCD task,
using a smaller yet more semantically diverse set of atypical samples leads to better per-
formance compared to using a larger but more typical dataset. In the ZSAR setting, the
semantic diversity of atypical videos helps the model generalise better to unseen action
classes. These observations in our extensive experimental evaluations reveal the benefits
of atypical videos for visual representation learning in the open world, together with the
newly proposed dataset, encouraging further studies in this direction. The project page
isat: https://Jjulysun98.github.io/atypical_dataset.

“Discovery commences with the awareness of anomaly”

— Thomas S. Kuhn

© 2025. The copyright of this document resides with its authors.
It may be distributed unchanged freely in print or electronic forms.
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1 Introduction
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Figure 1: Illustration of open-world data and tasks. (a) Comparison of open-world
and closed-world data distributions. Commonly used datasets such as Kinetics-400 [19],
UCF101 [38], HMDBS1 [23], and MiT-v2 [30] represent more concentrated distributions
and are considered closed-world. In contrast, our proposed atypical dataset captures a
broader, more diverse feature space, better reflecting the open-world setting. (b) Overview of
open-world tasks: OOD detection identifies out-of-distribution (unknown) data from known
categories; novel category discovery (NCD) clusters the unknown data to reveal new classes;
and zero-shot action recognition (ZSAR) further classifies these new categories using se-
mantic information. These tasks form a natural progression, with increasing difficulty and
reliance on model generalisation.

Human cognition excels at generalising from limited information and discovering new
concepts in dynamic and unpredictable environments [25, 36]. This ability to adapt to un-
familiar stimuli in an open world contrasts with the limitations faced by current machine
learning models [15], especially in the field of video understanding. Current models operate
mainly in closed hypothetical environments where all possible categories are predefined dur-
ing training, which limits their ability to handle the variety of unpredictable scenarios often
encountered in real-world applications [20, 52]. The question remains whether models can
be enhanced to navigate the open world with the same adaptability as human cognition.

Previous advancements in video understanding have largely focused on closed-set envi-
ronments, where the model is trained and tested on well-curated [56], typical datasets such
as UCF101 [38], Kinetics-400 [19], and HMDBS51 [23]. Although these models perform
well within known distributions, they encounter significant difficulties when exposed to out-
of-distribution (OOD) new data [1, 35], thereby limiting their applicability to open-world
environments where new and unknown categories frequently emerge [5, 29]. There are also
ways to use generative modelling, such as GANs [10, 21] to generate virtual data or virtual
features to help with OOD detection [7], However, the data generated using this approach
may lack adequate diversity and differ somewhat from real-world data distributions. Exist-
ing datasets, despite being useful benchmarks, do not encourage models to generalise beyond
the constraints of the training distribution [49]. As a result, the challenge of detecting and
adapting to novel instances in the open world remains an underdeveloped area in video rep-
resentation learning.
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The above-mentioned observations and limitations in current closed-set studies moti-
vated us to ask a question: Would that help the open-world understanding and learning if
atypical and uncommon videos are introduced to the model? By exposing models to data that
lies outside the typical distribution, we argue that it may lead to a more robust capacity for
open-world learning. Addressing this question necessitates a reconsideration of traditional
video classification datasets and opens the possibility of utilising more diverse and atypical
data during training.

Atypical data, characterised by its departure from common real-world categories, offers
a unique opportunity to challenge and enhance model generalisation. Unlike conventional
datasets, which primarily consist of daily activities, atypical data refers to a wide range
of unusual and outlier scenarios, including those found in science fiction, animation, and
anomalous real-world situations. These atypical samples present a broader spectrum of vi-
sual content, allowing models to learn from examples that deviate from the norm [35]. We
anticipate that incorporating such data during training will enable the model to handle open-
world environments more effectively. To this end, in this paper, we present the first atypical
dataset to support the study in this direction.

In deep learning, particularly in open-world environments, models often encounter data
that deviates from the distribution of their training data [5]. To systematically evaluate the
effectiveness of learning with atypical data, we leverage three fundamental open-world tasks:
OOD detection [16], NCD [13] and ZSAR. These tasks, while distinct, form a progressive
framework for open-world video understanding. OOD detection serves as the first step,
where the model must identify whether an input sample deviates from the training distribu-
tion and should be treated as novel. Upon detecting such unfamiliar inputs, NCD aims to
organise these unknown samples into coherent, previously unseen categories, often without
any labels [48]. Building on this, ZSAR takes one step further by asking the model not only
to detect or group novel samples, but to directly recognise instances of unseen action classes
using semantic knowledge transferred from seen categories. Together, these tasks represent
a continuum: from detecting the unknown (OOD), to structuring the unknown (NCD), and
finally to understanding the unknown (ZSAR). This progression captures increasingly so-
phisticated aspects of generalisation in open-world scenarios and allows for a comprehensive
evaluation of models trained with atypical data. An illustration is shown in Figure 1.

To incorporate atypical data during training for open-world tasks, we adopt auxiliary
data to enhance learning [17, 32, 50, 53]. For OOD detection tasks, the core idea is to
use auxiliary outliers during training, enabling the model to more effectively distinguish be-
tween in-distribution (ID) samples and OOD samples [29]. In NCD, introducing auxiliary
data mirrors the human learning process — exposure to diverse information, even subcon-
sciously, helps the brain adapt and learn new knowledge when provided with some context.
For ZSAR, atypical data can provide indirect exposure to semantically rich or stylistically
diverse actions, which supports the model’s ability to recognise unseen categories via trans-
ferable representations. However, bridging the distribution gap between surrogate new data
and unseen inputs remains challenging [54], as it is hard to know the prior knowledge of
potential OOD inputs that would be encountered at the inference stage [53]. Our approach
seeks to mitigate this by using a newly proposed diverse and atypical dataset during train-
ing, aiming to better equip models with the capability to handle a wide range of potential
open-world scenarios.

Extensive experiments show that incorporating atypical video data (e.g. sci-fi, anima-
tion, abnormal, and unintentional) improves model performance across multiple open-world
tasks, including OOD detection, NCD, and ZSAR. Our analyses suggest that the diversity
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of atypical samples is critical in this process. Models trained with more diverse atypica
datasets exhibit greater robustness and superior performance in identifying new and unse
distributions due to the endless availability of new knowledge. These ndings highlight the
potential of atypical data for enhancing visual representation learning in open-world envi
ronments, pointing to promising avenues for further exploration in this direction.

2 Related Work
2.1 Video datasets

Video datasets have been vital in advancing computer vision, particularly for recognisin
human behaviour through video analysis [6, 19, 23, 28, 38, 45]. While numerous datase
have been developed to support this line of research, most focus on closed-set tasks, sucl
classifying and localising prede ned human movements [22, 33, 40]. Although effective for
benchmarking model performance on speci ¢ objectives, these datasets fall short in repr
senting atypical scenarios—rare, extreme, or ctional events that are frequently encountere
in real-world applications [1]. Consequently, models trained on such datasets often strugg
to generalise to the complex and diverse conditions of open-world environments. To addre
this limitation, we propose leveraging atypical video data, including footage from anomaly
detection, unintended actions, synthetic media, theatrical performances, and ctional or a
imated content. We argue that such data is essential for open-world learning tasks in tl
video domain, as it exposes models to a broader spectrum of variability.

2.2 Open-world learning

Open-world learning [21, 42, 47] addresses the challenge of recognising and adapting
novel inputs beyond the training distribution. Traditional learning paradigms operate unde
the closed-world assumption, which restricts their ability to generalise to unseen sceng
ios [2, 37]. This limitation motivates the development of more adaptive approaches that cz
effectively handle the variability encountered in real-world environments.
Out-of-distribution (OOD) detection. OOD detection aims to determine whether an input
sample originates from a known in-distribution (ID) or from an out-of-distribution (OOD)
source. Yangt al. [47] introduced OpenOOD, a benchmark for evaluating OOD detection
across diverse settings. Hestial. [18] proposed Generalised ODIN, which enhances model
robustness through input preprocessing and temperature scaling, without the need for ext
nal OOD data. In contrast, our work demonstrates that incorporating atypical datasets duril
training signi cantly boosts OOD detection performance.

Novel category discovery NCD extends OOD detection by identifying and grouping un-
known categories within unlabelled data [11, 18]. Zhagal [51] proposed OpenMix,
which improves performance by mixing known and novel data during training. We alsc
highlight NovelCraft [9], which introduces a new dataset speci cally designed for novelty
detection and discovery in open-world contexts. Unlike their dataset—based on visuals fro
the game Minecraft—our dataset better re ects the data distribution in real-world scenario:
Zero-shot action recognition ZSAR tackles the problem of recognising action categories
that are absent from the training set, typically by exploiting semantic relationships betwee
known and unseen classes [55]. Common methods rely on external textual sources or visic
language models to enable cross-modal generalisation [46]. However, many such methc
are constrained by limited domain exposure and reliance on handcrafted prompts or ta
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Figure 2: Representative examples from the propasgpicalvideo dataset.

onomies. Our dataset introduces a broader range of visual contexts, potentially enhar
generalisation in ZSAR.

3 The Atypical Dataset

Here we introduce, to the best of our knowledge, the asftpical video dataset, consisting
of various scenarios that are uncommon in real life. We then use this dataset for the foll
ing open-world learning study. Speci cally, the dataset consists of 7,818 video clips sourt
from prior datasets and YouTube. These videos depict abnormal, unintentional, and unc
mon activities in the open world, as well as unreal videos such as sci- movies, animatio
and synthetic scenes. Figure 2 shows some examples afythical dataset. Different from
existing action classi cation and video understanding datasetsatgpical data focuses on
rare or uncommon video activities and even activities that do not occur in the real wol
More examples can be found in in Appendix A.

3.1 Data sources and pre-processing

The atypical video dataset comprises multiple sources, each signi cantly deviating fro
typical behavioural patterns or conventional visual content commonly observed in real-wc
videos. To construct the dataset, we apply the following processing procedures.

Unintentional, Abnormal, and Surreal. For these categories, we sampled a subset c
videos from existing datasets and segmented them into clips of 5-10 seconds. Unin
tional behaviour clips were sourced from the Oops Dataset [8], while abnormal scenes v
taken from established anomaly detection datasets such as UCSD Ped2 [27], CUHK
enue [26], and UCF-Crime [39]. Surreal content was drawn from the Surreal dataset [
which features photorealistic synthetic human renderings. These subsets collectively caj
accidental actions, anomalous behaviours, and arti cial human interactions, offering disti
deviations from typical real-world action patterns.
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Table 1: Statistical details of the proposagipicalvideo dataset.

Category # Videos Avgduration Data Source

Sci- 1,119 4.00s YouTube Im trailers

Animation 1,058 4.04s YouTube animated trailers

Unintentional 2,835 9.77s Oops Dataset [8]

Abnormal 1,103 7.53s Ped2 [27], CUHK Avenue [26], UCF-Crime [39]
Surreal 1,024 3.18s Surreal dataset [41]

Theatre 679 4.81s YouTube stage performances

atypical 7,818 5.70s Diverse sources

Sci-, Animation, and Theatre. For these categories, we collected trailers and short clips
from YouTube, segmenting them into 2—6 second intervals to maximise scene diversit
Manual ltering was applied to remove irrelevant conteetg non-sci- scenes). Sci-

clips were selected from live-action Im trailers that depict futuristic or supernatural themes
Animated content was obtained from recent cinematic trailers that combine imaginative ar
realistic visual styles. Theatre clips consist of exaggerated, stylised stage performances «
rated from online videos. Each subset provides visually and semantically distinct scenari
not typically encountered in conventional video datasets.

3.2 Dataset statistics

Existing publicly available datasets primarily focus

on common human actions and activities [19, 23, 30,

38]. In contrast, our dataset introduces a broader

spectrum of complex and diverse scenarios. As sum-

marised in Table 1, we categorised the dataset based

on its source and content. Caflypicaldataset covers

a broad range of scenes, subjects, actions, and other

visual elements that are either rare or exhibit substan-

tial semantic or visual deviation from those found in

conventional, systematically curated datasets. This

diversity is further illustrated in Figure 3, which - )
demonstrates the wide spectrum of unconventioddfure 3: Composition of the intro-
behaviours captured across the atypical samples. ducedatypicaldataset.

4 Effectiveness Analysis of Atypical Data

Datasets. We follow standard dataset split settings for the OOD detection, NCD, and
ZSAR tasks, as illustrated in Figure 1(b). Brief descriptions and preliminaries of the OOL
detection, NCD, and ZSAR tasks are provided in Appendix B. In all tasks, known data refer
to in-distribution or labelled data used during trainifig,(D, ), while unknown data refers to
out-of-distribution or unlabelled dat®§/D,). Auxiliary data O4ux) without labels is intro-
duced to support training. The datasets and split con gurations are summarised in Table
To ensure fair comparisons across datasets of varying sizes, we adopt a dynamic sampl
strategy: for OOD detection, the size of the auxiliary data matches that of the ID set; fo
NCD and ZSAR, the amount of self-supervised training data is aligned with the evaluatiol
dataset size. More details on data splits are provided in Appendix C.1.
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Evaluation metrics & implemen-  Taple 2: Data splits for open world learning. The
tation details. We adopt standardnumbers 80, 40, 21, and 11 indicate the number o

evaluation metrics for each task. Fogategories within each subset, respectively.
OOD detection, we report FPR95,

AUROC, and AUPR, following [17, Task Known  Unknown Auxiliary
29, 47, 53]. For NCD, clustering H|\'>|4$Bgl Gaussian
performance is measured using accu- 44 [at)'“;i‘éal Noise
racy (acc), normalised mutual infor-  getection Y7191 "_surreal Diving48

. . . . } Kinetics400
mation (nmi), and adjusted Rand in- [atypical atypical
dex (ari) [12, 13, 43, 44]. For ZSAR, theatre

we follow [4, 31, 46] and evaluate NCD/ UCF 80 UCF 21 YCF101/HMDBS51

Top-1 and Top-5 accuracy (%) onthe  7zSAR HMDB 40 HMDB 11 Kinetics400

set of novel classes. For each task, _ _ atypical

we follow established training proto-

cols from prior work. For OOD detection, we adopt the outlier exposure strategy introduc
by [17], using both the classical ResNet3D-50 [14] backbone and the ViT-based Tim¢
former backbone [3]. For NCD, we follow the AutoNovel framework [13], incorporating
self-supervised and joint training strategies, and employ ResNet3D-50 [14] as the backb
For ZSAR, we build upon ActionCLIP [46], combining contrastive pre-training with supel
vised learning, using a CLIP-based backbone [34]. Full training schedules and hyperpar
eter settings are presented in Appendix C.2.

4.1 OOD detection

For the OOD detection task, we explore the effect of introducing different auxiliary datas
during the training stage. Evaluation is conducted on both standard OOD benchm:
(HMDB51 [23], MiT-v2 [30]) and more challenging atypical distributiorasypicalsurreal,
atypicattheatre). The performance across all test sets is summarised in Table 3. Au
iary datasets with limited semantic content, such as Gaussian noise and Diving48 [
yield minimal improvements. In contrast, both Kinetics-400 [19] and our propagqd-
cal dataset lead to notable gains, witypical achieving the best overall results across all
metrics (FPR95, AUROC, AUPR). To validate the generality of these ndings, we furth
conduct experiments using a ViT-based backbone [3], which exhibit consistent performa
trends. ViT-based evaluations are included in Appendix C.3.1.

4.2 Novel category discovery

For the NCD task, we investigate the impact of different auxiliary datasets during the st
supervised pre-training stage. The baseline model is trained without auxiliary data.
compare Kinetics-400 [19], the original dataset itself (UCF101 [38]), our propatypital
dataset, and their combinations. As shown in Table 4. When combinedtypical data
with UCF101 [38], it achieves the best overall results, surpassing con gurations that inclt
Kinetics-400 [19]. These ndings highlight the effectivenessbfpicalin enhancing novel
category discovery. Results on the HMDB_11 split are provided in Appendix C.3.2.

4.3 Zero-shot action recognition

Similar to the NCD task, we evaluate the impact of different auxiliary datasets on the p
formance of ZSAR. Results on the HMDB_11 split are presented in Table 5, from which
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Table 3: OOD detection performance (FPR9Q5AUROC*, AUPR ") using different aux-
iliary datasets during training with a ResNet3D-50 backbone. All models are evaluated o
four testsets: HMDB51, MiT-v2 dtypical-surreal, and d&typical-theatre.Baseline train-

ing w/o auxiliary data. Best results are showrboid.

Dataset | Metric | Baseline +Gaussian +Diving48 +K400 Atypical
FPR95 77.08 81.11 81.14 75.52 73.07
HMDB51 [23] AUROCAH 63.85 63.36 64.84 66.84 69.43
AUPRA? 22.54 23.03 24.04 25.13 27.07
FPRO95 77.73 77.51 80.87 67.72 66.62
MiT-v2 [30] AUROCAH 64.94 65.14 65.46 7253 74.01
AUPRA 23.76 24.12 27.24 30.86 32.59
FPR95 62.22 67.37 73.14 53.66 49.99
[atypical-surreal | AUROC” | 75.50 73.32 69.13 79.78 82.03
AUPRA 33.42 32.26 25.71 39.13 43.19
FPR95 79.75 80.71 82.66 66.41 61.91
[atypical-theatre| AUROC* 61.80 63.95 60.05 71.29 74.62
AUPRA? 20.34 21.97 19.04 27.17 34.57
FPR95 74.20 76.68 79.45 65.83 62.90
Average AUROC” | 66.52 66.44 64.87 72.61 75.02
AUPRA 25.02 25.35 24.01 30.62 34.36

Table 4: NCD performance on UCF101 with different auxiliary datasets used for self-
supervised pre-trainingBaseline training w/o auxiliary data. UCF101 refers to using the
original dataset itself as auxiliary data.

Metric | Baseline| +UCF101 +K400 atypical | +UCF101+K400 +UCF10latypical

acch 19.85 21.86 20.81 21.99 26.57 27.88
nmi” 0.2466 0.2966 0.2600 0.2737 0.3392 0.3511
ari® 0.0797 0.1072 0.0772 0.0946 0.1240 0.1283

can see that the results are consistent with our ndings in NCD. Results on the UCF_21 sp
are presented in Appendix C.3.3.

Table 5: ZSAR performance on the HMDB_11 split with different auxiliary datasets used
for representation learnin@aseline training w/o auxiliary data.

Metric | Baseline| +HMDB51 +K400 -atypical | +HMDB51+K400 +HMDB51-atypical

Top-17 57.40 57.02 58.23 58.30 61.31 62.96
Top-5~ 94.97 96.62 96.84  97.45 96.62 96.39

5 What Can We Learn from Atypical Videos?

5.1 Atypical dataset exhibits semantic and distributional diversity

Our atypical dataset incorporates diverse scenarios such as sci-, animation, and uninter
tional footage, each contributing distinct visual and semantic characteristics. This variety |
intended to enhance semantic diversity and better re ect the complexity of open-world vide
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content. To quantify and compare the diversity across different datasets, we rst extract |
ture representations using ResNet3D-50 [14] and reduce their dimensionality with UM/

The resulting low-dimensional embeddings are
shown in Figure 1(a). We then compute the infor-
mation entropy of each dataset based on the dis-
tribution of its feature representations, usikig=

éi'\il pilog(pi), wherep; is the estimated probabil-

ity of feature samples falling into discretised regions
of the embedding space. The entropy values for dif-
ferent datasets are presented in Figure 4. A higher
entropy indicates a more dispersed and diverse f&agure 4: Feature distributional en-

ture distribution, suggesting a broader coverage in tH@PY comparison between oatyp-
dataset's visual content. ical dataset and typical datasets.

5.2 Semantic diversity helps open-world learning

To examine the effect of semantic diversity in auxiliary data, we vary the number of semat
categories included from thatypical dataset and evaluate OOD performance across mull
ple Dot datasets. To ensure fair comparison, the total number of auxiliary samples is k
constant across all settings. As shown in Figure 5, introducing even a sityglieal cat-
egory yields an improvement over the baseline trained solely on known data. Performe
continues to increase as more categories are added, with average metrics improving ste
and standard deviation across test sets decreasing. These trends indicate that the div
of semantic content contributes to more stable OOD. Detailed results for settings with c
two, and three semantic categories are provided in Appendix C.3.4.

Figure 5: Impact of introducing different numbers of semantic categories fromtyipéecal
dataset on OOD task. Results are averaged over all combinations, @Gpeemotes the
number of ways to selectategories from four availabkypicaltypes. Each subplot shows
results on four test sets, where grouped bars represent different auxiliary data settings.

5.3 Atypical data coverage helps open-world learning

To further investigate the impact of content coverage in auxiliary data, we evaluate all p
wise combinations dditypicalsubsets and their effects on OOD detection performance. Ea
subset captures distinct semantic content and visual styiedci- , animation uninten-

tional), resulting in varying levels of content coverage when combined. Table 6 prese
detailed results across four OOD test sets. For each metric, we highlight both the best
second-best performing combinations to facilitate comparative analysis. Notably, no sir



