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Abstract

Human facial images encode a rich spectrum of information, encompassing both
stable identity-related traits and mutable attributes such as pose, expression, and emo-
tion. While recent advances in image generation have enabled high-quality identity-
conditional face synthesis, precise control over non-identity attributes remains challeng-
ing, and disentangling identity from these mutable factors is particularly difficult. To
address these limitations, we propose a novel identity-conditional diffusion model that
introduces two lightweight control modules designed to independently manipulate facial
pose, expression, and emotion without compromising identity preservation. These mod-
ules are embedded within the cross-attention layers of the base diffusion model, enabling
precise attribute control with minimal parameter overhead. Furthermore, our tailored
training strategy, which leverages cross-attention between the identity feature and each
non-identity control feature, encourages identity features to remain orthogonal to control
signals, enhancing controllability and diversity. Quantitative and qualitative evaluations,
along with perceptual user studies, demonstrate that our method surpasses existing ap-
proaches in terms of control accuracy over pose, expression, and emotion, while also
improving generative diversity under identity-only conditioning. Our project page is
here.

1 Introduction

Human facial images convey rich and multifaceted information that can be broadly catego-
rized into stable identity-related features—such as facial bone structure, gender, and age—
and mutable attributes, including pose, expression, emotion, hairstyle, and accessories (e.g.,
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glasses). An ideal facial image dataset should encompass a diverse range of both identity
and mutable attributes, as such diversity is crucial for advancing facial image analysis and
generation research.

However, existing large-scale facial datasets [21, 23, 24, 28, 34, 38] used in recognition
or generation research often suffer from severe imbalances, particularly in pose, expression,
and emotional diversity. For example, AffectNet [38], a widely used benchmark for facial af-
fect recognition, contains approximately 70% of samples labeled as either Happy or Neutral,
limiting the variability required for robust model training and evaluation.

Meanwhile, recent advances in generative models—such as GANs [14, 25, 26, 27] and
diffusion models [19]—have dramatically improved the fidelity of synthesized facial images.
Yet, simultaneously preserving identity while enabling fine-grained control over mutable at-
tributes remains a challenging task. Although prior works [5, 8, 9, 20, 22, 31, 32, 42, 44,
52, 54, 58] on face editing have explored controlling pose, expression, or emotion, few stud-
ies have attempted to simultaneously control all three attributes. Moreover, these approaches
focus mainly on control itself and do not explicitly pursue the disentanglement between iden-
tity and non-identity (mutable) factors. Furthermore, while frameworks like ControlNet [63]
have shown that controllable generation via additional input signals is feasible, such methods
introduce substantial parameter overhead.

Arc2Face [41], a pioneering identity-conditional diffusion foundation model, can syn-
thesize diverse faces of a single identity from a single ID image and serves as a versatile
base model for various attribute control and synthetic dataset generation applications. How-
ever, Arc2Face does not explicitly disentangle identity from attributes like pose, expression,
or emotion. As a result, its entangled representations hinder precise control and degrade the
purity of learned identity features.

To overcome these limitations, we propose FaceCrafter, a lightweight identity-conditional
diffusion framework that enables precise and independent control over facial pose, expres-
sion, and emotion, while preserving identity. Our approach introduces two control mod-
ules—one for pose/expression and one for emotion—into the cross-attention layers of the
diffusion model. Combined with a tailored learning strategy that explicitly disentangles
identity from non-identity features, FaceCrafter enhances controllability, improves diversity,
and ensures robust identity preservation.

Our contributions are summarized as follows:

* We introduce two lightweight control modules, one for pose/expression and one for
emotion, embedded within the cross-attention layers of the base diffusion model.

* We propose a tailored learning strategy that enforces orthogonality between identity
features and non-identity mutable control features, enhancing both controllability and
generative diversity.

* Our model controls pose, expression, and emotion more accurately with fewer pa-
rameters and surpasses the current state-of-the-art ID-conditional foundation model,
Arc2Face in diversity and realism using only ID condition.

2 Related Works

Face Generative Models. Recent advances in face image generation have been largely
driven by the development of StyleGAN [25, 26, 27]. Various methods have been pro-
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posed based on it, including approaches that enable image editing in the latent space,
guided manipulation, and multimodal control, providing exible and diverse ways of cot
trolling image generation [15, 40, 42, 52, 58]. Following that, diffusion models [19] hav
rapidly progressed and demonstrated superior image quality compared to GANSs, lea
to increasing attention in face image generation based on diffusion models. Particularl
ID-conditional generation, existing approaches can be broadly categorized into methods
require inference-time ne-tuning[11, 12, 47, 48, 67]and those that leverage additional mi
ules to encode ID features without inference-time ne-tuning [3, 4, 16, 30, 43, 55, 57, £
60, 65].

Diffusion Control Methods. Among conditioning methods, ControlNet [63] is widely used
due to its ability to smoothly and precisely guide the generation process, and several
tensions have been proposed [2, 66]. However, ControlNet comes at the price of a Iz
number of additional parameters. As an alternative, IP-Adapter [62] has been introduce
control generation using condition extractors and minimal additional parameters in crc
attention layers. Several methods adopting similar control structures have also been d
oped [3, 16, 33].

Attribute Control on Face Generation. Beyond ID conditioning, approaches for control-
ling pose, expression, and complex emotions have been proposed [1, 5, 8, 9, 20, 22, 31
42, 44,52, 54, 58]. For example, EmoPortraits [9] extracts pose and emotion features frc
target face and combines them to enable ne-grained face reenactment. EmoStyle [1], b:
on StyleGAN2, controls emotional expression smoothly using two dimensions of emoti
valence and arousal [49]. Furthermore, CapHuman [31] employs a ControlNet-like struct
to enable generation conditioned on text, ID, pose, and expression simultaneously.
ID-conditional Foundation Model. While many prior diffusion-based studies leverage
general-purpose models such as Stable Diffusion [46] without additional full- ne-tuning [
4,16, 62, 65], a recent work, Arc2Face [41], introduces an ID-conditional foundation mot
speci cally tailored for face generation. Arc2Face embeds ArcFace [7] features as tok
and inputs them into a CLIP [45] text encoder to create ID embeddings, which are tt
used to ne-tune a base model with a large-scale dataset of approximately 42 million f:
images. This approach enables diverse face generation and facilitates research in face s\
sis datasets and ID-conditional control of pose and expression beyond mere image edi
Building on Arc2Face, we propose a lightweight model that simultaneously controls po
expression, and emotion, enabling natural generation with preserved target emotions. By
entangling identity from non-ID features, our method achieves more robust ID-conditiot
generation.

3 Our Approach

An overview of our proposed method, FaceCrafter, is shown in Figure 1. Sections 3.1, .
and 3.3 describe the model architecture, the training framework, and the inference pr
dure during the generation stage, respectively. For clarity and brevity, we denote iden
landmark, and emotion conditions i3, LMK , andEMO, respectively.

3.1 Model Architecture

Base Model. We adopt Arc2Face [41] as our base model, which serves as an identi
conditional generation framework. It incorporates features extracted from ArcFace [7]
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Figure 1: Overview of FaceCrafter. (a) and (b) illustrate the Pre-training schemes of th
control modules using landmark and emotion vector, respectively. (c) presents the Joint Di
entanglement training framework that combines both modules. During training, only the
control modules and their corresponding cross-attention layers are trained, while all oth
parts are frozen. In (c), we introduce Intra-Batch Mixed Conditioning, where different com-
binations of conditions are mixed within a batch, along with Attention Disentanglement
(AD) Loss to increase the distance between feature representations of different conditions

word tokens into the CLIP [45] text encoder, and uses these embeddings as identity con
tions to train a model based on Stable Diffusion [46].

Landmark/Emotion Control Modules. We control pose and expression using facial land-
mark images generated by MediaPipe [36], processed by a CNN-based Landmark Cont
Module that encodes and attens them into a sequence. To additionally handle emotions, v
introduce an Emotion Control Module that takes Valence, Arousal [49], and 8-class emotio
distributions from EmoNet [13] as input, processes them via a DNN, and reshapes the outp
into a sequence. Details of each module are provided in the supplementary material.
Cross Attention Summation. Following IP-Adapter [62], we combine multiple cross-
attention modules via summation within the attention block. Given input featargl con-
dition features, cross-attention is computed as Attenfi@nK ; V) = softmaXQK” =" d)V,
whereQ = xW, K = oW, andV = cW,. We use three conditions, identity, landmark, and
emotion, with nal attention output:

Attentionng = Attnp + a vk Attn vk + agmoAttnemo (2)
The coef cientsa vk andagmo serve as control weights for the respective attention branche:

In our experiments, these values are binary (0 or 1), acting effectively as switches to enak
or disable the use of each condition.
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3.2 Training Framework

Pre-training Stage. To ensurre a stable training we train each module independently,
illustrated in Figure 1 (a) and (b). When using datasets that contain multiple poses and
pressions per identity, we adopt a sampling strategy where, for each pair, the identity im
and the input image are selected as different images of the same identity. Speci cally, w
training the Landmark Control Module, the input image and the ID image are randomly -
lected to have different poses and facial expressions. In contrast, when training the Emc
Control Module, images with different facial expressions are sampled while keeping the p
xed. In this stage, only each control module and its corresponding key and value project
layers are trained, while the rest of the network remains frozen.
Joint Disentanglement Stage.In this stage, we jointly train the entire control framework
by integrating two pre-trained control modules and the ID extractor. An overview of th
framework is illustrated in Figure 1 (c). To facilitate the disentanglement of different contr
conditions including 1D, we propose a novel training strategy that explicitly separates
cross-attention features associated with different combinations of conditions. We rst rej
cate each sampled data pohtimes, whereB is the batch size. For each replicated sample
within the batch, we assign one of the following conditioning combinations with equal pro
ability: (1) ID only, (2) ID + LMK, (3) ID + EMO, and (4) ID + LMK + EMO. This is
implemented by assigning attention scaling faci@gwk ; aemo) as(0:0;0:0), (1:0;0:0),
(0:0;1:0), and(1:0; 1:0), respectively. We refer to this strategylatra-Batch Mixed Con-
ditioning. Based on this conditioning setup, we propose a novel loss function called
Attention Disentanglement Loss(L ap) to explicitly encourage the separation of attention
features associated with different control combinations. This loss penalizes similarity
attention representations between samples that differ in conditioning signals, thereby
moting decoupled and interpretable control representations. We de ne the disentangler
loss between two different conditioning setwgpandb as follows:

2 3

Ldlsentanglemer(ﬁ, b)— En2N4 a Mn ReLU cos AI(n) A(n) S (2)
(i:iy2ck™
Here, N is the number of cross-attention blocks, edﬂ;b) is the index set for condition
pairsa;b (ID, LMK, EMO) in block n. M, is a binary face mask from a segmentation

model [37], resized to match the sequence Ien@fﬂ, is the attention feature of samgle
at blockn for conditiona, and co§ ; ) denotes cosine similarity. Using these, the Attentior
Disentanglement Lodsap is formulated as:

Lap = Ldisentanglemev{llD;|D+|—MK)+ Ldisentanglemel(llD;|D+EMO)+
L disentanglemekdD; ID+LMK+EMO) + L gisentanglemed D+LMK ; ID+EMO)+  (3)
L dgisentanglemefd D+LMK ; ID+LMK+EMO)
Therefore, the nal training objective combines the conventional diffusion loss with ot
proposed Attention Disentanglement (AD) Loss, and is de ned as:
h i
L dgiffusion = Exgeit:cin:cumk :cemo ke eq(Xt;t;ClD;CLMK;CEMO)kg 4)

Ltotal = Ldiftusion* | ap L aD 5)
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The coef cientl pop control the magnitude of AD Loss. In this stage, only the ID extractor,
each control module, and the corresponding key and value layers of the cross-attention
trained, while the other components are frozen. For the ID extractor, only the CLIP encode
part is trained to extract ID features, whereas the ArcFace model for the ID token is ke
xed.

3.3 Inference

During inference, classi er-free guidance [18] is employed. Speci cally, it is formulated as
follows:

€q(X; Cip; CLMK ; Cemoit) = g (x;t) + Wip (&q(X;Cip;t)  €q(X;t))
+wivk (8q(%;Cp;CLmk;t) ey (X;Cip;t)) (6)
+ Wemo (€q(%;Cip;Cemost)  €q(X:;Cip;t))

Here, wip;Wimk ; Wemo represent the respective control scales for each modality. When
cLmk andcgmo are dropped, the connections are completely cut off, effectively removing
the features. As aresult, we do not need to learn special embeddings to represent the abse
of conditions.

4 Experiments

4.1 Experiments Setup

Dataset. For training, we use 70,000 images from FFHQ [24] for diverse identities. To
enrich pose, expression, and emotion variation, we augment the dataset with frames ¢
tracted from FEED [9] and a subset of MEAD [56] videos (sampled at 1-second interval:
and cropped). This results in 130,000 images with enhanced diversity in both identity an
facial attributes.

Implementation. Our model is based on Arc2Face [41] and trained in two stages (100k/50k
steps) using AdamW [35], batch size 16, dngh=0:0005. Inference uses DDPM [19]
with classi er-free guidance scalegp=2:5, wyuk = 2:0, andwgyo= 2:0. Details are in the
supplementary material.

4.2 Evaluation Metrics

Control Evaluation. To evaluate control accuracy over pose, expression, and emotion, wi
construct a benchmark using CelebA [34]. We select 100 identity images and 100 diver:
target images in pose and expression, forming 2,000 identity-target pairs for generation a
evaluation. We use the following metrics: (Expression(Exp)/Pose RMSERMSE of
FLAME parameters [29] extracted with EMOCA v2 [6, 10] to measure alignment with the
target; (2)ID Similarity : cosine similarity from FaceNet [50] to assess identity preservation;
(3) FID: Fréchet Inception Distance [17, 51] against 2,000 FFHQ images to evaluate realisn
(4) Valence/Arousal(V/A) RMSE: RMSE of Valence/Arousal scores from Emonet to mea-
sure emotional consistency; (Bnotion Dist RMSE/Class ACC. RMSE and classi cation
accuracy of 8-class emotion distributions from Emonet [13] to evaluate categorical emotio
similarity. Baselines include Arc2Face+ControlNet [41] and CapHuman [31], which allow
explicit pose and expression control.
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Method Exp-RMSE _ Pose-RMSE_  V-RMSE _  A-RMSE _ Dist-RMSE _ Class-ACC(%)” ID-Sim” FID _ #Extra-Params_

Arc2Face+ControlNet 8.12 0.130 0.360 0.247 0.86 35.1 0.76 44.64 361M
CapHuman 7.82 0.166 0.428 0.224 0.87 34.6 0.71 88.80 361M
FaceCrafter-Pre-trained(LMK) 7.11 _ 0124 0.267 0.221 0.71 46.5 _0.75 46.85 11.7M
FaceCrafter-Pre-trained(LMK+EMO) 7.12 0.128 __0.218 0.205 0.59 56.5 0.72 53.25 _18M
FaceCrafter(LMK) 6.78 0.119 0.250 0.203 0.63 52.4 0.71 38.80 11.7M
FaceCrafter(LMK+EMO) _6.81 0.126 0.217 0.184 0.52 61.2 0.69 41.54 18M

Table 1: Quantitative comparison of different methods in terms of controllability, identif
preservation, and overall generation quality. Evaluations are performed on 2,000 image p
each consisting of an ID image and a target image, both sampled from CelebA [34]. -
rightmost column shows the number of additional parameters introduced for control by e
method. "Pre-trained" indicates the result after the Pre-trained stage. "LMK" uses only
LMK control module, and "LMK+EMO" uses both the LMK and EMO control modules.
Arrows indicate whether higher) or lower () values are preferred. The best results are
shown in bold. The second-best results are underlined.

Method LPIPS" Exp. (2)" Pose () " FID #

Synth AgeDB Synth AgeDB Synth AgeDB Synth AgeDB
FastComposer 0.389 0487 3597 4678 0.163 0.225 13.517 31.736
PhotoMaker 0.410 0424 3920 4.283 0.167 0.165 13.295 8.410
InstantlD 0.386 0.437 3.733 4569 0.059 0.082 22.859 18.598

IPA-FacelD (SDXL) 0.402 0.462 4.648 5812 0.181 0.197 7.104  24.105
IPA-FacelD-Plus 0.320 0.384 2706 3.518 0.150 0.194 14.880 11.817
IPA-FacelD-Plusv2  0.356 0.429 3.147 4.092 0.185 0.236 9.752  10.798
Arc2Face 0.506 0508 6.375 5966 0.317 0.273 5.673 6.628
FaceCrafter 0.552 0589 6.971 6.930 0429 0.424 2.112 6.501

Table 2: Comparison of identity-conditional models on Synth-500 and AgeDB-500 datast
Higher is better for LPIPS, Exp., and Pose; lower is better for FID.

Diversity Evaluation as ID-conditional foundation model. For comparison as an ID-
conditional generation model, we refer to the Arc2Face [41] evaluation frameWsHaould

be noted that, in this setting, Landmark/Emotion Control Modules are not used. To
ensure a fair comparison, we adopt the same evaluation datasets as in Arc2Face, ne
Synth-500 (collected by [53]) and AgeDB-500 [39]. As baselines for comparison, we u
Arc2Face as well as other state-of-the-art identity-conditional generation methods sucl
FastComposer [59], PhotoMaker [30], IP-Adapter-FacelD [61, 62], and InstantID [57].
evaluate performance, we use the following metrics: LPIPS [64] to measure diversity am
generated samples, Expression/Pose diversity by computing the standard deviation of
responding FLAME model parameters across samples, and FID to assess the realism ¢
generated images.

Evaluation via User Study. To obtain accurate human-centric evaluations, we conduct
user study with 21 participants. They evaluate three aspects: diversity, controllability, ¢
identity preservation. For diversity and controllability, evaluations are separately performn
on two attributes — facial pose and expression (including emotion). For each evaluation
sets of images are prepared, and each participant is randomly assigned 5 sets to assess
are asked to select the most favorable image for each evaluation metric from a set of im:
generated by different methods, presented in random order. The results are reported ¢
selection rate for each method.






