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Abstract

We present DEPTHHMR, a novel one-stage framework for multi-human mesh recon-
struction from a single RGB image. While recent DETR-style approaches have shown
promising results, they primarily rely on image features that lack explicit 3D reason-
ing, leading to depth ambiguities in scenes with occlusion, scale variation, or distant
individuals. To address this, our DEPTHHMR integrates metric depth cues and explicit
3D positional reasoning into a unified one-stage DETR framework. Central to our ap-
proach is a Depth Around Human (DAH) module, which isolates human-centric depth
cues from monocular depth maps. Unlike general scene depth estimation, DAH focuses
specifically on human subjects, improving depth priors for distant and occluded humans.
To enhance depth representation, we adopt a non-uniform depth discretization scheme,
allocating denser bins in near-field regions and sparser bins at greater distances. This de-
sign enables more precise depth reasoning in human-centric zones. Our depth prediction
branch, supervised using DAH-generated pseudo ground-truth, enables the shared back-
bone to simultaneously learn geometry-aware and appearance-aware features. Building
on these depth-informed representations, we propose depth-guided 3D query initializa-
tion followed by a depth-aware cross-attention decoder that refines SMPL mesh related
attributes for each query representing person in the scene. Our model achieves state-
of-the-art mesh reconstruction performance, reducing MVE by 2.8 mm on AGORA and
4.6 mm on 3DPW, while only requiring substantially lower resolution inputs, enhancing
both accuracy and efficiency.

1 Introduction

Multi-human 3D mesh generation from a single RGB image aims to simultaneously detect
and reconstruct the full-body geometry—including human body poses, hand gestures, and
facial expressions—of all individuals in a scene, typically employing parametric models
such as SMPL [20] or SMPL-X [26]. This task is crucial for applications in virtual reality,
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Figure 1: To resolve depth ambiguity and occlusion, our proposed DEPTHHMR leverages
human-centric depth cues via the DAH module to supervise 3D point query initialization.
Unlike prior methods that rely solely on 2D features, DEPTHHMR introduces depth-aware
cross-attention for robust mesh recovery. This enables accurate reconstructions in complex
scenes with distant, overlapping, or partially occluded individuals.

human-computer interaction [30], and animation [31, 43]. Current approaches generally fall
into two paradigms: multi-stage and one-stage methods.

Multi-stage methods typically operate in two separate steps: they first employ off-the-
shelf detectors to localize individual humans and subsequently regress poses and meshes in-
dependently within cropped regions [5, 13, 27, 40, 41]. Although this allows high-resolution
analysis for each individual, it neglects crucial global scene context such as relative scale,
inter-person relationships, and spatial arrangement of individuals. Recent unified frame-
works such as OSX [18] and SMPLer-X [3] alleviate part-specific modeling by holistically
regressing full-body meshes. Nevertheless, RoboSMPLX [24] demonstrated that the accu-
racy of such methods heavily depends on precise bounding boxes, highlighting a critical
vulnerability to noisy or incorrect detections.

In contrast, one-stage methods offer a more unified and robust alternative by enabling
end-to-end training on entire images without explicit cropping, thereby preserving global
context and inter-person relationships. Drawing from the DETR architecture [42], recent
methods like Multi-HMR [1], AiOS [34], and SAT-HMR [33] introduce human-specific
queries to decode individual mesh attributes directly from image features. Although effec-
tive, these approaches primarily rely on 2D features and inherently lack explicit mechanisms
for 3D spatial reasoning. Consequently, they struggle significantly with resolving depth
ambiguities, particularly in challenging scenarios involving occlusion, scale variations, and
distant subjects.

To address these challenges, we propose DEPTHHMR, a novel framework that integrates
metric depth reasoning into multi-human mesh recovery to resolve fundamental depth am-
biguity issues in existing methods. Our approach consists of three key components. First,
we introduce a two-stream encoder architecture built upon a shared backbone. This encoder
extracts multi-scale features from an RGB image, which are then processed through parallel
modules to extract both visual semantics and geometric depth-related features. This dual-
pathway design provides richer representations compared to the purely visual features used
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in previous methods [1, 33, 34]. Second, we propose the Depth Around Humans (DAH)
module to enhance depth precision for human subjects. As shown in the Figure 1, conven-
tional monocular depth estimators such as Depth Anything v2 [38] often produce inadequate
depth boundaries for distant or occluded individuals. Our DAH module generates human-
specific depth maps with improved boundary delineation, providing direct supervision to
our depth module via a depth matching loss. Third, unlike previous DETR-style approaches
that rely on 2D queries, our method introduces 3D queries defined in camera coordinates.
These queries function as explicit anchors to our decoder, which projects them onto the
image plane via camera intrinsics. Thus, enabling depth-aware cross-attention mechanism
(DACA) to capture volumetric relationships between queries and features from both visual
and depth streams. Through this integrated pipeline, the DAH-refined depth cues guide the
3D queries to better interpret spatial relationships between individuals, allowing explicit rea-
soning about 3D structure rather than implicit inference. Extensive experiments demonstrate
that DepthHMR significantly outperforms previous state-of-the-art methods, particularly for
distant, occluded, or overlapping humans, while maintaining computational efficiency. In
summary, our contributions are as follows:

* We propose DEPTHHMR, a novel framework that leverages human-centric depth cues
to enhance multi-human mesh reconstruction through explicit 3D positional reasoning
within a unified one-stage DETR-style architecture.

* We introduce the Depth Around Human (DAH) module, specifically designed to iso-
late and refine depth information around human subjects, resulting in significantly
improved depth prediction for distant or partially occluded individuals—scenarios in
which conventional depth estimators typically struggle.

* Our approach achieves state-of-the-art performance on the challenging AGORA bench-
mark, demonstrating significant improvements in accuracy (Fl-score: 0.96, MVE:
54.7mm) while requiring substantially reasonable resolution compared to previous
methods. This provides superior efficiency-accuracy trade-offs, even in complex,
crowded scenes.

2 Related Work

2.1 Multi-Stage Mesh Estimation

Early approaches for multi-human mesh recovery largely follow a multi-stage paradigm
[3, 6, 10, 13, 17, 29], where human detection and mesh estimation are decoupled into se-
quential steps. Methods such as CRMH [14] and 3DCrowdNet [5] employ off-the-shelf de-
tectors to first localize individual humans, followed by mesh regression on cropped regions.
This separation benefits from high-resolution inputs per subject, but fails to model global
context or inter-person dependencies, which are critical in occluded or crowded scenes.
Optimization-based methods like GLAMR [39] and SMPLIify-X [26] extend single-person
pipelines using iterative fitting, often yielding high accuracy in isolation, but suffering from
poor scalability and sensitivity to initialization. Moreover, RoboSMPLX [24] highlights the
vulnerability of these methods to detection noise, where slight perturbations in bounding
boxes lead to significant drops in mesh quality. As a result, these multi-stage approaches
tend to struggle in complex multi-person scenes due to their inability to leverage holistic
spatial context and their susceptibility to occlusion and detection errors.
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Figure 2: Overview of the proposedeBTHHMR framework. A Dino-v2 backbone [23]
extracts features from an RGB input image, which are processed through parallel visual a
depth branches. Depth Around Human (DAH) provides human-centric depth supervisiot
enabling precise depth-aware feature extraction. Subsequently, 3D human queries inter
with these RGB-depth features via a depth-aware transformer decoder, accurately regress
multi-person SMPL parameters in a uni ed forward pass.

2.2 One-Stage Mesh Estimation

To address these limitations, one-stage methods eliminate intermediate cropping and oper
directly on full-frame images, enabling end-to-end learning while preserving global scen
structure. Several studies [4, 8, 11, 15, 35, 36] presented the effectiveness of CNN-based
proaches that predict joint heatmaps and mesh parameters in a bottom-up manner. Howe
reliance on low-resolution images (typically 512px) leads to coarse reconstructions, partic
ularly for small or distant subjects. Transformer-based architectures have signi cantly ad
vanced the eld by leveraging cross-attention mechanisms to model person-object and inte
person interactions [9]. Furthermore, Multi-HMR [1] employs a a DETR-style [42] ViT
backbone [12] and a transformer-based Human Prediction Head (HPH) to directly regre
whole-body meshes, including facial and hand details, achieving state-of-the-art perfo
mance. AiOS [34] further advances one-stage estimation by integrating multiple specia
ized tokens for body-part-level predictions within a DETR-style transformer architecture
effectively maintaining high accuracy at very high resolution (1333px) inputs presenting ad
ditional computational overhead. On the other hand, authors in SAT-HMR [33] focused ol
computational ef ciency for detecting small scale or far away individual through a scale-
adaptive tokens scheme i.e. dynamically adjusting input resolution token patches based
the human's scale. Despite these advancements, existing one-stage approaches rely prir
ily on 2D spatial features and lack explicit depth reasoning, resulting in ambiguity and poo
mesh predictions in occluded, distant, or crowded scenarios.

3 Method

The overall framework of our BPTHHMR is shown in Figure 2. We rst illustrate the
visual and depth feature extraction in Section 3.1. Further, we illustrate how to use our dep
guided Depth Around Human (DAH) module for optimizing the monocular depth maps in
Section 3.2. Finally, we detail our Depth-Aware Decoder in Section 3.3.



