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Abstract

Accurate 6D pose estimation of complex objects in 3D environments is crucial for
effective robotic manipulation. However, existing benchmarks fall short in evaluating
6D pose estimation under realistic industrial conditions: most datasets focus on household
objects in domestic settings, while the few available industrial datasets are limited to
artificial scenarios with objects placed on tables. To bridge this gap, we introduce CHIP,
the first dataset designed for 6D pose estimation of chairs manipulated by a robotic arm in
a real industrial environment. CHIP comprises seven distinct chairs recorded with three
different RGBD sensing technologies and presents unique challenges, including distractor
objects with fine-grained similarities and severe occlusions caused by the robotic arm
and human operators. CHIP contains 77,811 RGBD images annotated with ground-truth
6D poses automatically derived from the robot’s kinematics, averaging 11,115 annotations
per chair. We benchmark CHIP using three zero-shot 6D pose estimation methods, evalu-
ating their performance across different sensor types, localisation priors, and occlusion
levels. Results reveal substantial room for improvement, highlighting the unique chal-
lenges posed by the dataset. Project page: https://tev-fbk.github.io/CHIP.
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Digital reconstruction of the acquisition setup LiDAR Passive stereo Active stereo
Figure 1: The CHIP dataset features multi-sensor RGBD videos of a robotic arm manipulating
wooden chairs in an industrial setting. The images are captured from multiple viewpoints
and annotated with ground-truth 6D poses derived from the robot’s kinematics, making it a
valuable benchmark for evaluating 6D pose estimation methods in realistic scenarios.

1 Introduction

Object 6D pose estimation involves determining the rotation and translation of objects in 3D
environments from sensory data. It is essential for industrial automation, as it enables robotic
agents to reliably manipulate and interact with objects in tasks that demand high precision.
Early data-driven methods [21, 28, 30, 32, 35, 37] are trained on task-specific data and
generalise poorly to unseen objects, limiting their adoption in real-world applications. Recent
zero-shot approaches address this limitation by exploiting large-scale synthetic data [23, 36]
or foundation models [7, 27]. However, their capacity to generalise to realistic industrial
scenarios remains largely unexplored, mainly due to the lack of suitable benchmarks. Existing
datasets often feature objects and environments that differ significantly from those encountered
in industrial contexts, limiting their practical relevance. Most publicly available datasets
focus on household items, such as food containers, plastic toys, and office supplies, and are
captured in domestic environments [5, 20, 37]. The limited number of datasets that include
industrial objects are typically restricted to plastic electrical components [17] or metallic
mechanical parts [12, 19], and are collected in controlled tabletop setups with calibrated
turntables to simplify annotation [12, 17]. However, such constrained acquisition setups,
which rely on visual markers for calibration, not only restrict the degrees of freedom but also
risk introducing biases into the collected data. To bridge this gap, we pose the question: Can
6D pose estimation data be collected in realistic industrial environments without relying on
such constrained setups? Our answer is: Yes, by replacing turntables with robotic arms.

In this work, we introduce CHIP, a multi-sensor RGBD video dataset of wooden CHairs
manipulated by a robotic arm in an Industrial scenario, annotated with precise 6D Poses
obtained from the robot’s kinematics (Fig. 1, left). CHIP comprises seven distinct wooden
chairs, captured using three types of RGBD sensors (LiDAR, passive stereo, and active stereo)
across different viewpoints (Fig. 1, right). The robotic arm’s controlled movements ensure
precise and repeatable object placement, and its high degrees of freedom enable an extensive
pose coverage. Specifically, CHIP contains 77,811 RGBD images annotated with ground-truth
6D poses automatically derived from a robot’s precisely known joint positions, averaging
11,115 annotations per chair. Compared to existing 6D pose estimation benchmarks, CHIP
introduces unique challenges, including: (i) a representative industrial environment featuring
realistic clutter; (ii) challenging distractor chairs that exhibit subtle differences from the one


Citation
Citation
{Kehl, Manhardt, Tombari, Ilic, and Navab} 2017

Citation
Citation
{Peng, Liu, Huang, Bao, and Zhou} 2019

Citation
Citation
{Rad and Lepetit} 2017

Citation
Citation
{Tekin, Sinha, and Fua} 2018

Citation
Citation
{Wang, Xu, Zhu, Martin-Martin, Lu, Fei-Fei, and Savarese} 2019

Citation
Citation
{Xiang, Schmidt, Narayanan, and Fox} 2018

Citation
Citation
{Labb{é}, Manuelli, Mousavian, Tyree, Birchfield, Tremblay, Carpentier, Aubry, Fox, and Sivic} 2022

Citation
Citation
{Wen, Yang, Kautz, and Birchfield} 2024

Citation
Citation
{Caraffa, Boscaini, Hamza, and Poiesi} 2024

Citation
Citation
{Ornek, Labb{é}, Tekin, Ma, Keskin, Forster, and Hodan} 2024

Citation
Citation
{Brachmann, Krull, Michel, Gumhold, Shotton, and Rother} 2014

Citation
Citation
{Kaskman, Zakharov, Shugurov, and Ilic} 2019

Citation
Citation
{Xiang, Schmidt, Narayanan, and Fox} 2018

Citation
Citation
{Hodan, Haluza, Obdrzalek, Matas, Lourakis, and Zabulis} 2017

Citation
Citation
{Drost, Ulrich, Bergmann, Hartinger, and Steger} 2017

Citation
Citation
{Kalra, Stoppi, Marin, Taamazyan, Shandilya, Agarwal, Boykov, Chong, and Stark} 2024

Citation
Citation
{Drost, Ulrich, Bergmann, Hartinger, and Steger} 2017

Citation
Citation
{Hodan, Haluza, Obdrzalek, Matas, Lourakis, and Zabulis} 2017


NARDON ET AL.: CHIP 3

Table 1: Comparison of object 6D pose estimation datasets in industrial settings: T-LESS,
ITODD, IPD, and our proposed dataset, CHIP. Columns correspond to the different datasets,
while rows are organized into Sensors, Objects, and Scenes, with each category detailing
relevant characteristics such as sensor types, object materials, and scene configurations.

T-LESS [17] ITODD [12] IPD [19] CHIP (ours)
Types RGB or D-only Grayscale or D-only RGB or RGBD or Polar RGBD
Sensors  Depth Structured light, TOF Stereo Structured light Active and passive stereo, LIDAR
Viewpoints Same Different Different Different
Type Electrical components Mechanical parts Mechanical parts Chairs
Objects Material Plastic Metallic Metallic Wooden
) Texture Non-informative Not available Non-informative Unreliable
Size 5-20cm 5-20cm 5-50cm 100-120cm
Setup Turntable with markers ~ Turntable with markers ~ Robotic arm with table Robotic arm without tables or markers
Scenes Occlusions Other objects Other objects Other objects Robotic arm, Human operator, Other chair
” Working distance <100cm <50cm 150-200cm 150-600cm
Datatype Images Images Images Images and videos

manipulated by the robotic arm; and (iii) realistic occlusions caused by the robotic arm itself
and by human operators interacting with the environment.

We benchmark CHIP using three zero-shot 6D pose estimation methods based on SAM-
6D [24] and FreeZe [7]. Our comprehensive analysis evaluates their performance across
different sensor types, localisation priors, and levels of occlusion. Although SAM-6D and
FreeZe achieve state-of-the-art results on the BOP Benchmark [3], their performance on CHIP
reveals substantial scope for improvement, particularly in the presence of noisy depth data,
inaccurate localisation priors, severe occlusions, and heavy clutter. This performance gap
highlights the complementarity of CHIP to the BOP Benchmark and reinforces its value as a
challenging resource for advancing 6D pose estimation in realistic industrial applications.

In summary, our main contributions are: (i) a multi-sensor 6D pose estimation dataset
of wooden chairs recorded in a realistic industrial environment; (ii) an automated annotation
methodology that employs a calibrated robotic arm to obtain precise ground-truth 6D poses
in unconstrained settings; and (iii) a comprehensive evaluation of three zero-shot methods on
the proposed dataset, establishing a benchmark for future research in this critical domain.

2 Related datasets

Object 6D pose estimation has been studied in both everyday and industrial contexts. Everyday
objects, commonly used in XR and human-computer interaction applications, typically exhibit
significant geometric variation in shape and rich textures. In contrast, industrial objects tend
to have more uniform geometric structures but differ significantly in materials and finishes,
posing challenges such as texture-less or reflective surfaces and high intra-class variation.
This work focusses on industrial objects, specifically wooden chairs, which present unique
challenges due to their similarities in both material and structure.

Existing 6D pose estimation datasets can be categorised into everyday, industrial, or
hybrid, depending on the type of objects they contain. Everyday datasets, such as LM-
O [5], YCB-V [37], and HOPE-Image [33], feature diverse household objects with rich
textures, often arranged in cluttered scenes where occlusions and lighting variations impact
performance. Industrial datasets, such as T-LESS [17], ITODD [12], and MP6D [9], focus
on texture-less or metallic objects, focus on challenges such as reflectivity and occlusions,
typically requiring alternative strategies such as shape-based matching. Hybrid datasets, such
as HomebrewedDB[20], GraspNet-1Billion[13], and TransCG[14], contain both everyday
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