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Abstract

As Neural Radiance Fields (NeRFs) have emerged as a powerful tool for 3D scene
representation and novel view synthesis, protecting their intellectual property (IP) from
unauthorized use is becoming increasingly crucial. In this work, we aim to protect the IP
of NeRFs by injecting adversarial perturbations that disrupt their unauthorized applica-
tions. However, perturbing the 3D geometry of NeRFs can easily deform the underlying
scene structure and thus substantially degrade the rendering quality, which has led ex-
isting attempts to avoid geometric perturbations or restrict them to explicit spaces like
meshes. To overcome this limitation, we introduce a learnable sensitivity to quantify
the spatially varying impact of geometric perturbations on rendering quality. Building
upon this, we propose AegisRF, a novel framework that consists of a Perturbation Field,
which injects adversarial perturbations into the pre-rendering outputs (color and volume
density) of NeRF models to fool an unauthorized downstream target model, and a Sensi-
tivity Field, which learns the sensitivity to adaptively constrain geometric perturbations,
preserving rendering quality while disrupting unauthorized use. Our experimental evalu-
ations demonstrate the generalized applicability of AegisRF across diverse downstream
tasks and modalities, including multi-view image classification and voxel-based 3D lo-
calization, while maintaining high visual fidelity.

© 2025. The copyright of this document resides with its authors.
It may be distributed unchanged freely in print or electronic forms.
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Figure 1: (a) Geometric perturbations without consideration of their varying impact on ren-
dering quality lead to significant degradation in rendering quality. (b) Our novel approach
mitigates this by measuring the sensitivity of rendering quality to geometric perturbations
and adaptively constraining their magnitudes. For example, perturbations are restricted on
empty spaces (red point), where disruptions can cause introduction of new artifacts, while
larger perturbations are applied on more complex regions (green point), where such disrup-
tions can be better masked by the existing structural complexity.

1 Introduction

Neural Radiance Fields (NeRFs) [42] have emerged as a powerful paradigm for novel view
synthesis and 3D scene representation, finding applications in AR/VR [29, 63], autonomous
driving [13, 57], and the metaverse [11, 67]. Their implicit representation, which yields
pre-rendering outputs (i.e., color, volume density) for any queried 3D point and viewing
direction, has enabled scene representation in diverse data modalities such as images, voxels,
and point clouds, thus driving advancements in diverse downstream 3D perception tasks [2,
16, 35, 59, 61]. However, their broad applicability entails a new challenge: protecting their
intellectual property (IP) from unauthorized use. Given substantial resources required to
construct NeRFs [9, 14, 26, 43, 64] and their value as a versatile 3D data source [11, 57, 63],
their unauthorized use in these downstream tasks can lead to significant losses in resources
and revenues, making IP protection an urgent concern [18, 21, 39, 52].

Inspired by the recent success of adversarial perturbations for IP and privacy protection
in text [23, 24, 31], audio [4, 45], and image [6, 32, 48, 49, 50, 51] domains, we propose to
tackle this challenge by obstructing downstream models that attempt to exploit NeRFs with-
out proper authorization. We achieve this by introducing carefully crafted adversarial per-
turbations into the NeRF’s pre-rendering outputs (color and density) designed to undermine
an unauthorized target downstream model while preserving the visual quality. By inject-
ing these perturbations at inference time, our approach can generate adversarial examples
across diverse data modalities derived from NeRFs, thus offering a generalized protection
framework applicable to a wide range of downstream tasks.

However, perturbing the 3D geometry of NeRFs is inherently challenging, as it can eas-
ily deform the underlying scene structure and substantially degrade rendering quality [19,
20, 39]. We argue that this degradation primarily occurs because the visual impact of a ge-
ometric perturbation is not uniform across the 3D space; rather, it heavily depends on the
specific 3D location and the local structural details [27, 38, 69]. For example, as shown in
Fig. 1(a), applying perturbations of random magnitudes across the 3D space without consid-
ering their spatially varying impact can indiscriminately alter geometric structures and thus
significantly degrade the rendering quality. While there have been recent attempts to inject
adversarial perturbations into NeRFs [19, 25], they also overlook this insight, either impos-
ing no explicit constraints on perturbations [19] or applying predetermined, fixed constraints
across 3D space [25]. Consequently, to prevent visual distortions, these methods resort to
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either avoiding geometric perturbations altogether [25] or restricting them to explicit forms
like meshes [19], thereby limiting their applicability across the diverse 3D downstream tasks
that leverage NeRF’s pre-rendering outputs.

To overcome this limitation when perturbing the geometry of NeRFs, we introduce a
learnable sensitivity measure for quantifying the varying degree of impact that geometric
perturbations across 3D space have on rendering quality. As shown in Fig. 1(b), this allows
us to impose tighter constraints on geometric perturbations in regions where changes would
be highly perceptible, while permitting more perturbations in areas where they cause less
perceptual degradation. This sensitivity-guided strategy aims to maximize the disruptive
effect on unauthorized tasks while minimizing degradation in rendering quality.

Based on this insight, we propose AegisRF, a novel framework for protecting the IP of
NeRF models by injecting sensitivity-guided perturbations into their pre-rendering outputs
at inference time. AegisRF consists of two key components: (1) Perturbation Field that
generates appearance (color) and geometry (density) perturbations designed to fool an unau-
thorized downstream target model, and (2) Sensitivity Field that quantifies the sensitivity of
the rendering quality to geometric perturbations across 3D space and constrains these per-
turbations adaptively. Our experimental evaluations demonstrate that AegisRF offers robust
protection across diverse downstream tasks, including multi-view image classification [7]
and voxel-based 3D localization [16], while preserving the rendering quality (Sec. 4.2).
Additionally, through extensive analysis on the Sensitivity Field (Sec. 4.3), we verify that
guiding the perturbations with the sensitivity is crucial to maintain high rendering quality.

In summary, our contributions are as follow:
• We introduce learnable sensitivity for measuring the perceptual impact of geometric per-
turbations on rendering quality, which enables adaptive constraints for robust NeRF IP
protection while maintaining high visual fidelity.

• We present AegisRF, a novel framework for NeRF IP protection that operates at inference
time by perturbing both the appearance and geometry pre-rendering outputs of NeRFs,
thus protecting their IP from a diverse range of downstream tasks and modalities.

• Through empirical evaluations, we verify the effectiveness of AegisRF at substantially un-
dermining the performance of various downstream applications with different modalities
while preserving the rendering quality.

2 Related Works

Neural Radiance Fields. Neural radiance fields (NeRFs) [42] and other MLP-based ra-
diance fields [3, 14, 43, 44, 46, 47], implicitly represent 3D scenes as continuous signals.
These methods have achieved photorealistic novel view synthesis and have become a pow-
erful 3D representation [3, 43, 44, 46, 47]. Their implicit nature allows transformation of
their pre-rendering outputs into various data types (e.g., images, voxels) [2, 16, 22, 61],
fueling diverse downstream perception tasks such as classification [7, 22, 25], segmenta-
tion [2, 8, 28, 35, 59], and localization [16, 61]. As commercial NeRF applications also
grow [56], protecting their IP from unauthorized downstream use becomes critical. This
work safeguards IP of NeRFs across various downstream tasks and modalities by applying
adversarial perturbations to pre-rendering outputs while ensuring visual integrity.
IP Protection via Model Deception. Protecting data IP or privacy by subverting down-
stream applications with imperceptible input perturbations has become a popular strategy.
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Figure 2: Overview of AegisRF. For a 3D point (x,d), the Perturbation Field creates appear-
ance (δ c) and geometry (δ σ ) perturbations, while the Sensitivity Field predicts sensitivity (s)
to adaptively constrain geometry perturbations (δ̂ σ ). These perturb NeRF outputs (c, σ ) into
perturbed versions (c′, σ ′), forming adversarial examples in various data forms, aiming to
disrupt target unauthorized downstream task (Lpro) while preserving rendering quality (Lnat).

This includes deceiving facial recognition [6, 49, 50], preventing unauthorized manipula-
tion or style extraction from generative models [32, 48, 51], and protecting text or audio
data [4, 23, 24, 31, 45]. We extend this paradigm of IP protection through model deception
to NeRFs [42], aiming to thwart unauthorized use by designing adversarial attacks targeting
their downstream applications.
3D Adversarial Attack. Since Athalye et al. [1] introduced 3D adversarial examples, many
attacks have targeted diverse data forms like point clouds [12, 17, 33, 58, 60, 62, 68, 70],
meshes [30, 34, 53, 65], and voxel-grids [54]. Recently, the rise of radiance fields [42, 43, 47]
spurred NeRF-specific attacks; TT3D [19] adversarially fine-tunes radiance fields [43], and
NeRFail [25] perturbs the color attributes of NeRFs from transformed 2D pixels. However,
these works overlook the sensitivity of geometry to perturbations, thus avoiding [25] or lim-
iting geometric perturbations to vertex coordinates on the explicit mesh space [19] to avoid
significant deformations. In contrast, our sensitivity-guided approach provides a spatially-
aware understanding of how geometric perturbations affect rendering quality, thereby en-
abling direct perturbations on NeRF’s implicit geometry for versatile IP protection across
different downstream tasks and modalities while preserving rendering quality.

3 AegisRF

3.1 Preliminaries

Neural Radiance Fields (NeRF). NeRF [42] models a 3D scene using an MLP that maps
a 3D coordinate x ∈ R3 and view direction d ∈ R3 to pre-rendering outputs: RGB color
c and volume density σ , i.e., MLP(x,d) = (c,σ). Images are rendered by volumetrically
integrating these outputs along rays r(t) = o+ td emitted from the camera center o. For N
points sampled along each ray, the pixel color I(r) is computed as:

I(r) =
N

∑
i=1

Ti(1− exp(−σi∆ti))ci, (1)

where Ti = exp
(
−∑

i−1
j=1 σ j∆t j

)
is accumulated transmittance, ∆ti = ti+1 − ti is the distance

between consecutive sampled points, and ci, σi are the color and density at the i-th sample.
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3.2 Perturbation and Sensitivity Fields
We tackle the research question of protecting IP in NeRFs from adversaries who use these
radiance fields without proper authorization. To achieve this, we propose AegisRF (Fig. 2),
a framework that undermines the adversary’s downstream task by injecting imperceptible
perturbations into the pre-rendering outputs of NeRFs, or the appearance (i.e., color c) and
the geometry (i.e., density σ ). AegisRF consists of two components: (1) Perturbation Field,
which models adversarial perturbations designed to undermine the target unauthorized down-
stream model, and (2) Sensitivity Field, which constrains the geometric perturbations based
on the degree of impact they have on the rendering quality degradation.
Perturbation Field. To protect NeRFs from unauthorized usage, we introduce the Perturba-
tion Field (Fig. 2) that perturbs their color c and density σ outputs by injecting appearance
perturbation δ c and geometry perturbation δ σ such that c′ = c+ δ c and σ ′ = σ + δ σ . We
model the Perturbation Field via a set of multilayer perceptron (MLP) networks Gp to learn
δ c and δ σ given a point with position x and viewing direction d from a camera such that
Gp : (x,d) → (δ c,δ σ ). These perturbations are applied to the pre-rendering outputs of a
frozen pre-trained NeRF at inference time. This allows our perturbations to be easily ac-
tivated or deactivated depending on the deployment context, enabling seamless switching
between protected and unprotected inference modes. More details on the architecture of Gp
and sampling methods are provided in the appendix (Sec. A).

The implicit design of our Perturbation Field allows us to craft perturbations for any
queried 3D point and view, making it highly compatible with a wide range of MLP-based ra-
diance fields. These perturbations injected directly into the pre-rendering outputs of NeRFs
can also be transformed into adversarial examples of diverse modalities, such as voxel
grids [16, 59, 61] or images [2, 22]. Such versatility allows application of AegisRF across
diverse unauthorized downstream models (Sec. 4.2), providing generalized IP protection.
Sensitivity Field. Unlike appearance, even small disruptions on the 3D geometry can lead
to significant shape deformations and thus degrade the rendering quality [19, 20, 39]. To
this end, we design the Sensitivity Field that measures the sensitivity of rendering quality
to geometric perturbations across the 3D space and impose constraints accordingly. We ap-
proximate the Sensitivity Field via a set of MLPs Gs that takes the position x of a point and
outputs a sigmoid-normalized scalar sensitivity s ∈ [0,1] such that Gs : x → s as shown in
Fig. 2. Given the sensitivity s, we constrain the magnitudes of the geometry perturbation,
thus applying a tighter constraint on regions that are sensitive to rendering quality degrada-
tion while allowing larger perturbations on regions with lower sensitivity scores.

While a common strategy for such constraints would be clipping the perturbation as
commonly done in traditional norm-bounded attacks [10, 40], this could prevent the gradient
flow and interfere with the training of Perturbation and Sensitivity Fields. Thus, we use the
soft clamping strategy S(·, ·) to obtain constrained geometric perturbation δ̂ σ while ensuring
their proper training as follows:

δ̂
σ = S(δ σ ,s) = ((1− s) · σ̄) · tanh

(
δ σ

(1− s) · σ̄

)
, (2)

where σ̄ is the mean density value for all points uniformly sampled from a 3D grid that
covers the entire scene volume. With this soft clamping operation, adversarial color c′ and
density σ ′ can now be written as c′ = c+δ c and σ ′ = σ + δ̂ σ .

Traditional norm-bounded image attacks [10, 40] use fixed perturbation magnitudes,
which overlook the varying perceptibility of geometric perturbations in 3D space. In con-
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trast, our method adapts constraints based on the 3D location, applying tighter limits in
sensitive areas and allowing larger perturbations in less sensitive regions to ensure imper-
ceptibility compared to fixed constraints (Sec. 4.3).

3.3 Training AegisRF
We train AegisRF using two objectives: (1) protection loss, which guides the generation of
strong perturbations that can undermine the target unauthorized downstream task, and (2)
naturalness loss, which aims to preserve rendering quality in the presence of perturbations.
Protection loss Lpro. The primary objective of the protection loss is to guide the Pertur-
bation Field Gp to produce perturbations that effectively undermine a target unauthorized
downstream model F . To achieve this, we first generate an adversarial example x′, which
serves as the input to F . Thanks to the versatile characteristic of the pre-rendering outputs
of NeRF, the adversarial example x′ can also be generated in different modalities from the
perturbed pre-rendering outputs (c′,σ ′) depending on the downstream model. For instance,
if F is an image-based model [7, 25], x′ is an RGB image produced by volumetric rendering
(Eq. 1) of (c′,σ ′), and if F is a voxel-based model [16], x′ is a 3D voxel grid constructed via
uniform sampling and aggregation [16, 61], where each point in grid captures (c′,σ ′). This
versatility in forming x′ allows our approach to target a wide range of downstream tasks that
utilize various data modalities derivable from NeRFs.

The protection loss Lpro is defined to maximize the training loss LF of the target model
F (e.g., cross-entropy for classification) as follows:

Lpro =−LF(F(x′),ygt), (3)

where F(x′) is the prediction from the target downstream model, and ygt is the corresponding
ground-truth label (e.g., a class label for classification). In this way, the Perturbation Field
learns to generate perturbations (δ c,δ σ ), which are then used to craft perturbed outputs
(c′,σ ′) and ultimately the adversarial example x′ that is highly effective at degrading the
performance of unauthorized models.
Naturalness loss Lnat. To maintain rendering quality against perturbations, our naturalness
loss Lnat measures the photometric L2 difference [42] between a rendering output I′n derived
from perturbed color c′ and density σ ′ (Eq. 1) and its corresponding ground truth Igt

n . We
compute the loss over a set of camera rays R sampled from the training views:

Lnat = ∑
r∈R

∥ I′n(r)− Igt
n (r) ∥2

2 . (4)

This term penalizes rendering quality degradation and supervises both the Perturbation Field
Gp and the Sensitivity Field Gs. In this way, the Perturbation Field Gp learns to refrain from
generating perturbations (δ c,δ σ ) that result in severe degradation in rendering quality. This
term also guides the Sensitivity Field Gs to predict high sensitivity values on regions where
geometric perturbations would significantly degrade rendering quality, and low sensitivity to
regions where perturbations are perceptually tolerable, thus serving our purpose of crafting
effective geometric perturbations while preserving the rendering quality.
Model training. During training, the pre-trained NeRF remains frozen while our Perturba-
tion and Sensitivity Fields are updated on the combination of the two losses:

L= λpro ·Lpro +λnat ·Lnat, (5)

where λpro and λnat denote the coefficients of Lpro and Lnat, respectively.
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Multi-view classification

Method Naturalness Disruption efficacy
PSNR (↑) SSIM (↑) LPIPS (↓) Acc. (%)

No protection 28.28 0.9205 0.0979 99.00

NeRFail-S 22.42 0.8360 0.1508 2.00
NeRFail 23.74 0.8751 0.1315 7.75

Adv-FT (λpro = 0.0003) 25.57 0.8973 0.1372 5.50
Adv-FT (λpro = 0.003) 23.67 0.8722 0.1987 2.13
Adv-FT (λpro = 0.03) 17.62 0.7442 0.5220 0.13

AegisRF (Ours) 26.33 0.9042 0.1271 1.88

3D localization

Method Naturalness Disruption efficacy
PSNR (↑) SSIM (↑) LPIPS (↓) Recall25 (%) Recall50 (%) AP25 (%) AP50 (%)

No protection 23.98 0.7884 0.3186 95.44 66.63 59.94 44.35

Adv-FT (λpro = 0.1) 22.37 0.7249 0.4289 66.58 15.86 14.93 2.52
Adv-FT (λpro = 1) 18.44 0.6068 0.6013 50.82 6.88 3.83 0.22

Adv-FT (λpro = 10) 15.10 0.5264 0.7147 43.43 2.25 1.60 0.01
AegisRF (Ours) 23.97 0.7687 0.3565 48.64 4.77 3.24 0.20

Table 1: Comparison of our AegisRF with existing methods on multi-view image classifi-
cation and 3D localization. Best results are in bold, and second best results are underlined.

4 Experiments

4.1 Experimental Setups

Dataset and evaluation metrics. We use 8 scenes from the NeRF Synthetic dataset [42] for
multi-view classification and 10 scenes from the ScanNet [5] dataset for 3D localization. We
use the train/test view splits set by the target downstream methods. We evaluate naturalness
with PSNR, SSIM, and LPIPS [66] of rendered images [3, 42, 55]. We also assess disruptive
efficacy on downstream task, i.e., the protective performance of AegisRF. For multi-view
classification [7], we measure prediction accuracy on images rendered on test views. For 3D
localization [16], we measure Recall@K and AP@K of predicted bounding boxes.
Target models and baseline methods. We evaluate our AegisRF on two MLP-based ra-
diance fields and two representative downstream tasks: (1) multi-view classification (ViT-
B/16 [7] on NeRF [42]) and (2) voxel-based 3D localization (NeRF-RPN [16] with Swin
Transformer [36] on depth-guided NeRF [47]). As a baseline, we consider TT3D [19], a
method that adversarially fine-tunes parameters of a pre-trained radiance field. However,
while TT3D modifies the appearance parameters of the radiance field, it alters geometry on
the explicit mesh derived from the radiance field. Since our goal is to protect the NeRF
model itself, which can form diverse data modalities, TT3D’s focus on a single derived mesh
is not directly suitable. Thus, we adapt TT3D’s core idea of adversarially fine-tuning into
Adv-FT. This approach fine-tunes the parameters of the pre-trained NeRF to generate both
the adversarial color and density representations via the protection loss (Eq. 3) and the nat-
uralness loss (Eq. 4). For multi-view classification, we also compare with NeRFail [25] and
NeRFail-S [25], which are specifically designed for multi-view adversarial attacks.
Implementation details. For AegisRF, we set protection loss weight λpro = 0.0003, nat-
uralness loss weight λnat = 1 for multi-view classification and λpro = 1, λnat = 50 for 3D
localization. For Adv-FT, we set λnat = 1 for multi-view classification and λnat = 50 for 3D
localization, and use various values of λpro for extensive comparisons over its performance
spectrum. For NeRFail [25], we used hyperparameters set by the authors and ε = 32. Please
refer to Sec. A of the supplementary for additional implementation details.
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Figure 3: Visualizations of rendered images and model predictions on NeRF, NeRFail,
Adv-FT (λpro = 1 for 3D localization, λpro = 0.003 for multi-view classification), and our
AegisRF. Our AegisRF shows superior rendering quality compared to NeRFail and Adv-FT.

4.2 Naturalness and Protection Performance

In Table 1, we report the naturalness and disruption efficacy of our AegisRF along with
the compared methods. Compared to NeRFail [25], AegisRF achieves both higher visual
quality (+2.59 PSNR) and stronger protection (−5.87%p accuracy) in multi-view classifi-
cation. This is thanks to our effective geometric perturbations, while NeRFail limits pertur-
bations only to appearance components of NeRFs. We can also observe that Adv-FT faces
a large trade-off between the naturalness and disruption efficacy, achieving high disruption
efficacy (e.g., 1.60% AP25 in 3D localization with λpro = 10) at a cost of significantly de-
graded rendering quality (15.10 PSNR). Conversely, if Adv-FT prioritizes naturalness (22.37
PSNR with λpro = 0.1), this sacrifices its disruption efficacy (14.93% AP25). In contrast, our
AegisRF achieves strong disruption efficacy (3.24% AP25) with high visual quality (23.97
PSNR) thanks to the sensitivity guidance, which adaptively constrains geometric perturba-
tions to preserve visual fidelity while effectively disrupting downstream models.

Surrogate Model Target Accuracy (%)

ViT-B Swin-B Mixer-B

No Protection 99.00 99.88 90.75
ViT-B 1.88 41.00 44.75

Swin-B 19.63 0.00 18.75
Mixer-B 7.25 6.00 0.50

Table 2: Transferability of
AegisRF from a surrogate
model to unknown target mod-
els in multi-view classification.

We further evaluate AegisRF in a more practical sce-
nario by evaluating its transferability across different ar-
chitectures in Table 2. AegisRF demonstrates consid-
erable transferability, reducing the multi-view classifica-
tion accuracy of Swin-B to 6.00% when trained to dis-
rupt Mixer-B, highlighting the practical effectiveness of
AegisRF in real-world IP protection scenarios. In the
supplementary, we report transferability on 3D localiza-
tion (Sec. B), robustness against common transformations
such as JPEG compression or Gaussian noise (Sec. C),
and computational costs (Sec. E).

In Fig. 3, we visualize images rendered from the original NeRF, existing methods, and
our AegisRF along with their disruption efficacy. While Adv-FT shows strong protective
ability, it results in significantly distorted rendering qualities, often showing visible distor-
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Figure 4: Comparison of naturalness (col. 1-3) and disruption efficacy (col. 4-7) of our
sensitivity-guided adaptive approach with a fixed, non-adaptive perturbation bound ε . Our
strategy leads to the best balance between naturalness and protection performance.

tions in the geometry (e.g., removal of chairs in row 2). In contrast, AegisRF can preserve
the visual fidelity while undermining the predictions of the target models, thanks to the Per-
turbation and Sensitivity Fields, which balance adversarial strength with imperceptibility.

4.3 Analysis on Sensitivity Field

Sensitivity vs. fixed bound. We compare Sensitivity Field with constraining geometric per-
turbations using a fixed, non-adaptive perturbation bound ε commonly used in traditional
norm-bounded adversarial examples [10, 40]. As shown in Fig. 4, our sensitivity-guided
adaptive approach outperforms all of the non-adaptive cases in terms of disruption efficacy.
While lower ε improves naturalness of non-adaptive approach, this comes at significantly
degraded disruption efficacy. In contrast, thanks to the sensitivity-guided approach that sup-
presses perturbations detrimental to rendering quality while perturbing less visually critical
points, our method achieves a better balance between the naturalness and disruption efficacy.

No protection AegisRF SensitivityPerturbation (x 10)

Low sensitivity (large pert.) High sensitivity (small pert.)

Figure 5: Images rendered from NeRF (col.
1) and AegisRF (col. 2), pixel-wise perturba-
tion (col. 3), and sensitivity averaged along
each ray of the pixel (col. 4).

Visualization of sensitivity. In Fig. 5,
we visualize the images rendered from the
original NeRF (col. 1) and AegisRF (col.
2) along with the pixel-wise perturbations
(col. 3). The perturbations show that
our AegisRF tends to affect the edges of
more complex surfaces, which is consistent
with prior findings that distortions on high-
frequency textures are generally less per-
ceptible than those on simpler regions [27,
38, 69]. We also visualize the sensitivity
predicted by Sensitivity Field by averaging
values on sampled points along each ray
(col. 4). Sensitivity Field tends to learn
lower sensitivity on regions containing ob-
jects with complex textures (e.g., chairs),
suggesting an implicit alignment with ob-
servations from previous studies [27, 38, 69], though it is not explicitly designed for this be-
havior. It also predicts higher sensitivity along rays cast through empty spaces, thus avoiding
perturbations on low-density areas where perturbations can introduce new visible artifacts.

In supplementary materials, we provide ablation studies (Sec. D). We also provide addi-
tional analysis including the comparison of learned sensitivity with different variations, the
effects of soft clamping strategy, and the effects of density perturbation (Sec. E).
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5 Conclusion

In this work, we introduce AegisRF, an adversarial framework to protect the intellectual
property of NeRFs by undermining the performance of target unauthorized downstream
models. We design the Perturbation Field, which injects adversarial perturbations to the
pre-rendering color and density outputs of NeRFs, thus allowing our approach to effectively
safeguard their IP from a wide range of downstream tasks and modalities. We also introduce
a novel Sensitivity Field that adaptively constrains the magnitudes of geometric perturbations
based on their impact on rendering quality to preserve the visual fidelity. Through compre-
hensive experimental evaluations, we verify the ability of AegisRF to protect NeRFs from
a variety of downstream applications, including multi-view image classification and voxel-
based 3D localization, without compromising their rendering quality. We hope that our work
contributes towards more secure deployment of NeRFs as a 3D data representation.
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