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Overview Limitations of Traditional Paradigms for GFD
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Challenge: Generalized Face Discovery (GFD)
e Goal: Simultaneously identify known faces and discover new ones from mixed
labeled/unlabeled data.

e Difficulty: Fails existing GCD and Face Recognition methods due to the massive
number of 1dentities and subtle, fine-grained differences between them.
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Our Approach: FaceGCD Separability  Accuracy
We propose FaceGCD, which adapts prefixes to frozen Vision Transformer (ViT).

A lightweight HyperNetwork generates instance-specific prefixes on the fly.

These prefixes are injected into the ViT layers, enabling it to capture subtle identity cues

without expensive retraining.

Limitations of Existing Setups
Existing methods cannot handle the challenges of GFD

: high cardinality and the need for open-set discovery.

1. Traditional Face Recognition (FR)

e Focus: Closed-set 1identification (only known IDs).

e Limitations: Cannot discover novel IDs, resulting 1n
misclassification of new faces.

Contributions
e Task: Introduced GFD, a practical new open-world face recognition task.

e Method: Proposed FaceGCD, an efficient, adaptive model using dynamic prefixes.
e Performance: Achieved State-of-the-Art results, significantly outperforming
baselines on large-scale benchmarks.

- 2. Generalized Category Discovery (GCD)
Our Method: FaceGCD for Instance-Specific Features e Focus: Low-cardinality tasks (hundreds of objects) L

with clear visual differences. Known IDs C, Uknown IDs C v
e Limitations: Lack of sensitivity to the fine-grained, subtle differences between thousands

of visually similar faces, leading to poor clustering of new IDs.

Core Concept
FaceGCD dynamically constructs an instance-specific feature extractor for every input
face. This 1s achieved by modulating a powerful, frozen backbone network with

lightweight, dynamically generated prefixes. GFD Setup
e Labeled Set (D) :A set with labels for some known IDs (C).
Stage 1: ldentity-Level Feature Extraction e Unlabeled Set (Dy) :A set containing both known (C.) and unknown (C,/) IDs.
e Component: Landmark CNN(-), Frozen DINO ViT F(-)
e Role: To provide a robust and stable foundation of general facial features. The layer- Stage 2: Dynamic Prefix Generation Component Type
wise Features z(1), serve as a compact representation of the input face. via HyperNetwork __ Descriptions
e Key Advantage: The frozen backbone ensures stability and high parameter efficiency, P bt P S [ )
as only the lightweight HyperNetwork is trained. Crucially, it retains common and Stage 1: Identity-Level | ()] ++ O }J } G )
balanced facial knowledge across all IDs. Feature Extraction | S e - ey et |
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Stage 2: Dynamic Prefix Generation via HyperNetwork | B |
(a) Parameter Generation 3 P £ N
e Component: A lightweight HyperNetwork #(-) (2-layer MLP) | I \& Pref N [ ]
e Role: To generate a set of layer specific weights ® 1. for Prefix Generator G (+) / ( \HEE Variables |
e Key Advantage: Enables instance-specific adaptation. The model learns how to o & F \ I:I L oem - ... 1k [ ]
generate parameters for a given IDs, rather than learning static parameters for all faces. Generated Weights 2. ‘1
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(b) Prefix Generation

e Component: Layer-specific Prefix Generator G (-), Prefixes P%), ng ) r.;L"'.Er:. ~ g S e D e

e Role: Each generator configured by its layer-specific weights ® ;, transforms the ;J“"i‘i"“"‘?;" g o g . :

random initialized Prefixes P;,;; into instance-specific Prefixes P%), P%f ) Feature g @::Ls: _ @::.,s: _ N g Rt A

e Key Advantage: This two-step process is highly parameter-efficient. The resulting B SN || |z 0 0 :5: ‘® @ |

instance-specific prefixes are crucial for capturing the fine-grained facial cues that T L” Wl AN Flagl = ~> 0 P @ |

define each unique identity. v \Layermise Features 50 7 ﬁ : D e D e 7 oot |
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Stage 3: Prefix Tuning and Forward Pass (L) _ pL). gz (L (L) _ pL). 3/ (L (L) _ (L

¢ Cgomponent; FrozengDINO ViT F(-) (Only last layer trainable), DINO head H(-) K" =[P KK (L)), v = [Py V (L)), QW) =W

® Role: The dynamic prefixes are prepended to the Key and Value vectors, thereby tuning the : Prepend Prefixes to Key and Value vectors

feature extraction process of the DINO backbone specifically for the input image.

e Key Advantage: Allows the model to adaptively focus on and amplify subtle visual cues,
enabling the backbone to capture instance-specific features crucial for discriminating among
fine-grained and visually similar face IDs.

L= (1-1) Z L)+ A Z L] : Semi-contrastive loss
1€B ’I:EBQD[,
: Loss Function (Same as GCD baseline)

Result Tables Analysis and Ablation Study

ethod YTF 500 YTF 1000 YTF 2000 CASIA 500 CASIA 1000 CASIA 2000 Experimental Results
o All ‘ Known Novel | Al  Known Novel | All | Known Novel All | Known Novel All | Known Novel | All # Known Novel p

GCD 705 | 864 545 | 704 | 781 627 |703| 799 607 | 408 | 41.0 406 454 | 442 465 | 477 | 472 483 e Dominant Performance: FaceGCD outperforms both FR (ArcFace) and existing
SimGCD 741 | 964 518 |728 951 501 |726| 927 525 312 | 323 300 392 | 377 407 | 418 | 394 442 . . . .
PromptCAL 752 | 886 618 | 750 861 638 | 666 769 562 | 449 | 438 459 499 | 493 504 | 403 | 396  41.0 GCD methods 1n the challenglng GFD scenario. The performance gap widens as the
CMS 522 | 734 309 |445| 61.6 274 [266| 329 202 253 | 265 241 244 | 250 237 |227| 231 223 ) R . i . .
FaceGCD (Ours) | 812 | 938  68.6 |827 | 932 721 |836| 918 754 588 | 689 487 522 | 523 522 |561| 604 517 number of identities increases, demonstratlng the effectiveness of dynamlc preﬁxes 1n

Table 1. FaceGCD vs existing GCD methods on various GFD benchmarks. handling high-cardinality, fine-grained tasks

. .

e Excellent Generality on GCD Benchmarks: Beyond faces, FaceGCD achieves
K-Means DBSCAN| HAC L-GCN| Ada-NETS SSK competitive SOTA performance on standard GCD benchmarks (e.g., CUB, Stanford

Feature Extractor

All | Known Novel | All | Known Novel | All | Known Novel | All | Known Novel | All | Known Novel | All | Known Novel . h om o f h . . f. f. o
ArcFace 66.5 65.4 67.6 | 139 13.9 139 | 68.5 68.7 684 | 33.2 17.7 48.7 | 24.6 27.2 21.9 | 73.0 78.3 67.6 Cars)’ prOVIHg t C Versatlllty O t C lnStance-SpeCI 1C pre IX meChanlsm'
ArcFace  + GCD 69.6 | 83.9 553 | 275 | 410 14.0 | 70.1 82.8 573 | 446 | 472 419 | 249 | 277 220 | 720 | 879 56.1
FaceGCD (Ours) 786 | 866 705 | 420 | 491 348 | 820 | 881 759 | 523 | 475 571 |326| 359 294 |827| 932 721
Table 2. FaceGCD vs ArcFace on YTF 1000 with various clustering schemes. Ablation Study: Validating Core Components
e Dynamic Prefixes are Crucial: Removing the HyperNetwork entirely and replacing it
- CIFARIO | mageNetio0 CUB Stanford Cars | FGVC Aircralt | Herbarm 19 | with static prefixes results 1n a severe performance degradation. This directly confirms our
ethod All | Old Novel | All | Old Novel | All | Old Novel | All | Old Novel | All | Old Novel | All | Old Novel hypothesis that adaptive, per—image feature modulation is essential.
GCD 73.0 | 762 66.5 | 74.1 | 89.8 663 | 513|566 487 |39.0 576 299 |450 [ 4Ll 469 |354 [ 510 27.0 . . . .
SimGCD | 80.1 | 812 778 | 830 | 931 779 |503 | 656 577 | 538|719 450 | 542|591 518 | 440 | 580 364 e HyperNetwork is Effective & Efficient: The HyperNetwork proves to be a highly
PromptCAL | 81.2 | 842 753 | 83.1 [927 783 | 629 | 644 621 |502|70.1 406 |522|522 523 | 370|520 289 . . : :
CMS 823 | 857 755 | 847|956 79.2 [682|765 64.0 |569 |761 47.6 |56.0 | 634 523 |364 | 549 264 effective and parameter—efﬁcwnt module for generating these dynamlc preﬁxes. It
Ours 83.4 | 888 725 | 784 | 957 69.6 | 645|731 60.1 | 625|521 67.6 | 554 | 635 513 | 426|446 408

successfully provides the necessary instance-specific conditioning while adding minimal

Table 3. Comparison of generic GCD benchmarks with GCD methods. . L g eqe ..
computational overhead, demonstrating its suitability for large-scale applications.

Method All Known Novel Additional Params | Trainable Params | Total Params .
Conclusion
FaceGCD (Prefix size: 10) 82.9 92.9 72.8 . . . .
Prefix size: 5 809 (-2.1) 91.1(-1.8)  70.4(-2.4) 13.8M (6.6%) 41.1M (19.8%) 207.7M We introduced Generalized Face Discovery (GFD), a novel and practical task for open-
Prefix size: 20 827(-02) 932(+0.3)  72.1(-07) world face recognition. Our proposed FaceGCD, powered by dynamic prefix
Static Prefix Generator 769 (-6.0) 81.7(-112)  72.1(-07) | 399.9M (67.3%) | 427.2M (72.0%) 593.8M generation, effectively solves the core GFD challenges of high cardinality and fine-
Static Prefix Pool 42.6 (-40.3) 52.8(-40.1) 32.3 (40.5) 3.5M (1.8%) 30.8M (15.6%) 197.3M

grained similarity. By establishing a new state-of-the-art, FaceGCD provides a strong

Table 4. Ablation Study on prefix size and alternative prefixing strategies on YTF 1000. baseline for future research in large-scale, open-world recognition
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