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Abstract

Guidance is a widely used technique for diffusion models to enhance sample qual-
ity. Technically, guidance is realised by using an auxiliary model that generalises more
broadly than the primary model. Using a 2D toy example, we first show that it is highly
beneficial when the auxiliary model exhibits similar but stronger generalisation errors
than the primary model. Based on this insight, we introduce masked sliding window
guidance (M-SWG), a novel, training-free method. M-SWG upweights long-range spa-
tial dependencies by guiding the primary model with itself by selectively restricting its
receptive field. M-SWG requires neither access to model weights from previous iter-
ations, additional training, nor class conditioning. M-SWG achieves a superior Incep-
tion score (IS) compared to previous state-of-the-art training-free approaches, without
introducing sample oversaturation. In conjunction with existing guidance methods, M-
SWG reaches state-of-the-art Frechet DINOv2 distance on ImageNet using EDM2-XXL
and DiT-XL. The code is available at https://github.com/HHU-MMBS/swg_
bmvc2025_official.

1 Introduction
Diffusion models (DMs) have emerged as a powerful approach for generative tasks, achiev-
ing remarkable success in areas such as image synthesis and text-to-image generation [1, 16,
21, 24, 40, 43, 44]. Despite their success, DMs often fail to generate high-quality samples [3]
and require guidance techniques to improve visual fidelity (Fig. 1). The currently most pop-
ular method, classifier-free guidance (CFG), pushes the sample towards regions with higher
posterior class probability [46]. Unlike its predecessor, classifier guidance [11], which relies
on training an external classifier on labeled noisy images, CFG combines conditional and
unconditional denoisers, which can be trained jointly [15].

In the following, we denote by xxx a noisy image and by εεε(xxx, t;c) and εεε(xxx, t) the class con-
ditional and unconditional noise predictors at timestep t of the denoising process [11]. CFG
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combines the two noise predictions during sampling using the linear extrapolation scheme

ẽee(xxx;t;c) = eee(xxx;t;c)+ w[eee(xxx;t;c) � eee(xxx;t)] ; with guidance weightw > 0: (1)

Therefore, CFG can be viewed as a linear extrapolation method [7, 44]. Equivalent extrap-
olation schemes can be found for all diffusion model formulations, such as target prediction
or �ow matching [21, 41].

Limitations of CFG. Despite the widespread use of CFG in conditional synthesis [33], it
comes with notable limitations. First, it increases the training budget. When trained jointly,
the unconditional task can consume up to 20% of the computational cost [15]. Additionally,
while CFG reduces class mismatch between samples and conditions of the noise predictor
[40], this bene�t comes at the expense of sample diversity, as sampling focuses on regions
with high class probability [22]. Since guidance is a linear extrapolation scheme, the sam-
pling trajectory can overshoot the desired distribution, leading to oversaturated or oversim-
pli�ed images [27]. Finally, CFG sampling is restricted to class-conditional generation by
design.

Weak model guidance.Recently, a new class of guidance methods has been developed
that addresses some of the limitations of CFG. These methods utilize the linear extrapolation
scheme of CFG, given by

ẽee(xxx;t) = eeepos(xxx;t) + w[eeepos(xxx;t) � eeeneg(xxx;t)]; (2)

in a more generic way. Here, the subscriptsposfor positive andnegfor negative refer to
the sign of the noise predictors. The idea behind Equation (2) is to extrapolate into high
likelihood regions by designing a negative modeleeeneg that has an inferior performance com-
pared to a well-performing DMeeepos. Typically, eeeneg is derived fromeeepos by re-training
using fewer parameters, architecture-based heuristic manipulations, or shorter training times
[2, 22]. We refer to this class of guidance methods asweak model guidance (WMG). While
WMG methods seem promising, they often require training additional models, or careful
manual selection of speci�c layers to impair [2].

Figure 1: Method overview. Left: Even
state-of-the-art diffusion models can fail to
generate globally coherent images without
guidance. Right: Sliding window guid-
ance (SWG) upweights long-range depen-
dencies and thereby improves global coher-
ence on average.

In this paper, we �rst introduce a toy ex-
ample to show that (i) WMG samples closer
to high likelihood regions than CFG and (ii)
guidance works best ifeeeneg makes similar er-
rors aseeepos but stronger. A similar effect
can be achieved under increased weight reg-
ularization in high-resolution image synthe-
sis. Additionally, we introduce masked slid-
ing window guidance (M-SWG), a novel guid-
ance method designed to upweight long-range
dependencies (Fig. 1). In contrast to existing
guidance techniques [2, 15, 22, 27, 38, 40, 48],
M-SWG requires neither training nor class
conditioning and can be applied to any DM
that can process multiple image resolutions.
M-SWG achieves a superior IS score with-
out causing oversaturation, while maintain-
ing competitive Frechet distances. Finally, by
combining M-SWG with existing guidance techniques [15, 22], a state-of-the-art Frechet
DINOv2 distance (FDD) on ImageNet is achieved using EDM2-XXL and DiT-XL [23, 33].
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2 Related work

Diffusion sampling can be coarsely divided into CFG-based variations and alternative meth-
ods. Vanilla CFG can be improved by adding a noise schedule to the condition [38], intro-
ducing monotonically increasing guidance weight schedules [48], stepwise intensity thresh-
olding [40], or applying CFG only at an interval in the intermediate denoising steps [27].
Despite recent advancements, CFG cannot be used with unlabelled datasets or conditional-
only trained denoisers by design. While several sampling methods focus on modifying CFG
[27, 37, 38, 40, 48], training- and condition-free approaches remain an open quest [39].

Alternative guidance methods can be roughly grouped into three categories: i)architecture-
based impairments, ii) image-level manipulations[18], and iii) inferior capacity models,
which we refer to asweak models. Architectural impairments typically leverage self-attention
maps [2, 17] that are known to capture structure-related information [2, 5, 13, 30]. For in-
stance, a handful of manually picked attention maps can be replaced with an identity matrix
[2] or �ltered using Gaussian smoothing [17]. Nonetheless, the choice of attention maps
depends on the model architecture, which limits the applicability of the method. Finally,
architecture-speci�c impairments can create signi�cant side effects, such as deteriorating
the visual structure [17]. Image-level manipulations such as frequency �ltering have been
attempted with limited success [18]. Hong et al. [18] restrict the high-frequency �ltering on
image patches corresponding to high activation areas, achieved by upsampling self-attention
maps. However, similar to architecture-based impairments, it requires cherry-picking while
being prone to artifacts [17].

Weak models of inferior capacity compared to the positive model can be constructed by
limiting the network size (i.e. number of parameters) or its training time [22]. However,
such approaches require additional training from scratch or various weight instances, which
are not always available. Concurrent work [4] deteriorates the positive model by �ne-tuning
with its own generated samples to derive the negative model. Different from prior works
[4, 22], we aim to systematically study WMG methods, starting with a toy example. Our
analysis reveals that the negative model needs to exhibita similar modeling error as the
positive model, but stronger.The latter statement has not been explicitly formulated in prior
works [2, 18, 22].

3 CFG and WMG are fundamentally different

In the following, we introduce a two-dimensional toy example (Fig. 2) to visualize the con-
ceptual differences between CFG and WMG. The data distribution of our toy example con-
sists of three data pointsD = f yyy1;yyy2;yyy3g, where each data point is assigned a different class
labelc 2 f 1;2;3g. We can generate trajectoriesxxx(t) by numerically solving the ordinary dif-
ferential equation (ODE)dxxx(t) = eee� (xxx(t);s (t))ds (t), with eee� the optimal noise predictor
in the Bayesian sense, ands (t) 2 [0;smax] the current noise level.

Note thatds (t) < 0 along a denoising trajectory. It can be shown that for a �nite set of
N data points, the optimal noise predictor takes the explicit form [21]

eee� (xxx;s (t)) =
1

s (t)

N

å
i= 1

(xxx� yyyi)p(yyyi jxxx;t); p(yyyi jxxx;t) =
N (xxxjyyyi ;s (t)2)

å N
i= 1N (xxxjyyyi ;s (t)2)

; (3)

whereN (:j:) denotes an isotropic normal distribution. That is, the optimal noise predictor
is the normalised residual betweenxxx and the posterior-meanå N

i= 1yyyi p(yyyi jxxx;t) as an estimator
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(a)w = 0 (b) w = w� (c) w = 3w� (d) Guidance triangle

Figure 2:Inference trajectories for our 2D-toy model. From left to right: (a) w= 0 yields
the trajectories of the positive model.(b) w� denotes the guidance weight that leads to best
(CFG) or onset of saturating (WMG) performance (w� = 1 for CFG andw� = 5 for WMG).
(c) For large guidance weights, CFG exhibits large endpoint errors, while WMG keeps small
endpoint errors until it becomes unstable.(d) Enlarged views for single trajectories. Arrows
show target prediction for a point on the trajectory. In this instance, the guidance correction
(black arrow) pushes WMG closer to the data point, unlike CFG.

for a data point. The optimal noise predictor generates trajectories with endpoints arbitrarily
close to one of the data points if the ODE is initialized withxxxinit � N (xxxj000;s 2

max) andsmax is
suf�ciently large.

Assume we are given an error-prone noise predictor,eeeerr, whose endpoints are distributed
as a superposition of three normal distributions, all with varianced2, and each normal distri-
bution centered around a different data point (Fig. 2a). For this special case it can be shown
thateeeerr(xxx;s (t)) = s (t)=s̃ (t)eee� (xxx; s̃ (t)) , with s̃ (t)2 = s (t)2 + d2. The question is now, to
what extent CFG and WMG can help to shift the trajectory endpoints of the error-prone pre-
dictor closer to the data distribution? To answer this question, we introduce the error-prone
predictorseeepos, eeeneg, and adjust the guidance weightw of Equation (2) such that the average
endpoint error is minimized. Usingeee(xxx;t) := eee(xxx(t);s (t)) for brevity, we recover the CFG
setting by introducing the class-conditional noise predictoreeepos(xxx;t) = eeeerr(xxx;t;c) and the
unconditional noise predictoreeeneg(xxx;t) = eeeerr(xxx;t). Likewise we recover the WMG setting
by eeepos(xxx;t) = eeeerr(xxx;t) andeeeneg(xxx;t) = eee0

err(xxx;t), whereeee0
err differs fromeeeerr by a larger

endpoint varianced0> d. The denoising trajectories shown in Fig. 2 follow from numeri-
cally solving the ODE forxxx(t), using Equation (2) instead of the optimal noise predictor.

CFG. As we use just one datapoint per class, the class conditional noise predictor is given
by eeepos(xxx;t) = s (t)� 1(xxx� yyyic), with ic the data point index belonging to classc, resulting in
the special case of straight lines as denoising trajectories (Fig. 2a, CFG). For small guidance
weights, the trajectory endpoints match slightly better to the data distribution (Fig. 2b, CFG),
but for larger guidance weights, they move away from the data distribution (Fig. 2c, CFG).
This behavior is a consequence of the fact thateeepos drives the trajectory towards the data
point with the corresponding class label, whereaseeenegdenoises in the direction of a weighted
superposition of all data points. As a result, CFG tends to shift the trajectories away from
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the center of mass of the data distribution (Fig. 2d, CFG), favoring classi�able endpoints
over a �t to the data distribution. This behavior has been described in previous works [15]
and scales to higher dimensions, e.g. images, where a better distribution overlap between
generated samples and training samples in feature space is only observed for suf�ciently
small guidance weights.

WMG. In contrast to CFG, increasing the guidance weight for WMG drives trajectory
endpoints closer to the data distribution (Fig. 2a-c, WMG), up to the point where trajectories
become unstable. The crucial condition for WMG to work well is that, in each step, the
prediction ofeeepos is closer toeee� than the prediction ofeeeneg, causing the extrapolation to
correct the prediction ofeeepos towards the optimal prediction ofeee� (Fig. 2d, WMG).

w� (xxx;t) =
keeepos(xxx;t) � eee� (xxx;t)k

keeepos(xxx;t) � eeeneg(xxx;t)k
(4)

Figure 3: An illustration of sliding win-
dow guidance (SWG). We useeeepos to inde-
pendently processN = 4 overlapping image
crops. eeeneg is generated by superimposing
the processed crops and averaging the overlap-
ping pixels.

For the special case thateeepos andeeeneg
exhibit the same error up to a multiplica-
tive factor, it is possible for WMG to
closely recover the prediction of the opti-
mal denoisereee� , under the optimal guid-
ance weightw� (xxx;t) (Equation (4) and sup-
plementary material). The optimal weight
is obviously of little practical use as it re-
quires knowledge about the optimal noise
predictor eee� . However, it illustrates that
the practical choice of a constant guidance
weight is, in general, anad hocsimpli�ca-
tion. Surprisingly, we observe excellent, al-
beit imperfect, matching between endpoints
and datapoints for constant but suf�ciently
large weights (Fig. 2).

4 Sliding
window guidance (SWG)

Assuming that a signi�cant source of the
predictor's error can be attributed to long-
range dependencies, we introduce a new
guidance method that aims to correct such
errors. The idea is to generateeeeneg by re-
stricting the spatial input size (H � W) of
eeepos to a smaller sizek� l , with k < H and
l < W, which induces a de�ned cut-off for
long-range dependencies. We use sliding
windows to generateN crops of sizek � l , using a �xed strides per dimension. These
crops are independently processed (without rescaling) byeeepos as illustrated in Fig. 3. The
N predictions ofeeepos are superimposed in the same order and at the same positions, which
results in anH � W output foreeeneg. Overlapping pixels are averaged. A pseudo-code for
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SWG is provided in the supplementary material. We emphasize that using sliding windows
is a common technique in high-resolution 2D/3D image processing [6, 8, 20, 36, 42].

Hyperparameters and limitations. One limitation of SWG is thateeepos must process
inputs of varying image resolution. Nonetheless, current architectures, such as Unets [16] or
(diffusion) image transformers [33], generally satisfy this requirement. SWG can be imple-
mented in a few lines of code and requires no training-related modi�cations or class condi-
tioning. Unless otherwise speci�ed, we assumeH = W and use crop sizek = l � 5=8� H
andN = 4, which translates intok = 40;s= 24 at 64� 64 resolution. We denote the overlap
ratio per dimension asr = 1� s

k = 0:4.
SWG in latent DMs. We keep the same design choices for latent DMs [35] that operate

in H
8 � H

8 feature dimensions, where 8 is the upscaling/downscaling factor. More speci�cally,
SWG is performed in each denoising step in the low-dimensional latent space (i.e. 64� 64),
and the �nal output is passed to the decoder. The decoder handles the upscaling to the image
dimensions, i.e., from 64� 64 to 512� 512. The rationale behind SWG operating in lower
feature dimensions is that latent representations, i.e., of a VAE, preserve to signi�cant extent
the spatial structure of the image [12, 25]. To make SWG compatible with DiT, we add
positional encoding interpolation to process the crops. The choice ofk � 5

8H is determined
by practical considerations of Unets. Speci�cally,k must satisfy k

2n 2 N, wheren is the
number of downsampling steps of the Unet, and the diffusion modeleeepos must be able to
process multiple image resolutions.

Computational overhead. The computational overhead of SWG compared to CFG is
determined by the overlap ratior and the architecture. For EDM-S andr = 0:4, we measured
an overhead of less than 30% compared to CFG based on a naive implementation of SWG.
More details are provided in the supplementary material.

Masked SWG (M-SWG). We experimentally observe that applying guidance only to
overlapping regions of the sliding windows shows better performance than applying guid-
ance to the whole image. We therefore introduce a binary maskM 2 f 0;1gH� W to �lter
for overlapping regions when applying guidance,ẽee(xxx;t) = eeepos(xxx;t) + wM � [eeepos(xxx;t) �
eeeneg(xxx;t)].

Combining SWG with existing methods. Since SWG and M-SWG are conceptually
different from existing techniques, we investigate whether they can enhance existing tech-
niques as a linear combination of their stepwise outcomes [28]. Mathematically,

ẽee(xxx;t) = eeepos(xxx;t) + å
i

wi [eeepos(xxx;t) � eee(i)
neg(xxx;t)]; (5)

wherei indicates different guidance methods. Quantitative improvements would suggest a
complementary relationship between methods. For instance, combining CFG with SWG
would increase noise-condition alignment whilst conforming to long-range dependencies.

5 Experimental evaluation and discussion

Diffusion guidance baselines.We divide the evaluation into training-free methods (Table 1)
and state-of-the-art comparisons (Table 2), where M-SWG is used in conjunction with ex-
isting methods (Equation (5)). Regarding training-free methods, we consider reduced train-
ing (RT) as a state-of-the-art baseline [22], along with sampling without guidance (w = 0).
Nonetheless, publicly available DMs donot always offer earlier weight instances such as
DiT-XL [33] and StableDiffusion [35], and thus RT cannot be applied. When combining
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Model Guidance FID FDD

EDM2
S-512

7 2.91 112
RT:8=1:2 1.79 46.5

SWG:1=:5 2.59 56.1
M-SWG:2=1:1 2.55 53.4

RT:8=1:2 + M-SWG0=:25 1.79 40.9

EDM2
XXL-512

7 2.29 49.7
RT:1=1:3 2.26 34.6

SWG:05=:2 2.61 37.7
M-SWG:05=:5 2.46 36.8

RT:1=1:05+ M-SWG0=:1 2.26 32.9

DiT
XL-256

7 9.83 213
SWG:25=:5 4.00 80.6

M-SWG:5=1:5 3.30 70.3

Unconditional generation

EDM2
S-512

7 13.7 250
RT1:6=2 4.89 107.8

SWG:3=:5 10.2 167.4
M-SWG:5=:9 9.32 149.4

RT1:6=1:35+ M-SWG0=:15 4.89 101.2

Table 1: Training-free diffusion guidance
sampling methods comparison.

Model Guidance FDD

EDM2
S-512

RCT1:4 42.1
RCT1 + SWG:2 39.2

RCT1:2 + M-SWG:14 39.1

CFG†
:8 52.9

CFG†
:3 + M-SWG:3 51.9

EDM2
XXL-512

RCT1 30.3
RCT:9 + M-SWG:05 29.8

CFG†
:4 36.7

CFG†
:2 + M-SWG:05 36.2

DiT
XL-256

CFG2:05 54.3
CFG:7 + SWG:1 50.6

CFG:6 + M-SWG:5 49.1

Unconditional generation
EDM2
S-512

RCT1:8 97.9
RCT1:3 + M-SWG:15 91.8

Table 2: M-SWG enhances existing state-
of-the-art methods. The dagger † indicates
that a smaller capacity model is used.

Tables 1-2: We report FDD (#) and FID (#) on ImageNet for several benchmarks.The
subscripts indicate the chosen guidance scale that yields the optimal guidance weights for
FID/FDD based on a hyperparameter search.

M-SWG with other non-training-free state-of-the-art methods (Equation (5)), we adopt CFG
and the recent approach of reducing training time and learning capacity (RCT), also known
as“autoguidance” [22]. We emphasize that CFG requires jointly or independently training
a conditional and an unconditional denoiser, and it is thus not training-free.

Implementation details. The experiments were conducted on 4 Nvidia A100 GPUs with
40GB of VRAM. Following recent works [9, 19, 22, 23, 27, 45], we produce 50K samples
for the evaluations and measure the Frechet distance [14] using features from InceptionV3
and DINOv2 ViT-L [31], denoted by FID and FDD, respectively. We use FDD as our primary
metric since it has shown better alignment with human judgment [26, 29, 32, 45]. We also
report the inception score (IS) as a measure of visual quality. We apply SWG and M-SWG
to state-of-the-art models, such as DiT-XL [33], and EDMv2 [23].

Regarding EDM2, we set the EMA-like hyperparameter to 0:1 to make our analysis more
generally applicable. Following Karras et al. [22], we useT=16 for EDM2-S andT=3:5 for
EDM2-XXL for the negative model when applying RT and RCT, whereT is the training time
of the positive model. When applying CFG to EDM2 models, we use a smaller capacity
unconditional model (EDM2-XS), which we denote as CFG†. Additional implementation
details are provided in the supplementary material.

M-SWG versus training-free methods.In Table 1, we observe signi�cant gains com-
pared to the unguided generation using SWG and M-SWG. M-SWG provides a competitive
alternative when previous weight instances, such as with DiT-XL, are unavailable. We be-
lieve that the inferior Frechet distances from SWG/M-SWG are attributed to background
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Figure 4: Visualizing the achieved tradeoff by varying the guidance scalew (x-axis)
for FDD (#, left), Inception score (IS" , center), and saturation (#, right) using EDM2-
XXL . M-SWG achieves superior perceptual quality as measured by the IS compared to RT
and RCT, while not exhibiting undesired oversaturation as CFG†, on average.

N, k, r FDD FID
7 112.2 2.92

4, 32, 0 55:70:3 2:720:1
4, 40, 0.4 56:10:5 2:590:1
4, 48, 0.6 60:70:5 2:560:1

9, 32, 0.5 55:40:3 2:690:1
9, 24, 0.63 58:10:2 2:890:1
16,16,0 64:00:2 3:150:1

Table 3: Varying kernel
sizek and number of crops
N.

Guidance Interval FDD

7 - 112:2

RT1:2 - 46:5
+ interval1:8 10-20 43.8
SWG0:5 - 56:1
+ interval1:2 15-20 51:3
M-SWG1:1 - 53.4
+ interval1:7 13-23 51.7

Table 4: Applying guidance
only at an interval (32 steps).

FDD FID

CFG† [15] 52:90:8 2:440:1

WMG methods
a) Reduced training 46:51:2 1:790:8
b) Reduced capacity 70:01:4 2:200:7
c) RCT (a + b) 42:11:4 1:670:8

d) WD �ne-tuning 52:10:6 2:460:1
e) WD + (a) 43:90:9 2:250:2

Table 5: A comparison of WMG
strategies, including the novel
weight decay (WD) variants.

Tables 3-5: Additional experiments on ImageNet-512 using EDM2-S.The subscripts
indicate the chosen guidance scales based on a hyperparameter search.

simpli�cation, which strongly affects the statistics of the image distribution. This is a shared
limitation with CFG [10, 15] and can be further investigated in future work. Crucially, by
combining RT with M-SWG, we achieve a new state-of-the-art FDD for training-free image
synthesis using EDM2-XXL (32.9), which also outperforms CFG (36.7). The gains in FDD
do not translate to FID. We hypothesize that the less-trained negative model (RT) makes
more errors related to local image details, complementing SWG, and it is best captured in
the DINOv2 feature space. Finally, no training-free approach can signi�cantly outperform
the unguided EDM2-XXL FID score. This is linked to existing concerns that FID does not
re�ect gradual improvements [1, 19, 26, 32, 45], as well as that the EDM2-XXL makes fewer
errors that can be corrected with guidance techniques.

Similar to EDM2, applying M-SWG to DiT is highly bene�cial in terms of FID/FDD. To
the best of our knowledge, early training weight instances are not publicly available for DiT
to benchmark against RT or other WMG variants. The poor performance of the unguided
DiT-XL is mainly attributed to the joint training on both conditional and unconditional gen-
eration, which may reduce network capabilities and lead to skewed sampling distributions
[22].

State-of-the-art comparison.Table 2 shows consistent improvements when combining
M-SWG with other state-of-the-art methods. A large relative FDD gain of 9.6% is found
when combining M-SWG with CFG using DiT-XL. Compared to using M-SWG in con-
junction with RT versus RCT, the relative gain decreases from 4.9% to 1.6%. This suggests




