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Abstract

Most existing training-free, motion-controllable video-to-video generation methods
typically operate on attention maps or noise estimation for motion guidance. Despite de-
velopment, they often struggle to maintain consistent temporal coherence across frames
and to accurately follow the guided motion. In this paper, we propose S*V2V, a novel
training-free paradigm with double sparse guidance, to address the challenge of generat-
ing temporally consistent videos with motion guidance. Specifically, we introduce two
types of explicit guidance from the reference videos, i.e., i) sparse point guidance, ex-
tracted from inter-frame motion correlation patterns at selected sparse key points, and
ii) sparsity-based motion guidance, obtained by refining motion correlation patterns in
a local region around those sparse points. To further improve temporal consistency, we
incorporate a sparse motion consistency loss during the denoising process, encouraging
the generated motion representations to align with the reference guidance in the sparse
regions. The gradient of this loss in latent space is then used to steer the generation
toward precise motion control. Extensive experiments demonstrate that S2V2V sets a
new standard for efficient, temporally coherent video generation in various scenarios,
particularly in local object motion and box-trajectory-guided motion.

1 Introduction

Recent advancements in video diffusion models [4, 6, 7, 16, 23, 24, 61, 67, 77, 96] have
greatly improved the quality of videos generated from text instructions. Nonetheless, in
many cases, text instructions alone may fall short of fully conveying the user’s intent, em-
phasizing the need for additional guidance in video generation. Motion-based controllable
video-to-video (V2V) generation presents a promising solution by enabling the generation
of videos that integrate content from text descriptions with precise motion guidance drawn
from a reference movement. This task proves valuable in many scenarios. For instance, it
can be useful for creating content that is unlikely to occur in real-world scenarios, such as
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“a panda lifting weights”. Through extracted motion guidance from videos of human lift-
ing weights, it becomes possible to adapt the “lifting weights” motion style from a “human
lifting weights” video to animate a panda.

Existing motion-based controllable approaches take various guidance types, such as ref-
erence videos, trajectories, bounding box movements, or motion fields, as control signals.
Many of these methods depend on additional modules, including Low-Rank Adaptations
(LoRAs) [25, 54, 75, 88, 106], adapters or embeddings [35, 36, 38, 49, 78, 83, 84, 90, 100,
104], or fine-tuning the video generation modules [8, 28, 60, 85, 87, 94, 103], which incur
extra costs during either training or testing. These methods also suffer from inflexibility,
i.e., when new foundation models or updates are released, they require re-training to adapt.
This challenge has led to the development Text Prompt: A panda is lfting weights in a garden

of training-free solutions [27, 29, 33, 37, g *III ;‘ ELLTI
41, 51, 52, 89, 91, 105], which aim to in- v Eadlles '

corporate motion guidance through opera-
tions in the test time, such as specific noise  wotion

Director

schemes [51, 52, 89] or operations on atten-

tion maps [27, 29, 33, 37, 52,91, 105]. De- 2D 3 1
spite these advancements, current methods Wotion @ %E&
still struggle to maintain temporal coher- i —— - . e

ence across frames. As illustrated in Fig. 1, Figure 1: Temporal coherence inconsistency
existing approaches often exhibit temporal ~iSSu€ in existing methods, e.g., training-based
inconsistencies, e.g., fluctuations in the ap- MotionDirector [106] and training-free Mo-

pearance of weights, regardless of whether ~tionClone [37]. The red circle regions high-
the model is trained or not. light the inconsistency. (Best view in zoom)

To address the challenge of inconsistent temporal coherence, we propose S>V2V, a novel
training-free framework that leverages two forms of explicit sparse guidance across frames
to achieve accurate motion control: sparse point guidance (SP) and sparsity-based motion
guidance (SM). To capture motion from the reference video, we first extract a sparse set of
points that serve as key anchors for guidance. These points can be obtained through manual
annotation (e.g., user clicks) or through automatic detection and tracking. For each point, we
characterize the point motion guidance as its movement patterns (i.e., the correlation) across
different frames. As illustrated in Fig. 3, this correlated motion pattern effectively captures
the implicit motion trajectory of points across frames. Unlike dense points, SP guidance
uses sparse key points, minimizing computational cost and eliminating redundancy. Despite
the benefits of SP guidance, the correlations among frames may be inaccurate or unreliable,
particularly in cases of large motion between distant frames. To alleviate this issue, we
further present a sparsity operation to rectify the correlations by promoting the sparsity of
the correlation patterns in a neighboring region, i.e., the correlations are only valid around
the tracking points.

During the generation process, we utilize a sparse motion guidance loss to enforce the
correlation motion patterns extracted from the generated videos to close to their correspond-
ing sparsity-based motion guidance from the reference videos. We apply the gradient of this
loss as additional guidance for the noise estimation to achieve motion-controlled generation.
Quantitative and qualitative experiments on three benchmarks, including LOVEU-TGVE-
2023 [40], UCF Sports Action [65], and prompts from [52], and real collected videos from
Phone, show that our S2V2V can follow the motion movement with enhanced temporal co-
herence. Our contributions are as follows:
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e We propose S>V2V, a novel training-free method to use inter-frame correlation patterns
with double sparse guidance as the motion guidance, i.e. sparse points guidance and the
sparsity-based motion guidance, to produce more robust and accurate correlation patterns.

e We present a sparse motion consistency loss to enforce the correlation patterns in generated
videos to close to the corresponding sparse and rectified guidance from reference videos.

o Extensive experiments show that our S>’V2V can consistently enhance temporal coherence
across a wide range of diverse and complex motions.

2 Related Work

Video diffusion models. A range of approaches approaches have been explored to achieve
high-quality video generation, including Generative Adversarial Networks (GANs) [1, 57,
58, 71, 72, 74], autoregressive models [13, 24, 32, 34, 66, 70, 80, 93], and implicit neural
representations [62, 97]. With diffusion models [4, 16, 50, 55] appear, recent diffusion-based
video generation models [5, 15, 16, 23, 30, 39, 43, 47, 61, 73, 81, 85, 98, 99] have shown
high ability to produce high-quality generation. These foundation models are usually pre-
trained on large-scale video datasets [9, 46, 69, 82]. Some open-sourced foundation models,
such as [24, 67, 77, 96], provide base video generation models for users to customize and
build specific models.

Controllable video generation. Different from image generation and editing [3, 21, 22,
48, 56, 64, 92], controllable video generation aims to generate synthetic data according to
the given explicit control signals, such as motion, human pose, layout, optical flows, etc.
[14, 42, 100, 101, 102, 107]. The controllable text-to-video generation methods focus on
generating videos based on the control signals. Some methods, e.g., VideoCrafter [16],
VideoComposer [79], Control-A-Video [10], employ depths, sketches, or movement infor-
mation from the reference videos as conditions to control motions, whose structures are like
ControlNet [100]. Other methods [54, 59, 88, 106] have attempted to train lightweight mod-
ules, like Low-Rank Adaptations (LoRAs) [25], for motion customization to transfer the
motion from the reference videos to the target ones. However, these reference video based
methods usually need to train different modules for different motion types, limiting the gen-
eralization ability. Some approaches [8, 11, 26, 27, 33, 37, 41, 52, 76, 94, 95, 105] explore
to use trajectories, bounding boxes or reference videos to provide motion information in a
training-free manner, which are more flexible and user-friendly.

In this work, we focus on a general training-free approach, which can be integrated into
various video generation models using various motion formats, e.g., reference video based
or trajectory based motions, without requiring additional modules or training.

3 Method

3.1 Preliminaries

Video diffusion model. Video diffusion models generate videos by repeatedly denoising a
randomly sampled sequence of Gaussian noises. They are commonly represented as func-
tions €g(z,t,y), which can be a 3D U-Net or a Transformer. It predicts the noise from a
noisy latent z, conditioned on y at step ¢ in the diffusion process, optimized by:

L=E,yenonuor €= o(z,t.3)3] (1)
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Null text @ . n Sparsity-based motion
. X [\ 0.00

guidance M

Sparse motion
consistency loss

Inversed noise zy Texty

Figure 2: The pipeline of our S?V2V. We extract the sparsity-based motion guidance M
from the reference video for each sparse point p to capture inter-frame correlations. During

denoising, we apply the sparse motion consistency loss £, (Eq. 5) using M and newly
extracted M’ from the noise latent z; for the noise estimation.

where zg € REFXHXW is the latent code of the video from the encoder, F, H, W, and C
represent the video length, height, width, and channel number. ¢ ~ 2/(0,T) is randomly
sampled when training, where 7 is the maximum timestep.

Guidance in diffusion models. Classifier guidance is a widely used technique for injecting
external control in content generation [2, 12, 14, 21, 64]. It introduces a loss term, L, to
measure how well the generated latent aligns with the control target, integrating the gradient
of this loss function into the denoising process to achieve controlled generation. Formally, it
augments the noise estimate with the formula:

ée(Zz,t,)’) = eg(z,,t,y)+o',Vzt£e(z,), (2)

where, &g represents the modified noise estimate, and o; is a weighting schedule. These
methods offer the advantage of not requiring model retraining, as they simply update the
score function calculation using the gradients of L,.

Inversion noise initialization. Many works [19, 29, 51, 52, 60, 89] have studied that initial
noises significantly impact the generated content. For example, [52] injects a user-provided
motion trajectory into customized initial noise, enabling motion control within the video.
[60] optimizes a null-text embedding to capture motion in a reference video. Our method ad-
heres to the same principle by leveraging motion information from a reference video through
DDIM [63] inversion. Specifically, we invert the reference video into a Gaussian noise rep-
resentation, denoted as zr, which encodes its motion characteristics. This motion-guided
noise serves as the initialization for a pre-trained video diffusion model, enabling it to gen-
erate videos that reflect the motion dynamics of the reference.

3.2 Double Sparse Guidance: S>V2V

As discussed in the Introduction (Sec. 1), this paper aims to establish a more explicit mo-
tion control to enhance the temporal coherence. The first question we address is how to
effectively represent motion patterns. Existing methods [33, 37, 105] typically use spatial or
temporal attention maps from the reference videos as the motion guidance for this purpose.
However, the separated spatial and temporal attention scheme has the limited to handle the
large motion between adjacent frames, letting alone the fact that the two frames are far apart'.

I'This is the key reason that CogVideoX [96] designs 3D Full Attention.
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This is because that the temporal attention maps only conduct the attention between patches
in the same position, resulting the motion information should be implicitly transmitted (as
shown in Figure 5 in [96]).

To explicitly guide the motion movement, in this paper, we propose an alternative solu-
tion that leverages inter-frame feature correlation patterns to represent the motion patterns
of the reference videos. This is a reasonable assumption, as features from diffusion models
can capture certain semantic correspondence [18, 45]. Instead of using dense inter-frame
patterns, which are computationally expensive and often contain redundant information, we
introduce S*V2V, a sparse guidance scheme that incorporates two explicit types of sparse
guidance, i.e., sparse point guidance and sparsity-based motion guidance.

Sparse point guidance (SP). Sparse point guidance utilizes a sparse set of points of interest
in a given frame, along with their infer- . _

frame correlations. Sparse points can be "
obtained through various ways, e.g., user  twosparsiy
interaction (i.e., manual clicks), centroids
of bounding box trajectories, detector-
based tracking, or random selection. Given
one point p = (y,x) in a specific frame

fe{1,2,...F}, we can extract its feature ]
f=F[:, f,y,x] € RC, where F is the feature Figure 3: Illustration of the heatmaps of cor-
o ' relation motion patterns without sparsity (M)

map of one specific temporal attention layer =
obtained by running a #'-step denoising pro- and with sparsity (M).

cess &g (zy,1',0). z is the input with adding a r’-step noise (we empirically choose ' = 1).
0 represents the null-text prompt. For simplicity, we omit the layer numbers of temporal
attention layers while using feature maps from multiple layers.

We then calculate the correlation patterns between f at p and the feature f(; ;1) = F[:
,i,j, k] € RC of each point in other frames, where j € {1,2,....H}, k € {1,2,...,W}. Here,
the correlation is only conducted on the subsequent frames, i.e., i € {f+1,...,F}. The
correlation motion pattern M = {M ¢, 1, M,,..., M} for p can be formulated as follows:

_ eXp(Sim(f-f(i’Lk))/T)
Y YW exp(sim(f - f(inw)/T)

Mi(j,k) 3)

where sim(u,v) = u"v/(||u||||[v||) denotes the cosine similarity between two vectors u and
v. T is a temperature hyper-parameter. M;(j,k) represents the intensity of the temporal
coherence in the i-th frame for the given point p. The higher value of M;(j, k) indicates the
higher semantic correspondence between the point (j,k) in the i-th frame and the point p in
the f-th frame. Here, we use Softmax() to ensure M focusing on strongly matched features.

Remark: The SP guidance effectively captures the relative correlations between a given
point and other points in subsequent frames, reflecting the strength of their spatial-temporal
relationships. A higher matching score indicates a higher likelihood that the point will move
to the corresponding location, providing a soft motion representation.

Sparsity-based motion guidance (SM). While SP guidance offers relative motion infor-
mation, the inter-frame correlations can occasionally be inaccurate, particularly when the
temporal distance between frames is large, as illustrated in Fig. 3. To mitigate this issue,
we apply a hard shrinkage operation to enforce sparsity on M, resulting in the rectified
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correlation motion patterns M:
— . M; k), if (j,k) € Q;,
My = {0 00R 4)
0, otherwise.

where Q; denotes the local region around the tracked point, defined by the K-nearest neigh-
bors in the i-th frame. The value of K varies across layers based on the down-sampling ratio.
After the shrinkage, we re-normalize M;(j, k) by letting M;(j, k) = M;(j,k)/||Mil|1,Vj, k.

With sparsity-based motion guidance, the correlation pattern M becomes more accurate,
providing robust motion guidance as illustrated in Fig. 3.

Sparse motion consistency loss. Given the reliable motion guidance M extracted from the
reference video, we then consider how can this guidance be effectively utilized during the
denoising process? Inspired by the classifier-based guidance [21] as in Eq. 2, we introduce
a sparse consistency loss £, to measure the alignment between the predicted motion corre-

lation M/, derived from the temporal attention layer output of the noisy latent z;, and the
predefined sparse motion guidance M. This loss is formulated as:

F F
Ly=3 Y |IMi—Mi, 5)
f=li=f+1
where /X\A\’ shares the same calculation as M while on the noise latent. We simply use the
same M as the motion guidance for all time steps’. With Eq. 5, we can replace £, in
the noise estimation in Eq. 2 as the proposed £,, formulated as &y(z,t,y) := €g(z,t,y) +
0,V L, (). The overall details of our S?V2V is in Algorithm 1 in the Supplementary Ma-
terial. S2V2V is a training-free method that does not require parameter updates, making it
adaptable to any updated or state-of-the-art foundation models.

Variant on trajectory-controllable video generation. Our S*V2V also supports trajectory-
controllable video generation [85, 104]. In this situation, we follow the noise initialization
in [52], and build a box moving video with the given trajectory as the reference video for the
double sparse guidance. The local region Q in Eq. 4 changes to the box region.

Variant on DiTs. Our S?V2V framework is also compatible with DiT-based architectures.
In this work, we take CogVideoX [96] as a representative example. To compute SM, we
extract feature maps from every two Transformer blocks. Given that CogVideoX employs
3D full attention within its Transformer layers, we first reshape the feature maps from (f x
h x w) x ¢ to a 4D tensor of shape f x h x w x c. We then can naturally apply our S>?V2V
method following the procedures described in Eq. 4 and Eq. 5.

4 Experiments

4.1 Experimental Setup

Datasets. We conduct the comparison experiments on three benchmarks, including LOVEU-
TGVE in the CVPR 2023 competition [86], 56 prompts used in FreeTraj [52], and UCF

2It is possible to use different M in different time steps. We empirically find that the improvement is marginal
while requiring more time consumption. In default, we use the M for all time steps.
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Automatic Evaluations Human Evaluations (vs. Ours)

Type Method TA (1) TC(T) FML (})| TextAlign Motion Align  Video Quality
gJ N AnyV2V [33] 2631 909  136.10 | 21.05 vs.78.95 18.75vs. 81.25 20.72 vs. 79.28
:g £ MotionClone [37] 26.12  90.1  616.84 |40.46 vs. 59.54 37.50 vs. 62.50 38.16 vs. 61.84
& OurS?V2Vv 2632 944 12233 - - -

éb ~ Tune-A-Video [85] 2596 94.1 160.57 | 48.03 vs.51.97 46.71 vs. 53.29 47.04 vs. 52.96
:g § Controlvideo [105] 26.07 954 145.98 | 36.18 vs. 63.82 47.70 vs. 52.30 39.80 vs. 60.20
= “  MotionDirector [106] 25.90 94.4  228.70 |49.01 vs. 50.99 47.04 vs.52.96 48.36 vs.51.64

Table 1: Quantitative comparison of reference video based motion control methods on
LOVEU-TGVE [31].

A panda is lifting weights in a garden.

g
4
-
bk

A truck drifts on a muddy off-road track, sepia-toned.

Reference video
& sparse points

AnyV2v
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MotionClone
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Tune-A-Video
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Figure 4: Qualitative comparison on reference video based motion control methods. The
black methods are training-free, while the gray methods are training-based.

Sports Action [65]. Evaluation metrics. 1) We adopt the text alignment (TA) and temporal
consistency (TC) metrics as in [37] to evaluate reference-video-based motion control. To
more directly assess how well motion aligns between the reference and generated videos, we
introduce a metric, termed flow-matching loss (FML), as in [37]. It is defined as ||F L(xyef) —
FL(x0)||?, where FL denotes a pretrained optical flow estimation model [68]. 2) We report
CLIP Similarity (CSIM) and Mean Intersection of Union (mloU) as in [53] and [52] to
evaluate the trajectory-based motion control. To better measure trajectory following and
temporal coherence capability, we introduce the CLIP Similarity in ground-truth trajectory
boxes (CSIM-GT) to measure semantic similarity between frames within GT boxes. User
study. The “x; vs. x” indicates x| %/x, % of responses favored baseline/S2V2V by 25 users.
More details about datasets and evaluation metrics are in the Supplementary Material.

Implementation Details We use VideoCrafter [17] and ZeroScope [67] as the pre-trained
video model for the trajectory based setting and the reference video based setting, respec-
tively. By default, we set the weighting schedule o; to 10000.0, and temperature in Eq. 3
to 10.0. The number of gradient guidance steps n = T, where T = 50 for trajectory-based
methods and T = 30 for reference video based methods. To generate the sparse points, we
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Automatic Evaluations Human Evaluations
Method CSIM (1) CSIM-GT (1) mloU (1) Text Align  Trajectory Align Video Quality
Peekaboo [27]  0.942 0.869 0.143 | 24.55vs.75.45 10.83 vs. 89.17 30.13 vs. 69.87
FreeTraj [52] 0.951 0.886 0.268 | 48.77 vs.51.23 46.99 vs. 53.01 42.97 vs. 57.03
Ours 0.947 0.889 0.272 - - -

Table 2: Quantitative comparison of trajectory control on 56 prompts in [52].

- A man in gray clothes running in the summer. A kangaroo jumping in the Australian outback.
el ]
L
Peetabos ----- ==- -

FreeTraj

- Sty |
Our S2V2v . -

Figure 5: Quahtatlve comparison of trajectory control. The “Direct” means the direct infer-
ence with random noise and no other guidance.

design a simple GUI to collect points from human-interactive click. For box trajectory, we
simply use the centriod point of the box as the sparse point.

4.2 Main Results

Evaluation on reference video motion control. We compare training-free [33, 37] and
training-based V2V methods [85, 105, 106], which are used as baselines here. Table 1
demonstrates that our S*V2V outperforms training-free reference video-based methods [33,
37] across all evaluation metrics. S?V2V also achieves competitive scores compared to
training-based methods [85, 105, 106], particularly excelling in the FML metric. Notably,
S?V2V achieves the best temporal consistency among training-free methods and comparable
performance to training-based ones, demonstrating its ability to generate temporally coher-
ent videos without any additional training. Figure 4 shows the qualitative comparisons. The
outputs from AnyV2V and MotionClone are notably unrealistic, which can be attributed
to the hard correspondence guidance from the original videos without inter-frame correla-
tions. The training-based Tune-A-Video, ControlVideo and MotionDirector can generate
reasonable content but exhibit deficiencies and misalignment in motion transfer. Our S?V2V
demonstrates superior motion consistency and inter-frame consistency, showing its superior
video motion transfer capabilities.

Evaluation on trajectory motion control. The training-free trajectory-based motion con-
trollable methods [27, 52] are used as our compared baselines. We use the same noise ini-
tialization as in FreeTraj [52] for fair comparison. Table 2 presents that our S>V2V achieves
competitive performance in video quality and gains the best scores in metrics that are related
to trajectory control. For example, our motion pattern consistency guidance further improves
motion control, increasing mloU by 0.4% and CSIM-GT by 0.3%, showing the strong ability
of our S*V2V on temporal coherence maintain. The slightly lower CSIM than [52] is be-
cause [52] occasionally generates minimal motion or static videos, while our method leads to
higher content similarity within GT boxes and higher trajectory adherence. Figure 5 shows
that Peekaboo struggles with trajectory control, while FreeTraj follows trajectories incon-
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Several people ride kayaks in a river aerial view. Two bears perform judo on a tatami mat.
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& click point
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(w/ sparslty) (w/o sparsity) (no guidance) & click point
Our S2V2V

(c1) Multiple moving objects

A cat is looking around a window.

M

ﬁﬁﬁﬁﬁ

(a) Ablation on (sparsity) motion guidance

Our S?V2v

A lion is running on the road.

(c2) Occlusion scenario
A dog moving fast from far to near

Reference video
& click point

Reference video
& click point

CogVideoX

Our $?V2v

(c3) Object scale changes drastically

CogVideoX +Our
svav

(b) Our S2V2V on DiT (c) Visualization on various complex scenarios

A snake is moving forward. A rabbit is moving its ear.

elelent ¥ eww
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(d) Gesture simulation
Figure 6: Ablation study and analysis on: (a) the impact of (sparsity-based) motion guidance,
our S2V2V (b) on DiT , (c) complex scenarios and (d) gesture simulation.

point

Our svav Reference video
& click point

our SV2v Reference video

sistently and introduces artifacts. Our SV2V ensures precise trajectory adherence while
maintaining temporal coherence.

4.3 Ablation Study and Analysis

Impact of sparsity-based motion guidance. As shown in Fig.6(a), without motion guid-
ance, motion transfer is weak and lacks fidelity, while applying dense motion guidance
leads to temporal inconsistencies, as illustrated in Fig.3. In contrast, our SZV2V framework,
equipped with sparse motion guidance, clearly enhances temporal coherence.

S?V2V on DiT. Our S?V2V can also improve the temporal coherence on DiT framework
such as CogVideoX [96] as shown in Fig. 6 (b). Details are in variant on DiTs in Sec. 3.2.

Complex scenarios. Our S>V2V can also achieve high motion consistency in various com-
plex scenarios: 1) multiple objects by assigning individual points to track multiple instances
separately (Fig. 6 (c1)); 2) occlusion appearing by simply skipping motion guidance on oc-
cluded frames (Fig. 6 (c2)); 3) object changing drastically (Fig. 6 (c3)).

Gesture simulation. We apply S?V2V on gesture simulation using two hand movement
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videos recorded with an iPhone 15 Pro Max—one showing finger bending and another hold-
ing a moving ball. S?V2V successfully transfers these motions to a rabbit’s ear and a snake’s
head (Fig. 6 (d)). This is especially useful when direct video capture is difficult, e.g., simu-
lating a snake’s behavior in a scene where a child interacts with it, as in a Harry Potter.

5 Conclusion

In this paper, we introduced S?V2V, a novel training-free paradigm that enhances motion-
based controllable video generation through double sparse guidance. By leveraging sparse
points and motion guidance, our approach effectively addresses the challenges of maintain-
ing temporal coherence and accurately following guided motion. The proposed sparse mo-
tion consistency loss is able to refine noise estimation based on the motion guidance during
the denoising process, ensuring precise motion control. Extensive experiments validate the
effectiveness of S2V2V, demonstrating superior performance across various scenarios.
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