WOOSUNG JOUNG*, DAEWON CHAE*, JINKYU KIM: SEMANTICCONTROL 1

SemanticControl: A Training-Free Approach
for Handling Loosely Aligned Visual
Conditions in ControlNet

Woosung Joung*'’ " Department of Computer Science and
mung3477@korea.ac.kr Engineering

Daewon Chae*2 Korea University

daewon@umich.edu Seoul, Republic of Korea

Jinkyu Kim' 2Electrical and Computer Engineering
jinkyukim@korea.ac.kr University of Michigan

Ann Arbor, MI, USA

Abstract

ControlNet has enabled detailed spatial control in text-to-image diffusion models by
incorporating additional visual conditions such as depth or edge maps. However, its
effectiveness heavily depends on the availability of visual conditions that are precisely
aligned with the generation goal specified by text prompt—a requirement that often fails
in practice, especially for uncommon or imaginative scenes. For example, generating
an image of a cat cooking in a specific pose may be infeasible due to the lack of suit-
able visual conditions. In contrast, structurally similar cues can often be found in more
common settings—for instance, poses of humans cooking are widely available and can
serve as rough visual guides. Unfortunately, existing ControlNet models struggle to use
such loosely aligned visual conditions, often resulting in low text fidelity or visual ar-
tifacts. To address this limitation, we propose SemanticControl, a training-free method
for effectively leveraging misaligned but semantically relevant visual conditions. Our
approach adaptively suppresses the influence of the visual condition where it conflicts
with the prompt, while strengthening guidance from the text. The key idea is to first run
an auxiliary denoising process using a surrogate prompt aligned with the visual condition
(e.g., “a human playing guitar” for a human pose condition) to extract informative atten-
tion masks, and then utilize these masks during the denoising of the actual target prompt
(e.g., “cat playing guitar”). Experimental results demonstrate that our method improves
performance under loosely aligned conditions across various conditions, including depth
maps, edge maps, and human skeletons, outperforming existing baselines. Our code is
available at https://mung3477.github.io/semantic—control.

1 Introduction

Text-to-image diffusion models [12, 16, 18] have demonstrated remarkable capabilities in
generating high-quality images from natural language prompts. However, relying solely on
textual description often limits the model’s ability to accurately control spatial composition
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Figure 1: Comparison with prior approaches. Our method achieves high text fidelity under
significant prompt—condition mismatch without manual tuning or additional training.

within the generated images. To address this limitation, recent methods such as Control-
Net [21] and IP-Adapter [20] incorporate additional visual conditions (e.g., depth maps,
edge maps) to provide more precise spatial guidance during generation.

While these methods provide improved spatial controllability, their effectiveness is fun-
damentally constrained by the need for visual conditions that are precisely aligned with the
semantics of the target prompt. In practice, obtaining such aligned conditions is often in-
feasible—particularly when generating uncommon or imaginative scenarios. For instance,
generating an image of a cat playing a trumpet in a specific pose requires a matching vi-
sual condition that is unlikely to exist. In such cases, a more practical alternative is to use
a structurally similar pose—such as that of a human in the same action—but existing meth-
ods often fail to leverage such rough conditions, producing images with low text fidelity or
noticeable visual artifacts (see Figure 1). This inability to handle loosely aligned but se-
mantically relevant visual conditions significantly limits the practical applicability of current
spatial guidance methods.

One notable approach to tackle this issue is SmartControl [9], which mitigates prompt
—condition misalignment in ControlNet by adaptively reducing the control intensity of the
visual condition. Specifically, it introduces a predictive module trained to estimate suitable
control strengths during inference. However, training this module requires a curated set
of successful generations under misaligned prompt—condition pairs, which are difficult to
obtain in practice. To construct such data, SmartControl manually varies control intensity
across prompts and selects outputs that preserve text fidelity—requiring extensive human
effort. Moreover, since ControlNet models are typically trained separately for each type of
visual condition, the predictive module must also be trained per variant, limiting generaliz-
ability. Most importantly, SmartControl often fails when the mismatch is more substantial,
such as when the prompt and condition involve entirely different subjects (e.g., human vs.
cat). This is not only because successful training examples are scarce under such severe
mismatches, but also because the method focuses solely on suppressing the visual condition,
without a complementary strategy to strengthen guidance from the text prompt.

In this work, we propose SemanticControl, a training-free enhancement to ControlNet
that enables robust generation under loosely aligned visual conditions. The core idea is to
suppress misleading visual signals while compensating for weakened text guidance in the
conflict region. Given a target prompt and misaligned visual condition (e.g., “a cat playing
guitar” with a depth map of a man playing the guitar), we first derive a surrogate prompt
(e.g., “a man playing the guitar”) that is semantically aligned with the condition and perform
a auxiliary denoising step to extract token-wise cross-attention maps. From these maps,
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we compute a suppression mask by aggregating attention from non-conflicting tokens (e.g.,
“playing,” “guitar”’) and apply it to modulate the control intensity of the visual condition,
suppressing guidance in irrelevant regions while preserving it where the semantics align. At
the same time, the attention map of the conflicting token (e.g., “man”) is incorporated into
the cross-attention of the corresponding target token (e.g., “cat”) during denoising with the
target prompt. This prevents the target subject from being suppressed by residual visual sig-
nals entangled within the noise, ensuring that it is accurately reflected in the generated image
(see Figure 3). As a result, via selective attention maps based on surrogate prompts, Seman-
ticControl improves generation quality in cases where the prompt and visual condition are
not fully aligned, without requiring retraining or curated data. Experimental results show
that our method outperforms existing baselines under loosely aligned conditions across var-
ious inputs—including depth maps, edge maps, and human skeletons—and is also strongly
preferred in human evaluations.

2 Related Work

Controllable Text-to-Image Generation. To enhance controllability in text-to-image gen-
eration, various methods incorporate additional inputs beyond text. LayoutDiffuion [24]
controls the layout of the image via bounding boxes of objects. T2I-Adapter [10] and Con-
trolNet [21] guide generation with structural visual conditions (e.g., depth maps) by attaching
auxiliary networks to Stable Diffusion [16]. Several extensions of ControlNet further enable
multi-condition control with a single model [4, 13, 22]. Nevertheless, earlier studies have
demonstrated that ControlNet may exhibit contention between the frozen Stable Diffusion
backbone and its auxiliary condition branch [2, 5]. Especially when the visual condition con-
flicts with the text prompt, these models tend to favor the condition, often generating images
that fail to reflect the intended semantics [9]. SmartControl [9] mitigates such conflicts by
reducing the influence of the visual condition in regions where misalignment occurs, using a
learned condition mask predictor.

Cross-Attention for Compositional Control. Recent text-to-image models such as Stable
Diffusion [16] leverage cross-attention mechanisms to guide the generation process. Beyond
serving as a spatial representation, cross-attention is central to controlling the composition-
ality of generated images. Several studies [3, 8, 15] have manipulated cross-attention maps
to achieve specific control objectives. For example, Attend-and-Excite [1] steers the diffu-
sion process to ensure that all subject tokens are sufficiently attended. Prompt-to-Prompt [3]
preserves the overall structure of the original image by injecting cross-attention maps from
a source prompt during early generation steps.

3 Preliminaries

ControlNet. ControlNet [21] extends Stable Diffusion [16] by enabling the model to in-
corporate additional visual conditions such as depth maps or human poses. It introduces an
auxiliary encoder that mirrors the structure of the UNet [17] used in Stable Diffusion, allow-
ing visual conditions to be integrated into the generation process. Specifically, the encoder
outputs from ControlNet are injected into the skip connections of the UNet decoder, guiding
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Figure 2: Images were generated with different degrees of con ict between the subjec
of the text prompt and the visual condition. When the conict is mild, both ControlNet
with a xed control scale and a learned mask (SmartControl) can produce plausible result
However, under severe con ict, neither approach creates a convincing image.

the spatial structure of the output. This can be formulated as:
hi=Di(hy 1+s 1+a hN); 1 1 N 1L 1)

whereN is the number of UNet decoder blocks s the output of the decoder blo€k, 5 1
is the skip connection from the corresponding encoder block,lﬁf‘@is the ControlNet
feature. The in uence of ControlNet can be modulated via the control scale apask

Reducing the in uence of the visual condition. A misaligned visual condition can cause
ControlNet to inject spatial features that do not fuse well with the semantics of the tex
prompt, often leading to the prompt being partially ignored during generation. A straight-
forward strategy to mitigate this issue is to reduce the in uence of ControlNet features (i.e.
visual guidance) by manually adjusting the control scale naasik Equation (1), as shown

in the rst row of Figure 2. However, using a xed constant control scale across all regions
is often insuf cient, especially when different areas of the image exhibit varying degrees o
alignment or conict. Liu et al. [9] highlighted this limitation and proposed a method to
automatically infer a spatially varying control scale mask. They trained a mask predicto
on carefully curated condition—prompt—output triplets, where each triplet was constructe
using a manually selected control scale. However, collecting such training data is not on
time-consuming but also fundamentally limited. As shown in the second row of Figure 2
in cases of strong con ict—like when the prompt and condition describe entirely different
subjects, there is no control scale to learn from.

4 Method

4.1 Training-Free Control Scale Estimation Using Cross-Attention

As explained in Section 3, ControlNet introduces con icting spatial features when the visua
condition misaligns with the text prompt, often overriding important prompt elements. Out
goal is to infer a control scale mask that can lIter out these con icts and dynamically adap
to both inputs—without requiring any training.

To achieve this, we leverage cross-attention maps from ControlNet, which re ect how
much each text token contributes to speci ¢ spatial regions in the generated image. Speci
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Figure 3: Overall pipeline of SemanticControl. Using a visual condition and a surr
gate prompt that describes it, we rst prepare cross-attention mapsmeéon icting tokens
(“holding”, “guitar”). We infer a proper control scale mask for each layer by averaging
those maps. We also calculate a cross-attentionltblassumming up the attention weights
of con icting tokens(“man”). During generation, ControlNet features are multiplied vaith
and cross-attention weights tafrget tokeng“dog plushie”) are added hly.

cally, we focus on the maps abn-con icting tokens—those that express shared semantic:
between the prompt and condition. However, when the prompt contains con icting sem:
tics (e.g., “a dog plushie is holding the guitar” vs. a depth map of a man holding the guite
ControlNet produces misaligned outputs, implying that the resulting attention maps may
meaningfully re ect how much attention each token should receive.

To address this, we use a surrogate propgt., where con icting tokens are replaced
(e.g., “a man is holding the guitar”), aligning more closely with the visual condition. Thi
results in a coherent output, allowing us to extract cross-attention maps that more relic
re ect the intended contribution of each token. We aggregate the maps of non-con icti
tokens by averaging them across decoder layers to infer the control masks. The masks
be multiplied with the ControlNet features during generation, suppressing con icting regio
in the ControlNet feature. Formally, the inferred control scale mask at lagete ned as

a= LA A Myt %)
_ 1 e
NAnzlazl (2

where A is the number of cross-attention modules in layeN is the number of non-
con icting tokens, andV ;.5 [tn] is the cross-attention map of non-con icting tokgrfrom
theath module in layet.



