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Abstract
Existed echocardiography segmentation methods often suffer from anatomical incon-

sistency challenge caused by shape variation, partial observation and region ambiguity
with similar intensity across 2D echocardiographic sequences, resulting in false posi-
tive segmentation with anatomical defeated structures in challenging low signal-to-noise
ratio conditions. To provide a strong anatomical guarantee across different echocar-
diographic frames, we propose a novel segmentation framework named BOTM (Bi-
directional Optimal Token Matching) that performs echocardiography segmentation and
optimal anatomy transportation simultaneously. Given paired echocardiographic images,
BOTM learns to match two sets of discrete image tokens by finding optimal correspon-
dences from a novel anatomical transportation perspective. We further extend the token
matching into a bi-directional cross-transport attention proxy to regulate the preserved
anatomical consistency within the cardiac cyclic deformation in temporal domain. Ex-
tensive experimental results show that BOTM can generate stable and accurate segmen-
tation outcomes (e.g.−1.917 HD on CAMUS2H LV, +1.9% Dice on TED), and provide
a better matching interpretation with anatomical consistency guarantee.

1 Introduction
Cardiac dysfunction stands as a primary cause for hospital admissions, representing a grow-
ing concern in global health [36]. Measuring cardiac biomarkers deformation between end-
diastolic (ED) and end-systolic (ES) volume is critical for assessing cardiac function and
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Figure 1: Illustration of various echocardiography segmentation challenges and performance
comparison: (a) Representative examples of echocardiography segmentation challenges, in-
cluding shape variation across individuals, partial observations due to limited field-of-view,
and visual ambiguity in regions with similar intensities. (b) Qualitative comparison of seg-
mentation performance. Our BOTM can achieve accurate segmentation, whereas others are
affected by different types of noise, resulting in anatomical defeated mask.

identifying patients eligible for life-prolonging therapies [19]. Echocardiography serves as a
primary imaging modality for a range of medical professionals, including cardiologists, sur-
geons, oncologists, and emergency physicians, supporting diagnostic decisions, risk stratifi-
cation, treatment planning, and surgical preparation due to its advantages of being low-cost,
rapidly-acquired, radiation-free, and non-invasiveness [15]. Manual echocardiogrphy seg-
mentation is time-consuming and highly dependent on the clinician’s expertise, while also
being subject to inter- and intra-observer variability [9, 15]. Automated segmentation meth-
ods aim to overcome these challenges by accurately delineating cardiac anatomical structures
from echocardiographic sequences or key frames between ED and ES. However, accurate
and stable echocardiography segmentation remains a significant challenge due to speckle
noise, anatomical variability, partial visibility, and region ambiguities (Fig. 1(a)), resulting
in disconnected boundaries, ambiguous localization and topological defects (Fig. 1(b)).

Early echocardiography segmentation methods are predominantly based on UNet [26],
vision transformer [8] and their variants [2, 5, 11, 22, 30, 31]. However, these models often
overfit to individual frames, which may lead to false positive segmentation (Fig. 2(a)). Some
studies have attempted to incorporate temporal information across frames [1, 7, 28], but
typically only through simple addition or concatenation, resulting anatomically inconsistent
segmentation as they lack mechanisms for preserving anatomical and structural integrity.
(Fig. 2(b)). Recent studies [10, 17] have introduced domain-specific adapter modules on
the top of Segment Anything Model (SAM) [14] capitalizing on its fine-grained instance
recognition capabilities. This type of approach adds additional computational complexity
and highly depends on proper mask prompts, which can complicate the segmentation work-
flow (Fig. 2(c)). Further improvements in cardiac segmentation have been achieved through
jointly optimizing regularization strategies during training [4, 23, 24, 35]. Yet, these ap-
proaches depend on pixel-wise constraints, such as full-resolution dense motion fields, which
often result in redundancy due to their sensitivity to per-pixel modeling. In contrast, our pro-
posed method operates anatomical consistency modeling on patch-level tokens, offering a
more efficient representation that is less susceptible to pixel-level variations. (Fig. 2(d)).

In this paper, we propose BOTM, a Bi-directional Optimal Token Matching framework
for echocardiography segmentation (Sec. 2). Our motivation is driven by the clinical need to
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Figure 2: Key comparison of echocardiography segmentation methods, including traditional
end-to-end methods [11, 30] with (a) single frame input and (b) image pair input; (c) SAM
with echocardiography domain adapter including [10, 17]; (d) motion tracking based seg-
mentation methods including [13, 33] and (e) our token-matching based method, which reg-
ulates anatomical information transportation through a simple-yet-effective token matching
pipeline for better semantical and anatomical structural coherent segmentation.

maintain anatomical consistency across frames through continuous segmentation, preserv-
ing anatomical details and ensuring that corresponding structures retain their identity over
time.Different from previous methods (Fig. 2), our approach learns and enforces token-level
anatomical consistency from a novel optimal transport (OT) perspective, without relying on
complex pre- or post-processing (Fig. 2(e)). In summary, our contributions are threefold:
(1) We introduce a novel token matching framework named BOTM for challenging echocar-
diography segmentation. Our method incorporates jointly optimized anatomical consistency
regularization, ensuring implicit anatomy preservation via optimal transport. (2) We ex-
tend the token matching into a bi-directional cross-transport attention proxy, where we can
aggregate the anatomical priors from both spatial and temporal domains. (3) Extensive ex-
periments demonstrate that BOTM can achieve competitive or superior segmentation with
strong generalization and high interpretation across diverse scenarios.

2 Methods

Fig. 3 shows the pipeline of our proposed BOTM. Given a pair of echocardiography images
with source and target framesf Isrc; Itgtg, we utilize a shared vision transformer encoder to
obtain the token embedding hierarchyXXXs = f X1

s ; � � � ;XL
s g; XXXt = f X1

t ; � � � ;XL
t g. Within each

encoding stage, a bi-directional cross-transport attention act as a proxy module (Fig. 4(a))
aiming to solve the optimal transport problem by matching anatomically corresponded to-
kens (Fig. 4(b)). Each component will be elaborated in detail as follows.

2.1 Problem formulation and Preliminary

Given a pair of echocardiographic image with the source and target frame(Isrc; Itgt), we wish
to generate a precise echocardiograph segmentation(Ssrc;Stgt) with a learnable modelF:

F(Isrc; Itgt) = ( Ssrc;Stgt);F : Rdin ! Rdcls (1)
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Figure 3: Pipeline of the proposedBOTM : We �rst extract frame-dependent token embed-
dings using a vision transformer. At each embedding stage within the shared vision trans-
former encoder, BOTM learns optimal token matching correspondences via a bi-directional
cross-transport attention mechanism. This serves as a proxy module to enforce implicit
anatomical consistency across echocardiographic frames during the embedding process.

wheredin is the input dimension (H � W for 2D image).cls is the pre-de�ned mask class
numbers. The input image pair can be organized upon the clinical request, such as two key
frames from a video(Isrc= ED; Itgt= ES) or two video segments(Isrc= t ; Itgt= t+ 1).

Our goal is to preserve the anatomy of the cardiac structure across different frames, i.e.
token embedding from the uni�ed anatomical structure between different frames should be
consistently matched with low cost. This can be formulated as the Kantorovich optimal
transport problem [6], aiming at computing a optimized transportation plan with minimal
cost between source anatomy distributionm and target anatomy distributionn, seeking a
probabilistic couplingp 2 P (X � Y) de�ned on the transport cost functionc : X � Y 2 R + :

p? = argmin
p2P(m;n)

Z

X� Y
c(x;y)dp(x;y) (2)

whereP(m;n) consists of probabilistic measures that have the correct marginals, whose
marginals onX andY aremandn. C is a point-wise cost matrix with each entryCi j represents
the distance betweenxi andy j . The optimality of discrete transport map can be expressed as:

T? = argmin
T2Rns� nt

å
i j

Ti jCi j

s:t: T1ns = m;T> 1nt = n
(3)

Wherens andnt are the number of sample points in source and target distribution.

2.2 Anatomical Consistency as Optimal Token Matching

We formulate anatomical consistency estimation as learning an optimal transport (OT) map
T?, where each entry represents the dense matching scores between token embedding in-
stances ofXl

s 2 Rhl
s� wl

s� dl
s andXl

t 2 Rhl
t � wl

t � dl
s at each stagel = f 1;2; :::;Lg. We �rst de�ne

the cost matrixC = 1� M as the subtraction of token similarityM = Xl
s�Xl

t
jjXl

sjj�jj Xl
t jj

2 Rhl
sw

l
s� hl

t w
l
t .

Then we solve the linear programming in the original optimal transport problem [6] by equiv-
alently minimizing the matching difference between the total token embedding instances:

T?
l = argmin

T2Rhl
swl

s� hl
t wl

t

å
i j

T i j Ci j + eH(T) (4)
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Eqn. (4) is a strongly convex by resorting to the original OT with entropyH(T) regu-
larized by tempraturee = 0:1. As illustrated in Fig. 4(a) and Alg. 1, we obtain the optimal
matching score map as a normalized exponential matrix using iterative Sinkhorn [25].

Algorithm 1 Optimal Token Matching with Sinkhorn

1: At each encoding stagel = f 1;2; :::;Lg:
2: Input ml

s, nl
t , e, t, Xs, Xt

3: CalculateM = Xl
s�Xl

t
jjXl

sjj�jj Xl
t jj

4: Initialize T l = exp( � M
e );bl  111

5: for i=1, 2, ..., tdo
6: al = ml

s � (Tl bl ) { � element-wise division}
7: bl = nl

t � (T>
l al )

8: end for
9: T?

l = Diag(al )exp( � M
e )Diag(bl )

10: Output:al ;bl ;T l

2.3 Bi-directional Cross-Transport Attention

Given the token-level optimal transport planT?
l from Eqn.(4), a naïve implementation of

matching token embeddings betweenX l
s andX l

t is utilizing a partition method, such as Hun-
garian algorithm [20] as a post-processing step. This partition method operates under the as-
sumption thateach token holds identical signi�cance, implying that the segmentation contri-
bution of each token is uniformly distributed. This assumption contradicts the learning pro-
cess, where large area in background typically contributelessto the �nal segmentation com-
pared to smaller but important structures such as the myocardium [21, 34]. Thus, a dynamic
token-level anatomical importance estimation should be adopted. Inspired by [27, 29], we
reformulate this optimal token matching as a novelBi-directionalCross-TransportAttention
proxy module (BCTA), where the transport attentionAk calculates the barycentric interpo-
lated embedding in both forward and backward directionAk = Xk(Xnk 
 T?

l )=
p

D; for k 2
f s;tg, whereD is the dimension ofX.

Different from standard cross-attention [3, 12, 18], our cross-transport attention updates
token embedding by incorporating a hybrid policy derived from both anatomical transporta-
tion planT?

l and anatomical importanceZ l
k in bi-direction. Following [32], we obtain the

local anatomical saliency mapZ l
k;local through a light-weight MLP, and the global anatomical

distribution mapZ l
k;global followed by an average pooling layer (Fig. 4(b)).

Z l
k = Softmax(MLP(Concat[Z l

k;local;Z
l
k;global])) ;

Z l
k;local = MLP(X l

k); Z l
k;global = AvgPool(MLP(X l

k)) ;k 2 f s;tg
(5)

We then utilize the anatomical importanceZ l
k as a mask policy for calculating the cross-

transport attention embedding for both source and target images in a bi-directional manner:

[X̃k]i j =
exp([Ak]i j )[Pl

k]i j
å N

k= 1exp([Ak]ik)[Pl
k]ik

;where[Pl
k]i j =

(
1; if i = j
[Z l

k]i j ; if i 6= j
; 1 � i; j � N (6)
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Figure 4: (a) Given a pair of image token embeddings, we �rst compute an optimal transport
plan using Sinkhorn iterations, where each entry represents a matching probability derived
from cosine similarity between embedding instances. (b) We then re�ne the paired embed-
dings via a cross-attention mechanism that incorporates the previously computed transport
plan. A learnable anatomical importance mask is applied to suppress regions with high
matching probability but low anatomical relevance, such as background areas.

To this end, we undertake token matching by a bi-directional cross-transport attention
proxy mechanism.[Pl

k]i j = 1 means thej-th token fromX l
nk will contribute to the update of

thei-th token in the correspondedX l
k. If [Pl

k]i j = [ Z l
k]i j = 0, the j-th token will not contribute

to any other token. For generating semantic segmentation mask, we feed the transported
token embeddings̃Xs; X̃t into a light-weight decoder with stacked four MLP layers used
in [31]. The �rst two MLP unify the token embeddings from different stages into the same
size. The last two MLP project the concatenated embedding to the �nal segmentation output.

3 Experiments

3.1 Implementation Details

Datasets.We evaluate BOTM on two public echocardiography datasetsCAMUS [16] and
TED [24] with diverse settings. CAMUS is composed of 2D echocardiographic images of
500 patients collected on ED and ES frames. The of�cial training set contains 450 patients
and the test set contains 50 patients. We divide CAMUS into two subsets based on the view
angle,i.e. CAMUS2CH with apical two chamber view andCAMUS4CH with apical four
chamber view. Both subsets contain the ground truth on left ventricle (LV), myocardium
(Myo) and left atrium (LA). TED is the of�cial re�ned dataset from CAMUS, composed of
2D + t echocardiography videos of 98 patients collected at apical four chamber view. Each
frame contains the ground truth on LV and Myo. We randomly divide TED into 78 patients
for training and 20 patients for testing.

Training Settings. We implement BOTM in PyTorch, which is accelerated by a single
NVIDIA A100 GPU. We employ the SGD optimizer with a learning rate of 1e� 3 and
momentum 0:9. All methods are trained with 500 epochs with a batch size of 8. We adopt
the standardDice andCross-Entropyloss function with the same weight during the train-
ing process. All input images are resized to 672� 672. We employ random horizontal �ip
(p = 0:5) as data augmentation. Our code will be released upon acceptance.

Baselines.We compare BOTM with long-standing UNet [26] and AttnUNet [21] and state-
of-the-art transformer-based medical image segmentation TransUNet [5], SwinUNet [2]
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Model Venue
CAMUS2CH

Left Ventricle (LV) Left Atrium (LA) Myocardium (Myo)
mDice mHD mDice mHD mDice mHD

End-to-end segmentation networks
1. UNet [26] MICCAI15 0.914 8.248 0.883 17.425 0.892 7.192
2. AttnUNet [22] MIDL18 0.920 11.654 0.890 9.951 0.888 9.074
3. SegFormer [31] NeurIPS21 0.892 16.686 0.834 18.691 0.803 22.831
4. SwinUNet [2] ECCVW22 0.910 7.821 0.890 8.777 0.872 10.112
5. FAT-Net [30]� MIA22 0.936 9.200 0.916 12.050 0.872 15.930
6. H2Former [11]� TMI23 0.934 9.600 0.910 11.920 0.873 16.600
7. TransUNet [5] MIA24 0.896 12.250 0.879 10.300 0.874 10.498

Segmentation with anatomical motion tracking
8. DiffuseMorph [13]�� ECCV22 0.858 - 0.879 - 0.874 -
9. GPTrack [33]�� NeurIPS24 0.886 - 0.891 - 0.804 -

Segmentation with SAM adapters
10. SAMUS [17]� MICCAI24 0.937 9.790 0.916 11.600 0.875 16.740
11. CC-SAM [10]� ECCV24 0.940 9.110 0.920 11.110 0.883 16.110

12. BOTM - 0.936 5.904 0.911 5.862 0.918 8.027

Table 1: Quantitative results comparison on CAMUS apical two chamber view (CA-
MUS2CH), the most commonly used dataset and view setting for echocardiography
segmentation.Results with� are from CC-SAM [10] and�� from GP-Track [33].

Model
CAMUS4CH

mDice mHD mIoU Spe MAE

1. UNet [26] 0.893 10.776 0.869 0.993 0.015
2. AttnUNet [22] 0.894 11.646 0.868 0.992 0.014
3. SegFormer [31] 0.880 13.272 0.799 0.992 0.018
4. SwinUNet [2] 0.881 10.649 0.858 0.988 0.022
5. TransUNet [5] 0.855 15.575 0.782 0.987 0.031

6. BOTM 0.916 6.636 0.893 0.994 0.013

Table 2: Quantitative results comparison on
CAMUS4CH. Results are averaged across
all regions and all frames.

Model
TED

mDice mHD mIoU Spe MAE

1. UNet [26] 0.901 11.316 0.844 0.986 0.022
2. AttnUNet [22] 0.904 9.570 0.858 0.987 0.021
3. SegFormer [31] 0.886 14.289 0.736 0.987 0.024
4. SwinUNet [2] 0.872 13.149 0.792 0.984 0.030
5. TransUNet [5] 0.850 13.627 0.774 0.986 0.031

6. BOTM 0.923 7.519 0.893 0.993 0.014

Table 3: Quantitative results comparison on
TED. Results are averaged across all regions
and all frames.

and SegFormer [31]. We also compare results from recent attempts, including end-to-end
segmentation networks FAT-Net [30] and H2Former [11], segment anything model with
echocardiography adapter SAMUS [17] and CC-SAM [10] and segmentation with motion
propagation DiffuseMorph [13] and GPTranck [33].

Metrics. We employ mean Dice (mDice) and mean Hausdorff (mHD) for quantitative evalu-
ation [16, 24]. To provide deeper insights, we further introduce three additional metrics that
are widely used in medical segmentation: (1) mean Intersection-over-Union (mIoU), which
measures the overlap between prediction and ground truth. (2) Speci�city (Spe), which
refers to the percentage of pixels that are negative and are classi�ed as such. (3) Mean Abso-
lute Error (MAE), which measures the pixel-level error between prediction and ground truth.

3.2 Evaluation on Echocardiography Segmentation

Learning Ability. We conduct extensive experiments to evaluate the learning capability of
BOTM across CAMUS2CH, CAMUS4CH, and TED. As shown in Table 1, BOTM achieves
state-of-the-art segmentation performance across various metrics, including a substantial re-
duction in mHD (� 1:917 for LV, � 2:915 for LA), while maintaining competitive results
in terms of mDice.This performance is notable even when compared to SAMUS [17] and
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Figure 5: Qualitative comparison of segmentation results on CAMUS2CH, CA-
MUS4CH, and TED: Our method produces accurate and anatomically meaningful seg-
mentation masks, whereas baseline methods are adversely affected by various types of
noise. This leads to anatomically compromised segmentations, characterized by discon-
nected boundaries, incomplete regions, and internal mask cavities (as indicated by red ar-
rows). Please refer to the supplementary material for more results.

RandomBlur RandomGaussNoiseMethods 10% 30% 50% 10% 30% 50%
UNet [26] 0.902/0.897 0.802/0.839 0.712/0.698 0.897/0.885 0.804/0.767 0.674/0.625

TransUNet [5] 0.869/0.874 0.778/0.813 0.693/0.742 0.881/0.879 0.769/0.803 0.712/0.794
BOTM(Ours) 0.906/0.892 0.895/0.887 0.862/0.858 0.900/0.907 0.873/0.887 0.832/0.841

Table 4:Generalization study on CAMUS4CH: We introduce test-time artifact noise us-
ing RandomBlurandRandomGaussianNoiseto evaluate robustness. Reported results are
averaged across all anatomical regions among all test samples. The left value corresponds to
the end-diastolic (ED) frame and the right value to the end-systolic (ES) frame.

RandomFrameDropoutMethods 10% 30% 50% 70%
UNet [26] 0.901 0.877 0.849 0.810

TransUNet [5] 0.869 0.833 0.802 0.734
BOTM(Ours) 0.912 0.893 0.875 0.851

Table 5:Generalization study on TED: we randomly drop training frames usingRandom-
FrameDropoutto evaluate robustness. Results are averaged across all anatomical regions
and all frames in the test videos.

CC-SAM [10], which incorporate the powerful �ne-grained segmentation capabilities of
SAM [14] with customized adapters and prompts for echocardiography segmentation. To-
gether with superior performance on the apical four chamber view segmentation (Table 2)
and video segmentation tasks (Table 3), these results collectively suggest that, by simply en-
force the anatomical consistency through token matching, BOTM demonstrates strong learn-
ing capacity and robustness under diverse imaging conditions for effective echocardiography
segmentation, without complex ad-hoc modules or manual visual prompts. For detailed sub-
class segmentation results, please refer to the table in supplementary material.

Generalization Capability. We evaluated the robustness of BOTM under challenging con-
ditions by manually introducing severe artifacts usingRandomBlurandRandomGaussian-
Noiseto the CAMUS4CH dataset. Additionally, we assessed segmentation stability un-
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Figure 6: Qualitative comparison of echocardiography video segmentation results on
TED: Our method produces accurate, stable, and temporally consistent segmentation results
across extended frame sequences. In contrast, baseline methods are adversely affected by
noise within individual frames or accumulated over time, leading to unstable performance.

Figure 7:Qualitative comparison of segmentation uncertainty:We visualize segmenta-
tion uncertainty for the myocardium (yellow) on CAMUS2CH (left) and the left ventricle
(green) on CAMUS4CH (right). By incorporating token matching to enforce anatomical
consistency, the proposed BOTM effectively reduces segmentation uncertainty, leading to
more coherent and reliable mask boundary delineation.

der limited training data by applyingRandomFrameDropoutto the TED video dataset. As
shown in Table 4 and Table 5, BOTM consistently maintained stable performance, exhibiting
a lower performance drop ratio compared to UNet and TransUNet. These results highlight
that, by incorporating matching-based anatomical consistency, BOTM outperforms other
state-of-the-art methods and demonstrates superior generalization capability under varying
imaging conditions and data constraints.

Qualitative Comparison.As shown in Fig. 5 and 6, BOTM demonstrates the ability to accu-
rately locate and segment cardiac structures even under challenging conditions, while base-
line methods fail to generate anatomically plausible segmentation with disconnect boundary,
incomplete structure and mask cavity (red arrows). We further visualize the mask soft log-
its in Fig. 7, illustrating that BOTM can effectively minimize the segmentation uncertainty.
Leveraging cross-transport attention, BOTM effectively provides higher interpretation even
when boundaries are blurred in severe narrowed ventricles. For additional qualitative com-
parison and details in zoomed-in patches, please refer to the supplementary material.

3.3 Ablation Study

Effectiveness of Paired Segmentation.We investigate the importance of segmentation with
paired images. From Table 6, we observe that by adding paired image features together
(ADD) during encoding stage, #2 slightly outperforms single-frame segmentation in #1, in-


