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Abstract

Attention mechanisms have demonstrated significant potential in enhancing learning
models by identifying key portions of input data, particularly in scenarios with limited
training samples. Inspired by human perception, we propose that focusing on essential
data segments, rather than the entire dataset, can improve the accuracy and reliability of
the learning models. However, identifying these critical data segments, or "hard attention
finding," is challenging, especially in few-shot learning, due to the scarcity of training
data and the complexity of models. To address this, we introduce LaHA, a novel frame-
work that leverages language-guided deep reinforcement learning to identify and utilize
informative data regions, thereby improving both interpretability and performance. Ex-
tensive experiments on benchmark datasets validate the effectiveness of LaHA.

1 Introduction

Few-shot Learning (FSL) is crucial in various tasks like image classification [9], image re-
trieval [46], object tracking [25], and drug discovery [42], where only a few labeled examples
per class are available. Early approaches include metric-based methods like ProtoNet [41],
which rely on class prototypes in feature space, and meta-learning methods like MAML [11],
which optimize model initialization for fast adaptation. Recent FSL techniques incorporate
transductive learning to leverage both labeled and unlabeled data. For example, Laplacian-
Shot [56] refines prototypes using graph Laplacians, ProtoLP [54] tackles class imbalance
with bipartite graph propagation, and HyperShot [39] uses hypernetworks to generate task-
specific classifiers. Large Language Models (LLMs) could also improved FSL further by
injecting prior knowledge[53, 55]. More related researches are presented in Appendix.

Attention mechanisms, inspired by the human visual system’s ability to focus on key
regions, are widely used in computer vision to improve accuracy and interpretability[23].
Soft attention assigns continuous weights and is easy to train [19, 24], while hard attention
selects discrete regions [27, 28, 29], reducing redundancy and enhancing robustness to vari-
ations [1, 3, 33, 34, 38]. Hard attention is particularly valuable in FSL, where limited data
heightens the risk of overfitting. Due to its non-differentiability, reinforcement learning (RL)
is often employed to optimize region selection [26, 30, 49].
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While VLMs enhance interpretability by providing semantic insights, their role in task-
specific hard attention localization remains underexplored. For example, PalLIGemma de-
tects entities using bounding boxes, making it effective for static object detection [4], but it
lacks adaptability in identifying fine-grained regions relevant to downstream tasks like FSL.
Though VLMs can be trained for specific objectives, they do not inherently determine the
most relevant sub-object regions for FSL or other specialized tasks. This limitation can be
addressed by RL, which allows the model to identify and select task-relevant regions, ensur-
ing attention is optimized for the task instead of relying only on predefined object detection
methods like bounding boxes. Previous RL-based methods for attention finding in FSL, such
as Reinforced Attention Policy (RAP) [14], focus on soft attention over feature map of pre-
defined layers rather than the original image. These gaps highlight the need for a method
that effectively identifies hard attention and enhances verifiable decision-making directly on
the original images in few-shot learning scenarios.

Motivated by the underexplored potential of hard attention in few-shot learning, we in-
troduce LaHA (Language-guided Reinforcement Learning for Hard Attention), which uses
reinforcement learning to identify critical regions in images for FSL. LaHA frames this non-
differentiable task as a Markov Decision Process (MDP), enabling systematic localization
of informative image patches using a Vision Transformer (ViT) as the agent. The ViT agent
is guided by feedback from a few-shot baseline classifier and a VLM, improving classifica-
tion accuracy and enhancing interpretability. Also, LaHA constructs a graph of informative
patches and uses it as input to the baseline classifier, capturing spatial and contextual relation-
ships. To further improve training, we integrate a contrastive learning task, aiding the model
in learning more effective data representations. Despite the typical need for large datasets
with ViTs, LaHA’s RL framework and contrastive learning make it robust and adaptable
for data-limited regimes. Also, unlike predefined methods using bounding boxes or masks,
LaHA captures subtle, task-relevant features. The RL framework optimizes selection to bal-
ance accuracy, interpretability, and efficiency, offering a flexible and adaptive alternative to
static methods. To our knowledge, it is the first approach to explore hard attention on input
RGB images in few-shot learning, unlike methods that rely on feature maps from transfor-
mations. Moreover, existing hard attention methods for classification are not tailored for
few-shot settings, often lacking adaptability to limited data. The contributions of the pro-
posed LaHA are summarized below:

* We introduce the novel problem of hard attention finding for RGB images in FSL.

* We propose a reinforcement learning-based framework using a ViT agent and a graph
of attentive regions to preserve spatial information.

* We integrate a vision-language model and contrastive learning to improve human in-
terpretability and training, achieving competitive results on four FSL datasets.

* Our method reduces data size and storage needs, making it suitable for edge devices
and data-sensitive environments.

2 Methodology

In few-shot learning, an episode' refers to a single learning task where a model must learn
from a limited amount of data. The few-shot model is trained across many episodes. Each

ITwo types of episodes are used in this paper: the episode in the reinforcement learning framework and the
episode in the few-shot setup, which is defined by italics to avoid confusion.
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episode typically consists of two main components: a Support set and a Query set. To train
the model, a support set and a query set are randomly selected from the data in each episode.
The classes in both sets are the same, but the individual samples within the sets do not
overlap. This learning approach is commonly referred to as “N-way, G-shot” classification,
where N denotes the number of classes and G represents the number of samples per class in
both the support and query sets. We define the support set as SU = (xj,y j)l}/:XlG, where x; is

the j sample in the support set and y ; 1s its corresponding label.

In our proposed method, we assume that each object can be recognized by a set of N, key
regions (also called attentive regions or patches). LaHA aims to detect N, patches, which
may overlap. By allowing overlap, LaHA can handle objects at different scales within the
image. Each patch has a fixed size, set to Lf\%j X U\?J where |.| denotes the floor function,
and d; and d, refer to the image’s width and helght respectively. This ensures that LaHA
covers a maximum of 1/N, and a minimum of 1/N2 of the input image. We set N, = 3 in
this sections as it yielded the best performance in most experiments. Additional evaluations
on different patch sizes and numbers are provided in the Appendix. The block diagram of
the proposed LaHA framework is shown in Figure 1. LaHA consists of three main modules:
(1) an RL module responsible for identifying the attentive regions, (2) a baseline classifier
module for performing the final classification task, and (3) a contrastive learning module,
which is added as an auxiliary task to enhance model’s performance and generalization.

In the RL module, the state is defined using the

input data and is processed by an agent. The

agent’s output consists of the selected patches e
per image. These patches are used to con- II__—
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back from two sources: the baseline classifier Contrastve Learning Module
and a VLM. Finally, the three losses, Lgr, Lpr.,
and L¢y, are combined with different weights Figure 1: Block diagram of the pro-
to form the total loss, L;,;, which is used to posed LaHA framework.

update the networks of all three modules. The
details of each module are discussed below.

2.1 Reinforcement Learning Module

In this paper, a RL agent operates on each image in a batch of size M. The interaction at
step k for image m is represented as a tuple (Sk u,Axm,Ri), denoting the state, action, and
reward. A full RL episode for image m is the sequence (Sim,Atm,R1,-..,Skm Ak m,Rk).
The definitions of state, action, reward, and agent are provided below.
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Im kal,m I
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Figure 2: The agent’s state
Skm» a concatenation of the
original image I, and the out-
put from step k—1, i.e., Sg,, =
I ] Tim-
[1717 kfl,m}-

Figure 3: An example of Ij ,,, k =0,..,K, during an episode.
Yellow arrows show actions at step 1: right (—), down (J),
and left (<), resulting in /1 ,,. The agent’s final output is

State: We define the state Sy ,,, for m = 1,...,M, as the concatenation of the m® orig-
inal image in the batch, [,, and the agent’s output from the previous step, I_im, i.€.,
Skm = (L, Ik—1,m)- Here, Ii_1,, has the same dimensions as /,, but only retains the selected
patches, with all non-selected regions set to zero. An example of I;_1 ,, is shown on the right
side of Figure 2. For the initial state So , lo is initialized with patches randomly located
across the image, as illustrated in Figure 3.

Action: At the k'™ step of the episode and for the m™ image, the agent outputs a probability
matrix Py , through its policy head. This probability matrix is used to determine the agent’s
actions, which define the movement direction for each patch. Five possible actions are de-
signed for each patch: move up, down, left, right, or remain in place, with all movements
occurring at a step size b. For the m™ image, each action is denoted by afm, where k in-

dicates the current step of the RL episode and ! € {1,2,...,N,} specifies the I attentive
region. The actions are sampled from a categorical distribution formed based on the agent’s
probability output F ,,. An example of one episode is illustrated in Figure 3.

Reward: The reward function should reflect how well the agent’s action aligns with its goal.
Our method aims to enhance the baseline classifier’s performance and add human-level se-
mantic interpretability, aligning selected regions with human perception. Thus, we define
two reward components: (1) a classification-based reward from the FSL baseline classifier,
denoted by R}, and (2) a VLM-based reward to enhance interpretability, denoted by R,%. To
compute R}, the baseline classifier evaluates the agent’s policy at step k of the episode by
applying it to the batch of input images, which contains N x G samples from both support
and query sets. For each image, the N, selected regions form nodes in a graph, with edges
representing the relationships between these regions based on the cosine similarity of their
feature vectors (details on graph construction are provided in Section 2.2). This approach
ensures that the graph captures semantic relationships between patches. The batch of these
constructed graphs is then fed into the few-shot baseline classifier to calculate the classifi-
cation loss, and the average loss across the batch is taken as the negative of R}, forming the
classification-based reward.

R% aims to enhance interpretability. To achieve this, we mask (i.e., zero out) the unselected
parts of each image in the batch and feed the modified images into a VLM, using a prompt
that directs it to describe the selected regions (an example prompt is shown in Figure 6). We
then compare the VLM’s description of the modified image to its description of the origi-
nal image using BERTScore, which quantifies semantic similarity between the two outputs
[52]. This reward, computed as the average BERTScore across the batch, ensures that the
selected regions are informative for classification and semantically consistent with the full
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image content. The agent’s total reward is calculated as:
Ry = &R +&RY, (1

where &1 and &, are coefficients that control the balance between the contributions of their
corresponding terms.

Agent: We integrate a ViT as the agent’s backbone to extract hierarchical spatial features
from its input state, enabling it to capture both local and global dependencies in visual data.
These features are then processed by a policy head, which outputs action probabilities P .
and a value head, which estimates the value of the current state. This design leverages ViT’s
feature extraction capabilities to enhance decision-making within the RL framework.

Reinforcement Learning Loss: We use Proximal Policy Optimization (PPO) in our method
for its efficient and stable policy updates in reinforcement learning [37]. PPO applies a clip-
ping function to control the policy update magnitude, limiting the change in probability ratio
between the new and old policies. This method prevents large shifts in policy, reducing vari-
ance and improving convergence making it well-suited to our task.

At each step k, the total reward Ry is calculated over the input images batch. The advan-
tage estimate A helps quantify how much better (or worse) an action was compared to the
expected value of being in a particular state. The policy is then optimized using a clipped
surrogate objective, which includes an entropy term to encourage exploration. The value
network is trained to minimize the difference between predicted and observed returns. Both
the policy and value networks share the same ViT backbone, but have separate heads for their
respective outputs. The full mathematical definitions of advantage estimation, policy loss,
value loss, and entropy term are provided in the Appendix. The total RL loss, Lg;, combines
the policy and value losses, weighted by coefficients 17 and u respectively:

Lrp =nLp+uLy 2

Lgy is used to update the ViT agent, with gradients from both policy and value components
contributing to the parameter updates.

2.2 Baseline Module

The baseline module is responsible for classifying few-shot samples using only the selected
attentive regions identified by the agent. After the agent finds these regions, we construct
an undirected graph for each image, where each selected region is first passed through a
lightweight shared convolutional layer to extract feature embedding serving as node repre-
sentation. The nodes in each image are all linked, forming a complete graph. Edge weights
are computed using cosine similarity between node embeddings, capturing semantic rela-
tionships, and are normalized for stable training. The graph remains static to maintain con-
sistency in representation learning. Finally, a Graph Neural Network (GNN) processes the
graph, refining both node-level information (i.e., the characteristics of each individual patch)
and graph-level information (i.e., the overall structure and relationships between patches
through the connections between nodes). The output from the GNN is then passed into a FSL
classification baseline model, which classifies the samples based on the graph-structured in-
formation and calculates its corresponding loss, considered as baseline module’s loss, Lp;.
This loss function helps differentiate the classes effectively in a few-shot setting by leverag-
ing the graph-based features extracted from the attentive regions.
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2.3 Contrastive Learning Module

Incorporating auxiliary tasks can enhance the main task’s performance, improve general-
ization, and accelerate convergence by providing additional gradients that guide learning.
These tasks also encourage the model to learn meaningful representations, aiding feature
extraction. To leverage these benefits, we incorporate a contrastive learning module as an
auxiliary task to strengthen the training of our LaHA framework.

Contrastive learning is a learning technique that aims
to learn useful representations by bringing similar
data samples, i.e. positives, closer to each other in
the learned representation space while pushing dis-
similar data points, i.e. negatives, farther apart. In
our method, we use the support set and query set in
the batch to create positive and negative pairs. Pairs
from the same class and their augmentation are con-
sidered as positive pairs, while negative pairs are
pairs from different classes. For augmentation, (1)
We apply a random rotation to the selected patches
within the range of -45 degrees to +45 degrees to
make our method robust to orientation variations, (2)
We horizontally flip the selected patches to encour-
age the model to become invariant to left-right orien-
tation changes, and (3) We apply color jittering to the
selected patches by randomly adjusting brightness,
contrast, and saturation within a factor of 0.8 to 1.2, Figure 4: An example of creating pos-
and modifying the hue by +0.1, which enhances the itive and negative pairs in a 5-way sce-
model’s robustness to color variations. An example nario.

is shown in Figure 4.
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Afterward, the contrastive loss, Ly, is calculated. As the labels of data samples are
available, we use the supervised contrastive loss (SupCon loss) [18] as follows:

e exp(fi- £,/7)
‘,.ezmou)\ L Y vy op(fi- ful T) )

0€0(i)

Lcp

where i € W ={1,...,2M}, is the index of a single sample in the augmented batch (M is the
batch size). O(i) shows the indices of the positive pairs distinct from i, and |O(i)| denotes its
cardinality, U (i) = W\, f; shows the output representation of the network for the {th index,
and 7 is the temperature parameter to control the similarity scale. For more details, see [18].

2.4 Loss Optimization and Inference

After calculating the three losses—RL loss, baseline loss, and contrastive learning loss—the
total loss to be minimized is computed as:

Lot = @Lgr + BLcr + YLaL 4

where a, 3, and ¥ are hyperparameters to control the contribution of their corresponding
loss term. The pseudo-code for the proposed LaHA framework is presented in Algorithm
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Table 1: Few-shot classification performance comparison across different methods and datasets for
few-shot learning. Results are reported as mean + standard deviation for each setting. MOLMO is

used in LaHA.
2*Methods Minil Net CIFAR-FS FC-100 CUB
5-s 5-w 1-s 5-w 5-s 5-w 1-s 5-w 5-s 5-w 1-s 5-w 5-s 5-w 1-s 5-w
ProtoNet (ResNet-18) [41] 73.68 £0.65 | 54.19 4+ 0.82 | 80.12 + 0.65 | 68.15+0.60 | 51.12 4 0.85 | 36.54 + 0.80 | 82.54 £0.90 | 68.15 4 0.85

LaplacianShot (WRN) [56] 85.1240.14 | 74.86 £0.19 | 8534 £0.43 | 7523 £0.39 | 55.87 £ 0.65 | 39.32 £ 0.69 | 88.68 & 0.69 | 80.96 & 0.69
HyperShot (ResNet-10) [39] | 69.62 & 0.20 | 53.18 & 0.50 | 78.20 £ 0.45 | 60.15 £ 0.55 | 50.30 & 0.70 | 34.20 + 0.60 | 80.07 £ 0.22 | 66.13 & 0.26
protoLP (ResNet-12)[54] 90.22 £0.11 | 84.35+0.24 | 91.52 +0.15 | 88.22 +£0.21 | 57.50 £ 0.65 | 41.00 £ 0.70 | 94.65 +0.10 | 91.824+ 0.18
LaHA_ProtoNet (ResNet-18) | 79.54 £ 0.13 | 61.29 & 0.60 | 82.47 + 0.65 | 71.02 + 0.60 | 53.32 = 0.80 | 39.00 & 0.75 | 90.77 + 0.41 | 75.59 + 0.43
LaHA_LaplacianShot (WRN) | 89.12 £ 0.24 | 82.02 & 0.41 | 87.00 + 0.44 | 75.80 £ 0.45 | 58.00 & 0.70 | 43.00 & 0.68 | 93.12 + 0.25 | 86.02 + 0.41
LaHA_HyperShot (ResNet-10) | 72.37 4 0.26 | 55.98 + 0.63 | 80.65 £ 0.60 | 63.87 & 0.55 | 51.93 + 0.65 | 37.98 £ 0.70 | 82.93 & 0.31 | 68.14 &+ 0.35
LaHA_protoLP (ResNet-12) | 94.92 4+ 0.22 | 88.97 £ 0.31 | 94.98 £ 0.41 | 90.12 & 0.27 | 64.82 + 0.55 | 49.67 £ 0.49 | 96.21 £ 0.25 | 94.22 4 0.24

1 of the Appendix. In brief, a batch of few-shot tasks is sampled, and the training data,
including both the support and query sets, is provided to the agent. The agent completes
K steps, with the reward Ry, calculated at each step, and outputs the coordinates of the N,
selected patches. Using these coordinates, a new training set is constructed, incorporating
graphs of the attentive regions. The baseline loss is then computed based on this new set.
The contrastive learning loss is calculated using the output embeddings from the contrastive
learning network, applied to both the original data and its augmentation. After calculating the
three losses, the total loss is derived, and all the trainable networks are updated. This process
is repeated for a predefined number of episodes until the three networks converge. During
training, the RL and CL modules, and FSL baseline with the lightweight GNN are trainable,
while the VLM operates in inference mode without being trained. At inference, only the
trained policy network, GNN, and FSL baseline remain, meaning the VLM is not required
during the test phase. This results in significantly fewer parameters compared to training.
Also, LaHA’s RL module remains effective across scenarios like continual learning or dataset
shifts, where only the FSL baseline needs retraining to adapt to new classes or categories.
By focusing on informative regions instead of full images, LaHA reduces computational cost
while preserving interpretability and enhancing performance.

3 Experiments

We conducted experiments on four commonly employed datasets for FSL, MinilmageNet
[35], CIFAR-FS [20], FC-100[20], and CUB [47]. For stable training, we first pre-train the
CL module and baseline classifier on randomly selected patches before introducing the RL
module. However, the ViT agent is trained from scratch, demonstrating the RL framework’s
effectiveness without prior knowledge. This underscores the approach’s flexibility while
allowing potential performance gains with a pre-trained ViT. Detailed descriptions of each
dataset, hyperparameters, and implementation specifics are provided in the Appendix.

3.1 Improving Few-shot Learning

We used Prototypical Networks (ProtoNet) [41], Prototype-based Label Propagation (Pro-
toLP) [54], HyperShot [39], and LaplacianShot [56] as the baseline classifier models to
assess the improvements LaHA introduces when applied. Additionally, we chose MOLMO,
an open-source family of vision-language models trained on the PixMo dataset, which con-
tains 1 million curated image-text pairs [8]. We also tested two other VLMsto examine the
impact of different VLMs on the performance; the results are presented in the Appendix.

The few-shot classification results, based on mean and standard deviation over the few-shot
learning episodes, are presented in Table 1, where LaHA_X denotes the performance of the
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Table 2: Few-shot classification performance comparison on mini-ImageNet, CIFAR-FS, FC-100, and
CUB. Results are reported as mean =+ standard deviation.

2*Methods MinilmageNet CIFAR-FS FC-100 CUB
5-s 5-w 1-s 5-w 5-s5-w 1-s 5-w 5-s 5-w 1-s 5-w 5-s5-w 1-s 5-w
MAML [11] 65.72+£0.92 | 49.61 +0.92 | 80.12 £ 0.61 | 68.15+£0.59 | 51.12+0.71 | 36.54 £ 0.52 | 82.59 £0.78 | 70.89 £ 051
MatchingNet [43] 68.88 +0.69 | 52.91 + 0.88 - - - - -
Cosine classifier [6] - 57.67 +0.77 | 38.47 +0.70
TADAM [31] - - - - 56.10 £ 0.40 | 40.10 + 0.40 - -
SimpleShot [44] 82.09 £ 0.14 | 65.87 +0.20 - - 53.63 +£0.18 | 40.13 +£0.18 | 53.63 £ 0.18 | 40.13 £ 0.18
SIB[16] 79.20 + 0.40 | 70.00 + 0.60 | 85.30 & 0.40 | 80.00 & 0.60 - - -
SSR [40]

- - 83.70 + 0.40 | 76.80 + 0.60

RAP-LaplacianShot [14] | 75.58 £ 0.20 | 85.31 £ 0.08 - -

Cross-attention [15] 67.09 +0.55 | 80.64 +0.35
BD-CSPN [22] 81.89 £ 0.60 | 70.31 +0.93
PT+MAP [17] -

90.77 £0.10 | 83.59 £0.18

90.50 £0.49 | 86.91 £0.72 | 54.96+0.24 | 40.88+0.21 | 93.93 £0.32 | 91.37 + 0.61

LR+ICI [45] - - 89.75 +0.48 | 84.88 +0.79 93.35+0.30 | 90.18 4+ 0.6
DeepEMD [50] - - - 88.69 +0.50 | 76.65 £0.83
TIM-GD [5] - - - - - - 92.14 £0.10 | 88.35+0.19
ODC [32] 87.11 £0.42 | 77.20 + 0.36 - - 57.63 £0.23 | 42.04 +£0.17 - -
EPNet [32] 84.34 £0.85 | 70.74 + 0.85 - - - -
MDM-Net [12] - - 5741 £0.33 | 43.62 + 0.46
Metaopt Net [13] - - - - 55.50 +0.60 | 41.10 + 0.60 - -
iLPC [21] 88.82 £ 0.42 | 83.05+0.79 | 90.60 & 0.48 | 86.51 £ 0.75 - - 94.11 £0.30 | 91.03 £ 0.63
protoLP [54] 90.45+£0.11 | 85.13 +£0.24 | 91.52 £0.15 | 88.22 £ 0.21 | 57.50 £ 0.65 | 41.00 £ 0.21 | 94.65 £ 0.10 | 91.82 + 0.18
SP-CLIP [7] 83.04+0.30 77.631+0.63 88.24+0.32 82.18+0.40 61.551+0.41 48.531+0.38 - -
SemFew[51] 86.494+90.50 | 78.9+40.66 89.11+0.54 84.34+0.67 - - - -
LaHA (Ours) 94.92 +0.22 | 88.97 £ 0.31 | 94.98 + 0.41 | 90.12 + 0.27 | 64.82 + 0.55 | 49.67 & 0.49 | 96.21 + 0.25 | 94.22 + 0.24

FSL baseline classifier X after its integration and training in our proposed LaHA framework.
The backbones used in each of the baseline methods are shown in parentheses. The first four
rows of Table 1 show the test results of the four baselines X on the original data (without
any selection), and the second four rows show the outcomes obtained when integrating X
in the LaHA framework, i.e. few-shot classification is performed only using the attentive
regions. As can be observed, LaHA consistently improves the employed baseline’s perfor-
mance. Note that such improvement is obtained although LaHA reduces the image size to at
least 1/N, of the image, besides providing interoperability. N, is set to 3 in this experiment.
To further evaluate the few-shot classification performance of LaHA we adopt protoLP as
LaHA'’s baseline classifier (where N, = 3) and compare the results with several state-of-the-
art few-shot classification approaches on different datasets, in Table 2. As shown, LaHA
consistently outperforms all competitors, demonstrating the effectiveness of its hard atten-
tion mechanism in enhancing generalization and accuracy in FSL.

3.2 Ablation Study

To assess the impact of the CL and VLM modules on our method’s performance, we con-
ducted a series of experiments on our datasets using the four FSL baselines. We evaluated
four conditions: (1) excluding both CL and VLM (i.e., & = 0,8 = 0), (2) excluding only
the VLM module (i.e., & = 0), (3) excluding only the CL module (8 = 0), and (4) including
both modules, i.e. the whole framework, together. The classification accuracy results are
presented in Table 3. The classification accuracy results show that while removing CL and
VLM leads to the lowest performance, the model still outperforms not using LaHA at all
(see Table 1), highlighting that RL is the core driver of performance. Adding VLM or CL
independently yields improvements, with the best results achieved when both are included.
The CL module aids in learning better representations, which is particularly valuable in
few-shot settings where limited samples make generalization more difficult. Meanwhile, in-
corporating the VLM module refines the RL reward function by injecting semantic informa-
tion, further enhancing classification accuracy. However, these components act as auxiliary
enhancements, while the primary performance gains come from RL. Further experimental
analysis on VLM’s visual impact is available in the Appendix.
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Table 3: The accuracy results of the ablation study on the CL. module and VLM.

4% ‘Net CIFAR-FS FC-100 CUB
5-s 5-w 1-s 5-w 5-s 5-w 1-s 5-w 5-s 5-w 1-s 5-w 5-5 5-w 1-s 5-w
LaHA_ProtoNet 74.93 £0.25 | 56.64 = 0.67 | 80.52 £0.67 | 69.01 +0.54 | 51.02 £ 0.81 | 35.33 £0.69 | 8491 £0.42 | 71.23 £0.63
No CL & No VLM LaHA_LaplacianShot | 84.13 £ 0.16 | 74.86 £ 0.19 | 86.42 4 0.39 | 74.89 £ 0.31 | 55.87 £ 0.65 | 39.32 £ 0.69 | 88.68 & 0.69 | 80.96 + 0.69
&=0,=0 LaHA_HyperShot 69.62 £0.20 | 53.18 £ 0.50 | 78.20 £ 0.45 | 60.15 £ 0.55 | 50.30 4 0.70 | 34.20 £ 0.60 | 80.07 £ 0.22 | 66.13 %+ 0.26
LaHA_protoLP 9222 £ 0.11 | 86.35 +0.24 | 92.52 £ 0.15 | 88.22 +0.21 | 57.50 £ 0.65 | 41.00 + 0.70 | 94.65 £ 0.10 | 91.82 +0.18
LaHA_ProtoNet 77.34£0.32 | 5921 =041 | 81.01 £0.58 | 71.02 £ 0.62 | 51.94 £0.72 | 38.24 £ 0.79 | 88.21 £0.41 | 73.82 +£0.55
No VLM LaHA_LaplacianShot | 86.23 £ 0.14 | 79.24 +0.23 | 8534 £ 0.43 | 74.89 & 0.31 | 57.00 &= 0.66 | 41.98 £ 0.69 | 92.42 4 0.39 | 84.88 + 0.45
& =0) LaHA_HyperShot 71.124£0.23 | 55.12+0.54 | 79.18 £0.45 | 62.72 4+ 0.54 | 50.30 £0.70 | 36.02 4+ 0.68 | 82.24 £ 0.32 | 67.21 £ 0.36
LaHA_protoLP 9339 £0.11 | 87.32+0.24 | 93.95 +£0.35 | 89.63 £ 0.31 | 58.76 + 0.61 | 44.12 £ 0.52 | 96.21 £0.25 | 91.82 +0.18
LaHA_ProtoNet 76.34 £0.31 | 57.21 £ 041 | 80.93£0.62 | 70.45+0.49 | 51.92£0.79 | 38.14 £ 0.79 | 85.92£0.49 | 71.44 + 043
No CL LaHA_LaplacianShot | 87.36 £ 0.18 | 76.93 +0.29 | 85.97 £0.48 | 75.23 + 0.37 | 56.92 £ 0.69 | 41.75 + 0.64 | 90.56 = 0.28 | 83.68 + 0.49
(B=0) LaHA_HyperShot 70.38 £0.42 | 53.87 =048 | 78.78 £ 0.51 | 61.97 £0.52 | 51.12£0.74 | 34.55 £ 0.68 | 81.22 £ 0.35 | 67.01 £0.33
LaHA_protoLP 92.95 +0.35 | 86.73 +0.43 | 93.55+0.31 | 88.84 +0.31 | 58.76 +£ 0.64 | 42.85 +0.61 | 95.43 £0.29 | 92.39 + 0.31

LaHA_ProtoNet 79.54 £0.13 | 61.29 = 0.60 | 81.50 + 0.65 | 71.02 £ 0.60 | 52.50 & 0.80 | 39.00 + 0.75 | 90.77 £ 0.41 | 75.59 + 0.43
The original framework | LaHA_LaplacianShot | 89.12 + 0.24 | 82.02 £ 0.41 | 87.00 + 0.44 | 75.80 £ 0.45 | 58.00 & 0.70 | 43.00 + 0.68 | 93.12 £ 0.25 | 86.02 & 0.41

EF0,#0 LaHA_HyperShot 72.37 £ 0.26 | 55.98 + 0.63 | 80.65 £ 0.60 | 63.87 & 0.55 | 51.93 + 0.65 | 37.98 = 0.70 | 82.93 = 0.31 | 68.14 = 0.35
LaHA_protoLP 94.92 +0.22 | 88.97 = 0.31 | 94.98 + 0.41 | 90.12 = 0.27 | 64.82 4 0.55 | 49.67 + 0.49 | 96.21 £ 0.25 | 94.22 + 0.24
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Figure 5: Visualization of the selected patches
by LaHA.
Figure 6: The output of VLM (MOLMO), (a)
before and (b) after applying LaHA.

3.3 Visual Evaluation

LaHA’s selected patches (with N, = 3), for a few samples of mini-ImageNet, using protoLP
(ResNet-12) as the baseline, are shown in Figure 5. The visual output of LaHA affirms
its consistency with human perception, contributing to the interpretability of the learning
model. Additionally, observing the overlapping patches in the images suggests that more
information does not necessarily improve performance, and what matters is providing the
model with the most relevant and non-redundant inputs. To further evaluate whether the
selected attentive patches retain important information, we compare the VLM’s extracted
content before and after selecting these patches, using a proper prompt given to MOLMO.
Comparing the outputs shown in Figure 6 indicates that MOLMO consistently captures the
same essential information, regardless of whether the full image or the attentive patches are
provided, affirming LaHA’s ability to focus on critical details without losing key semantic
context. This consistency confirms that adding the VLM’s reward leads to selecting regions
aligned with human interpretation, making the LaHA’s selection process more reliable.

3.4 Beyond few-shot learning

To demonstrate the adaptability and effectiveness of our proposed LaHA framework be-
yond its original scope on few-shot learning, we extended our evaluation to the standard
image classification task using the ILSVRC 2012 version of the ImageNet dataset, which
comprises 1,281,167 training images and 50,000 validation images spanning 1,000 natu-
ral image classes [36]. We selected ResNet-50 as the baseline classifier model for LaHA
due to its proven performance in image classification tasks. LaHA was compared against
three leading hard attention-based methods for classification: Saccader [10], DRAM [2],
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Table 4: Performance Comparison of Hard Attention Methods on ImageNet.
Model Ny=2 | Ny=4 Ny, =5 Ny=6
Saccader [10] | 67.79% - - 70.31%
DRAM [2] 49.72% | 64.26% - -
TNet [48] 74.12% | 74.41% | 74.62 % -

LaHA (Ours) | 77.32% | 78.88% [ 79.06% [ 79.02%

and Traversal Network (TNet) [48], with detailed descriptions provided in the Appendix.
The performance of each method under varying configurations of attentive regions (N, = 2,
4,5, and 6) is summarized in the table, with unavailable data indicated by “-”. Note that the
performance results for N, = 3 are not reported for any of these methods in their respective
papers. The results demonstrate that LaHA consistently outperforms other methods across
all configurations, showing its robustness and precision in identifying critical image regions.
Since the attentive regions in LaHA can overlap, even when N, is set to a larger value, the
model still focuses on the most important regions. This means that increasing N, does not
force the model to use all patches; instead, it learns to select only the most relevant ones.
The results show that increasing N, beyond 4 does not improve performance, indicating that
LaHA effectively removes redundant information while keeping classification accuracy high.

4 Conclusion

In this paper, we present LaHA, a novel approach designed to tackle the challenges of few-
shot learning by leveraging deep reinforcement learning with Vision Transformers to iden-
tify hard attention regions directly from RGB images. LaHA focuses on finding informative
patches, reducing background noise and unnecessary data while enhancing interpretabil-
ity. By incorporating a vision-language model as an additional reward signal, LaHA pro-
vides clearer insights into the model’s decision-making process. Experiments conducted on
multiple datasets confirm LaHA’s efficacy in few-shot learning, showing both performance
improvements and reduced data size, making it well-suited for resource-constrained envi-
ronments. LaHA also demonstrates potential to be used as a general framework for various
downstream computer vision tasks where efficiency and interpretability are essential.

References

[1] Bogdan Alexe, Nicolas Heess, Yee Teh, and Vittorio Ferrari. Searching for objects
driven by context. Advances in Neural Information Processing Systems, 25, 2012.

[2] Jimmy Ba, Volodymyr Mnih, and Koray Kavukcuoglu. Multiple object recognition
with visual attention. arXiv preprint arXiv:1412.7755, 2014.

[3] Jimmy Ba, Russ R Salakhutdinov, Roger B Grosse, and Brendan J Frey. Learning
wake-sleep recurrent attention models. Advances in Neural Information Processing
Systems, 28, 2015.

[4] Lucas Beyer, Andreas Steiner, André Susano Pinto, Alexander Kolesnikov, Xiao
Wang, Daniel Salz, Maxim Neumann, Ibrahim Alabdulmohsin, Michael Tschannen,


Citation
Citation
{Elsayed, Kornblith, and Le} 2019

Citation
Citation
{Ba, Mnih, and Kavukcuoglu} 2014

Citation
Citation
{Xu, Liu, Zhao, and Peng} 2018

Citation
Citation
{Xu, Liu, Zhao, and Peng} 2018


NIKPOUR, ARMANFARD: LAHA 11

[5]

[6]

[7]

[10]

(11]

[12]

[13]

[14]

[15]

[16]

[17]

Emanuele Bugliarello, et al. Paligemma: A versatile 3b vlm for transfer. arXiv preprint
arXiv:2407.07726, 2024.

Malik Boudiaf, Imtiaz Ziko, Jérdme Rony, José Dolz, Pablo Piantanida, and Ismail
Ben Ayed. Information maximization for few-shot learning. Advances in Neural Infor-
mation Processing Systems, 33:2445-2457, 2020.

Wei-Yu Chen, Yen-Cheng Liu, Zsolt Kira, Yu-Chiang Frank Wang, and Jia-Bin Huang.
A closer look at few-shot classification. arXiv preprint arXiv:1904.04232, 2019.

Wentao Chen, Chenyang Si, Zhang Zhang, Liang Wang, Zilei Wang, and Tieniu Tan.
Semantic prompt for few-shot image recognition. arXiv preprint arXiv:2303.14123,
2023.

Matt Deitke, Christopher Clark, Sangho Lee, Rohun Tripathi, Yue Yang, Jae Sung Park,
Mohammadreza Salehi, Niklas Muennighoff, Kyle Lo, Luca Soldaini, et al. Molmo
and pixmo: Open weights and open data for state-of-the-art multimodal models. arXiv
preprint arXiv:2409.17146, 2024.

Guneet S Dhillon, Pratik Chaudhari, Avinash Ravichandran, and Stefano Soatto. A
baseline for few-shot image classification. arXiv preprint arXiv:1909.02729, 2019.

Gamaleldin Elsayed, Simon Kornblith, and Quoc V Le. Saccader: Improving accu-
racy of hard attention models for vision. Advances in Neural Information Processing
Systems, 32, 2019.

Chelsea Finn, Pieter Abbeel, and Sergey Levine. Model-agnostic meta-learning for fast
adaptation of deep networks, 2017.

Farong Gao, Lijie Cai, Zhangyi Yang, Shiji Song, and Cheng Wu. Multi-distance
metric network for few-shot learning. International Journal of Machine Learning and
Cybernetics, 13(9):2495-2506, 2022.

Yue Gong. Meta-learning with differentiable convex optimization. Technical report,
EasyChair, 2023.

Jie Hong, Pengfei Fang, Weihao Li, Tong Zhang, Christian Simon, Mehrtash Harandi,
and Lars Petersson. Reinforced attention for few-shot learning and beyond, 2021.

Ruibing Hou, Hong Chang, Bingpeng Ma, Shiguang Shan, and Xilin Chen. Cross at-
tention network for few-shot classification. Advances in neural information processing
systems, 32, 2019.

Shell Xu Hu, Pablo G Moreno, Yang Xiao, Xi Shen, Guillaume Obozinski, Neil D
Lawrence, and Andreas Damianou. Empirical bayes transductive meta-learning with
synthetic gradients. arXiv preprint arXiv:2004.12696, 2020.

Yuqing Hu, Vincent Gripon, and Stéphane Pateux. Leveraging the feature distribution
in transfer-based few-shot learning. In International Conference on Artificial Neural
Networks, pages 487-499. Springer, 2021.



12

NIKPOUR, ARMANFARD: LAHA

(18]

(19]

(20]

(21]

[22]

(23]

[24]

[25]

[26]

[27]

(28]

[29]

(30]

(31]

Prannay Khosla, Piotr Teterwak, Chen Wang, Aaron Sarna, Yonglong Tian, Phillip
Isola, Aaron Maschinot, Ce Liu, and Dilip Krishnan. Supervised contrastive learning.
Advances in neural information processing systems, 33:18661-18673, 2020.

Muhammed Kocabas, Chun-Hao P Huang, Otmar Hilliges, and Michael J Black. Pare:
Part attention regressor for 3d human body estimation. In Proceedings of the IEEE/CVF
international conference on computer vision, pages 11127-11137, 2021.

Alex Krizhevsky, Geoffrey Hinton, et al. Learning multiple layers of features from tiny
images. 2009.

Michalis Lazarou, Tania Stathaki, and Yannis Avrithis. Iterative label cleaning for
transductive and semi-supervised few-shot learning. In Proceedings of the ieee/cvf
international conference on computer vision, pages 8751-8760, 2021.

Jinlu Liu, Liang Song, and Yonggiang Qin. Prototype rectification for few-shot learn-
ing. In Computer Vision—-ECCV 2020: 16th European Conference, Glasgow, UK, Au-
gust 23-28, 2020, Proceedings, Part I 16, pages 741-756. Springer, 2020.

Shikun Liu, Edward Johns, and Andrew J Davison. End-to-end multi-task learning
with attention. In Proceedings of the IEEE/CVF conference on computer vision and
pattern recognition, pages 1871-1880, 2019.

Pei Lv, Wentong Wang, Yunxin Wang, Yuzhen Zhang, Mingliang Xu, and Changsheng
Xu. Ssagcn: social soft attention graph convolution network for pedestrian trajectory
prediction. IEEE transactions on neural networks and learning systems, 2023.

Anay Majee, Kshitij Agrawal, and Anbumani Subramanian. Few-shot learning for road
object detection. In AAAI Workshop on Meta-Learning and MetaDL Challenge, pages
115-126. PMLR, 2021.

Volodymyr Mnih, Koray Kavukcuoglu, David Silver, Alex Graves, Ioannis
Antonoglou, Daan Wierstra, and Martin Riedmiller. Playing atari with deep reinforce-
ment learning. arXiv preprint arXiv:1312.5602, 2013.

Volodymyr Mnih, Nicolas Heess, Alex Graves, et al. Recurrent models of visual atten-
tion. Advances in neural information processing systems, 27, 2014.

Bahareh Nikpour and Narges Armanfard. Spatial hard attention modeling via deep rein-
forcement learning for skeleton-based human activity recognition. /[EEE Transactions
on Systems, Man, and Cybernetics: Systems, 2023.

Bahareh Nikpour and Narges Armanfard. Spatio-temporal hard attention learning for
skeleton-based activity recognition. Pattern Recognition, 139:109428, 2023.

Bahareh Nikpour, Dimitrios Sinodinos, and Narges Armanfard. Deep reinforcement
learning in human activity recognition: A survey. IEEE Transactions on neural net-
works and learning systems, 2024.

Boris Oreshkin, Pau Rodriguez Lépez, and Alexandre Lacoste. Tadam: Task depen-
dent adaptive metric for improved few-shot learning. Advances in neural information
processing systems, 31, 2018.



NIKPOUR, ARMANFARD: LAHA 13

(32]

(33]

[34]

(35]

(36]

[37]

(38]

[39]

[40]

[41]

[42]

[43]

[44]

[45]

Guodong Qi, Huimin Yu, Zhaohui Lu, and Shuzhao Li. Transductive few-shot classifi-
cation on the oblique manifold. In Proceedings of the IEEE/CVF international confer-
ence on computer vision, pages 8412-8422, 2021.

Samrudhdhi B Rangrej and James J Clark. A probabilistic hard attention model for
sequentially observed scenes. arXiv preprint arXiv:2111.07534, 2021.

Marc’ Aurelio Ranzato. On learning where to look. arXiv preprint arXiv:1405.5488,
2014.

Sachin Ravi and Hugo Larochelle. Optimization as a model for few-shot learning,
2016.

Olga Russakovsky, Jia Deng, Hao Su, Jonathan Krause, Sanjeev Satheesh, Sean Ma,
Zhiheng Huang, Andrej Karpathy, Aditya Khosla, Michael Bernstein, et al. Imagenet
large scale visual recognition challenge. International journal of computer vision, 115:
211-252, 2015.

John Schulman, Filip Wolski, Prafulla Dhariwal, Alec Radford, and Oleg Klimov.
Proximal policy optimization algorithms. arXiv preprint arXiv:1707.06347, 2017.

Soroush Seifi, Abhishek Jha, and Tinne Tuytelaars. Glimpse-attend-and-explore: Self-
attention for active visual exploration. In Proceedings of the IEEE/CVF International
Conference on Computer Vision, pages 16137-16146, 2021.

Marcin Sendera, Marcin PrzewigZlikowski, Konrad Karanowski, Maciej Zigba, Jacek
Tabor, and Przemystaw Spurek. Hypershot: Few-shot learning by kernel hypernet-
works. In Proceedings of the IEEE/CVF winter conference on applications of computer
vision, pages 2469-2478, 2023.

Xi Shen, Yang Xiao, Shell Xu Hu, Othman Sbai, and Mathieu Aubry. Re-ranking for
image retrieval and transductive few-shot classification. Advances in Neural Informa-
tion Processing Systems, 34:25932-25943, 2021.

Jake Snell, Kevin Swersky, and Richard Zemel. Prototypical networks for few-shot
learning. Advances in neural information processing systems, 30, 2017.

Daniel Vella and Jean-Paul Ebejer. Few-shot learning for low-data drug discovery.
Journal of Chemical Information and Modeling, 63(1):27-42, 2022.

Oriol Vinyals, Charles Blundell, Timothy Lillicrap, Daan Wierstra, et al. Matching
networks for one shot learning. Advances in neural information processing systems,
29, 2016.

Yan Wang, Wei-Lun Chao, Kilian Q Weinberger, and Laurens Van Der Maaten. Sim-
pleshot: Revisiting nearest-neighbor classification for few-shot learning. arXiv preprint
arXiv:1911.04623, 2019.

Yikai Wang, Chengming Xu, Chen Liu, Li Zhang, and Yanwei Fu. Instance credibil-
ity inference for few-shot learning. In Proceedings of the IEEE/CVF conference on
computer vision and pattern recognition, pages 12836—12845, 2020.



14

NIKPOUR, ARMANFARD: LAHA

[46]

[47]

(48]

[49]

(50]

(51]

[52]

(53]

[54]

[55]

[56]

Yu-Xiong Wang, Liangke Gui, and Martial Hebert. Few-shot hash learning for image
retrieval. In Proceedings of the IEEE International Conference on Computer Vision
Workshops, pages 1228-1237, 2017.

Peter Welinder, Steve Branson, Takeshi Mita, Catherine Wah, Florian Schroff, Serge
Belongie, and Pietro Perona. Caltech-ucsd birds 200. 2010.

Tianbing Xu, Qiang Liu, Liang Zhao, and Jian Peng. Learning to explore via meta-
policy gradient. In International Conference on Machine Learning, pages 5463—-5472.
PMLR, 2018.

Sangdoo Yun, Jongwon Choi, Youngjoon Yoo, Kimin Yun, and Jin Young Choi.
Action-decision networks for visual tracking with deep reinforcement learning. In
Proceedings of the IEEE conference on computer vision and pattern recognition, pages
2711-2720, 2017.

Chi Zhang, Yujun Cai, Guosheng Lin, and Chunhua Shen. Deepemd: Few-shot image
classification with differentiable earth mover’s distance and structured classifiers. In

Proceedings of the IEEE/CVF conference on computer vision and pattern recognition,
pages 12203-12213, 2020.

Hai Zhang, Junzhe Xu, Shanlin Jiang, and Zhenan He. Simple semantic-aided few-shot
learning. In Proceedings of the IEEE/CVF Conference on Computer Vision and Pattern
Recognition, pages 28588-28597, 2024.

Tianyi Zhang, Varsha Kishore, Felix Wu, Kilian Q Weinberger, and Yoav Artzi.
Bertscore: Evaluating text generation with bert. In International Conference on Learn-
ing Representations (ICLR), 2020.

Taijin Zhao, Heqian Qiu, Yu Dai, Lanxiao Wang, Hefei Mei, Fanman Meng, Qingbo
Wu, and Hongliang Li. VIm-guided explicit-implicit complementary novel class se-
mantic learning for few-shot object detection. Expert Systems with Applications, 256:
124926, 2024.

Hao Zhu and Piotr Koniusz. Transductive few-shot learning with prototype-based label
propagation by iterative graph refinement. In Proceedings of the IEEE/CVF conference
on computer vision and pattern recognition, pages 23996-24006, 2023.

Lanyun Zhu, Tianrun Chen, Deyi Ji, Jieping Ye, and Jun Liu. Llafs: When large
language models meet few-shot segmentation. In Proceedings of the IEEE/CVF Con-
ference on Computer Vision and Pattern Recognition, pages 3065-3075, 2024.

Imtiaz Ziko, Jose Dolz, Eric Granger, and Ismail Ben Ayed. Laplacian regularized few-
shot learning. In International conference on machine learning, pages 11660-11670.
PMLR, 2020.



