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Abstract

Despite being crucial, Intraoral 3D Scan Repairing (IoSR) is often overlooked in
research, as it remains a labor-intensive, behind-the-scenes task in digital dental work-
flows. Scanning limitations —stemming from scanning technology, intraoral anatomy,
and device handling —can lead to gaps or artifacts, making high-precision reconstruc-
tion essential for clinical procedures as aligners, surgical guides, and crowns. Efficient
scan repair can also reduce the back-and-forth between dentists and dental labs, or even
the need to reschedule additional scanning sessions, thus streamlining the treatment pro-
cess. This paper presents the first comprehensive approach to address this challenge,
introducing an end-to-end method for repairing intraoral 3D scans by leveraging both
geometric and implicit representations. Our model employs a two-block architecture:
a coarse generator with a geometric-aware transformer encoder and multilayer percep-
tron, followed a fine generator allows generating dense points and refining the generated
point cloud based on implicit representation. Experimental results show that our method
outperforms state-of-the-art approaches offering enhanced accuracy and generating point
clouds with improved fidelity.

1 Introduction
Modern dentistry has advanced significantly with the introduction of intraoral 3D scanning,
enabling the creation of high-precision digital impressions for diagnostics and treatment
planning. However, producing high-quality 3D scans remains challenging due to issues such
as missing surfaces, scanning artifacts, and the anatomical complexity of oral soft tissues
[8]. Figure 1 shows a couple of anomaly examples. These limitations often require exten-
sive manual post-processing of 3D scans, or even scheduling additional scanning sessions
to obtain scans suitable for treatment planning and clear aligner fabrication [14]. Although
high-quality intraoral scans are essential across all dental treatments, they are particularly
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Figure 1: Graphical abstract. Top: Anomaly examples. Bottom: Repairing pipeline—the
anomalous region is removed and regenerated using our IoSR model.

crucial for clear aligners, where precise and complete surface data directly affect the out-
come of downstream manufacturing steps, including 3D printing and thermoforming. A
common corrective intervention involves manually identifying and �lling in missing or in-
correct regions.
In this context, state-of-the-art methods offer two main approaches to repair most intraoral
scanning errors: cutting off and rescanning [7, 9, 20], or simply deleting the entire scan
and performing a new one. Cutting off involves manually removing corrupted or incomplete
areas of the intraoral scan, which are then rescanned to improve accuracy. However, res-
canning requires scheduling a new scanning session, which may not always be practical or
convenient for the patient.

This work presents the �rst end-to-end deep framework for intraoral scans repairing. As
shown on the bottom of Figure 1, our approach involves two key stages. First, a dental
professional manually selects and removes defective areas from the intraoral scan. Then,
instead of relying on the conventional rescanning procedure or using surface reconstruction
algorithms like Poisson surface reconstruction [12] which can lead to oversmoothing or loss
of �ne details in complex or noisy regions, we introduce a deep learning model, named
IoSR, based on 3D completion techniques. Our model automatically reconstructs missing
regions by analyzing the surrounding geometry, producing high-quality and realistic surface
details. IoSR is based on a novel hybrid approach that combines both geometric and implicit
representations.

2 Related work

Several studies [1, 19, 33] have advanced various aspects of tooth modeling, including seg-
mentation and labeling [1, 19], dental crown mesh generation [27], and personalized dental
crown design [10]. However, to date, no research has speci�cally addressed the issue of
completing intraoral scans. On the other hand, we �nd signi�cant advancements in 3D ob-
ject completion, the majority of existing studies have so far focused on general reconstruction
[11, 29, 32]. According to Zhang [34], deep learning-based point cloud completion methods
can be divided into four categories: Point-based methods, Convolution-based point cloud
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completion methods, GAN-based methods, and Geometry-based methods. The point-based
methods process raw points directly without intermediate representations. Point Comple-
tion Network (PCN) [32] employs PointNet encoder [3] and FoldingNet decoder [28] to
generate coarse-to-�ne shape, though it struggles with complex geometries and �ne details.
To overcome these problems, TopNet [22] introduces a hierarchical, tree-structured decoder
with limited detail generation. Since the irregular and unstructured nature of point clouds
makes it impractical to directly apply convolution operations, convolution-based methods
such as GRNet [26] converts point clouds into structured 3D grids using gridding and de-
gridding layers. This enables CNNs to predict and re�ne shapes. However, these methods
face challenges such as large data requirements, inef�cient back-propagation, and informa-
tion loss caused by pooling layers. On the other hand, PF-Net [11], is one of the GAN-based
methods that improve point cloud completion by preserving the spatial arrangement of the
input. However, despite their potential, these methods suffer from training instability and
GPU memory limitations. The geometry-based methods leverage transformer architectures
to capture both global structure and �ne local details. Early works such as AdaPoinTr [31] set
the foundation by reformulating the task as a set-to-set translation problem with geometry-
aware transformer. Building on this, subsequent methods introduced snow�ake point de-
convolution and discriminative anchors to better capture intricate local details[25]. Recent
contributions [13, 29, 35] have further advanced the �eld by integrating techniques such as
self-view augmentation, proxy alignment, patch seeds, and multi-view canonical coordinate
maps with upsampling modules. However, these methods struggle with �xed parameteriza-
tion, limiting local structure capture and causing gradient vanishing in transformers. All the
methods previously mentioned, adopt explicit 3D shape representations that directly param-
eterize surfaces using point clouds, meshes, or surface patches. These methods struggle with
maintaining continuous surfaces, ensuring watertightness, and handling complex topologies.
Implicit representations de�ne shapes through continuous functions. Chen and Zhang [4]
introduced IM-NET, which employs a binary classi�er to learn an implicit �eld. DeepSDF
[15] uses a learned signed distance function for interpolation and completion. However, ex-
tracting surfaces from these representations is computationally intensive due to the extensive
computations required by multi-layered perceptions. In contrast, SAP [18] overcomes this
problem by representing shapes as oriented point clouds, making it effective for 3D recon-
struction but it has not been explored or considered applicable to the completion task.

3 Proposed Approach

The general principle of the proposed approach is illustrated in Figure 2. The design of our
model consists of two blocks: the coarse generator network, which represents the geometric
part of our method, and the mesh generator module based on implicit representation. The
coarse generator is based on a geometric-aware transformer encoder followed by a linear
projection layer to provide the coarse version of the point cloud and predict a set of dis-
criminative points for the missing part. The �ne generator module takes the partial point
cloud, concatenated with the coarse version, as input. To generate dense points, it generate
offsets and point normals to obtain an oriented point cloud, which can then be used by the
next module, the Differentiable Poisson Solver reconstruction block. This block, based on
implicit representation, re�nes the generated point cloud. It extracts the indicator function
corresponding to the generated point cloud to ensure that it accurately represents the indica-
tor function obtained by applying a Poisson solver resolution algorithm to the ground truth.



4 FARHAT ET ALL: IOSR: END-TO-END INTRAORAL SCANS REPAIRING

Figure 2: Illustration of the IoSR pipeline.

3.1 Coarse Generator

Inspired by vision transformers [5], patch-based learning strategy [30] in point clouds has
been shown to be more ef�cient than processing the entire point cloud since they allow the
model to extract both global and local structure. Therefore, we use a patch-based approach
and represent our input as a set of patch tokens, which are then processed by a geometry-
based transformer encoder.
Given an incomplete point cloudP sets of N 3-D points notedf pigi= 1:N, we �rst downsimple
P into N center points notedC = f cigi= 1:N, based on the Farthest Point Sampling method
(FPS). Then, a DGCNN [23] is applied around each center to extract the local patch features
F = f figi= 1:N. To capture the global structure, a positional encoder PE is added to ensure the
inclusion of the location information inF = f figi= 1:N, The positional encoder embed the 3D
point coordinatesf pig into a high dimensional vector using a Multilayer Perceptron (MLP).
By adding this information to F we obtain the patch tokensT=f Tigi= 1:N. To summarize, this
process is expressed as:

C = FPS(P)

F = DGCNN(C;P)

T = F + PE(C)

(1)

A geometry-sensitive transformer encoder [31] takes the patch tokensf Tigi= 1:N as in-
puts. It encodesf Tigi= 1:N using an adjusted self-attention module, which combines semantic
features extracted by the attention blocks with geometric features extracted using DGCNN
[23], thus integrating more local information. Then, we apply a linear projection layer to
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map the global features into the Euclidean space to directly obtain the coarse coordinates
C0= f c0

igi= 1:N.

3.2 Fine Generator

The �ne generator block is designed to recover �ne details by taking as input the incomplete
point cloudP concatenated with the predicted coarse modelC0 (P0= PkC0). To generate
the �ne details, we go through two steps: First, we predict the offsets and normals ofP0,
and then, to ensure the quality of the predicted point cloud, we re�ne the point offsets and
normal orientations using an implicit representation based on Differentiable Poisson Surface
Reconstruction (DPSR)[17].

Prediction of offsets and normals:As implicit-based 3D reconstruction methods ben-
e�t from integrating a grid-based convolutional encoder [16], the input coordinatesP0 are
initially voxelized as a 3D grid with a resolution of 32 notedV, then, the resulting voxel
grid V is encoded using a 3D convolutional neural network. The extracted feature gridFgrid
offers a more comprehensive representation of the input point cloud, capturing both local
and global information. Then, the feature gridFgrid is passed through two decoders with
non-shared weights, based on a 3D U-Net architecture [2], where one decoder predicts the
normals and the other predicts the offsets. Finally, we obtain an oriented point cloud noted
P0

oriented= ( p0
i ;ni) i= 1:M+ N.

Differentiable Poisson Surface Reconstruction:Given the oriented point cloud gener-
ated by the previous stepP0

oriented , our goal is to express the implicit representation of the
input shape as the solution to a Poisson partial differential equation (PDE). Similar to [17],
we adopt spectral methods to ef�ciently solve the PDE in the frequency domain. We applied
the Fast Fourier Transform (FFT) to the gradient �eld of the indicator function, converting
the problem into the frequency domain. Then, a Gaussian smoothing kernel was used to
minimize the ringing artifacts caused by the Gibbs phenomenon. The spectral representation
c̃ of the indicator function is computed as follow:

c̃ = exp
�

�
2kUk2

s 2r2

�

| {z }
Gaussian

smoothing

�
iU � Ṽ

� 2pkUk2 (2)

where� represents the element-wise product between two vectors inRN, U = ( u;v;w) the
frequency components in the frequency domain, corresponding to the spatial dimensions and
Ṽ represents the spectral domain signals (Ṽ = FFT(V). For the Gaussian smoothing kernel,
s represents the bandwidth, andr represents the grid resolution. Thus, we obtained the
unnormalized indicator functionc 0 in the spatial domain by applying an inverse FFT toc̃ :

c 0= IFFT(c̃ ) (3)

Finally, to re�ne the solution and align the indicator function with the geometry de�ned by
the input point cloud, we subtract the mean of the indicator function over the point set and
scale it. This ensures that the indicator function correctly represents the surface of the scan
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and accurately �tting the geometry of the point cloud (eq. 4).

c 0=
m

jc 0jx= 0| {z }
Scale

(c 0�
1

jf Porientedgj å
p2f Porientedg

c 0
�
�
�
x= p

)

| {z }
Subtract mean of

indicator function

(4)

where m is a scaling factor.

3.3 Training Loss

In our training process, we adopted four loss functions. We used the Chamfer distance as
the loss function in the coarse generator, where the target is to capture the global shape by
generating coarse point coordinatesXc. Given the predicted coarse pointsXc and the ground
truth X̃, we calculate the coarse lossLCD1 as follows:

LCD1 =
1
N å

xc2Xc

min
x̃2X̃

kxc � x̃k2
2 +

1
M å

x̃2X̃

min
xc2X

kxc � x̃k2
2 (5)

whereN denotes the number of predicted coarse pointsXc, M represents the number of points
in the ground truthX̃, andk � k2

2 corresponds to the squared Euclidean distance.
To optimize the �ne generation, we adopted the Chamfer distanceLCD2 between the

predicted �ne point cloudPpred and the ground truth̃X (eq. 6), In addition, we use the Mean
Absolute Error (MAE) between the predicted normals and the ground truth normals de�ned
as follow:

LCD2 =
1
M å

ppred2Ppred

min
x̃2X̃

kppred � x̃k2
2 +

1
M å

x̃2X̃

min
ppred2X

kppred � x̃k2
2 (6)

L normal =
1
M

N

å
i= 1

jni � n̂i j (7)

whereM is the total number of points,ni is the predicted normal at pointi, n̂i is the ground
truth normal at pointi.

Finally, to further re�ne our generated point cloud, we rely on an implicit representation
lossL DPSR . We use the Mean Squared Error (MSE) loss between the predicted indicator
grid c and the ground truth indicator grid̂c which is generated by applying the Poisson
solver resolution to the ground truth of the oriented point cloud (eq. 8).

L DPSR= kc � ĉ k2
2 (8)

The total training loss is expressed by the following equation:

L all = a LCD1 + L normaL+ LCD2 + L DPSR (9)

a : an empirically �xed hyperparameter that adjusts the contribution ofLCD1.
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4 Experiments and results

4.1 Database description and Training settings

To prepare our data, we leveraged the Teeth3DS dataset [1], which is originally designed for
the segmentation of intraoral 3D scans. We �rst extracted crops from the intraoral 3D scans,
then applied masking techniques to occlude regions of varying sizes within these crops. On
the other hand, we generated the indicator grid ground truth by applying the Poisson solver.
The Poisson solver was used with a Gaussian smoothing bandwidth ofs = 2 and a grid
resolution ofr = 1283. In our study, we used 2000 3D intraoral scan crops to train the
model and 500 crops for testing its performance. Each input crop is downsampled to 8000
points using the Farthest Point Sampling (FPS) algorithm. The architecture of our network
is trained end-to-end using the Adam optimizer with a constant learning rate set as 5:10� 4

and a batch size of 12. Our model converges in about 12 hours of training on a NVIDIA
GeForce RTX 4090 24GB memory. The hyperparametera is experimentally at 10.

4.2 Evaluation and metrics

To quantitatively evaluate the performance of our methods and compare them with state-
of-the-art point cloud completion methods, we were based on the Chamfer distance metric
(CD)[6], which measures the similarity between the generated point cloud and the ground
truth. We employed CD-L1, which applies the L1-norm, and CD-L2, which uses the L2-
norm. For further evaluation, we included the F-Score [21] with default thresholds of 10%
(F-score@10%) and 20% (F-score@20%). Furthermore, we used the Density-aware Cham-
fer Distance (DCD)[24], which is a specialized metric for point cloud completion, designed
to evaluate both global structure and local geometric details. It provides a more consistent
assessment for point cloud completion than CD by detecting disparities in density distribu-
tions.

We compare our method with state-of-the-art point cloud completion methods, including
PCN [32], TopNet [22], GRNet[26], AdaPoinTr [31] , and GeoFormer[29] in our database.

Methods CD-l1 CD-l2 DCD F-score@20% F-score@10%
TopNet[22] 0.322 0.372 0.580 0.272 0.092
PCN [32] 0.305 0.324 0.541 0.303 0.105
GRNet[26] 0.234 0.172 0.467 0.535 0.143
AdaPoinTr [31] 0.175 0.083 0.410 0.673 0.182
GeoFormer[29] 0.288 0.272 0.516 0.438 0.126
Proposed 0.077 0.020 0.338 0.97 0.765

Table 1: Comparisons with State-of-the-Art point cloud completion methods.

As shown in Table 1, our model outperforms all other methods across all metrics. Our
model outperforms GRNet[26], Geoformer [29] and AdaPoinTr [31], which are point cloud
completion methods that use a coarse-to-�ne generation strategy. While we adopt the same
strategy, our model achieves signi�cantly better results, highlighting the importance of in-
corporating the implicit representation.

The visual comparison presented in Figure 3 shows that our model produces signi�cantly
better results compared to other methods. As shown in the color distance maps presented in
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Ground Truth Incomplete pcd Ours GeoFormer GRNet AdaPointr

Figure 3: Visual comparison with Geoformer [29], GRNet[26] and AdaPoinTr [31] for point
cloud completion results with a color map highlighting the distance error.

Figure 3, the results of our model are quite close to the ground truth point cloud of the
intraoral scan, particularly with regard to the tight borders between the surrounding teeth
and the gingiva.

4.3 Ablation Analysis of Key Components

To better investigate the effectiveness of each component in our model, we conducted several
ablation experiments (see Table 2). First, we replaced the geometry-aware transformer en-
coder with a standard transformer encoder lacking explicit geometric inductive biases. As a
result, we observed observed a drop in the performance, which proves the importance of us-
ing a geometry-aware transformer. Then, we evaluated the role of the coarse generation block
by entirely removing it and feeding the raw input directly into the normal and offset predic-
tion block, followed by the DPSR block. This led to incomplete outputs and a degradation
across all metrics, with CD-l2 increasing from 0.020 to 0.401 and F-score@10% dropping
sharply to 0.102, confirming that the coarse stage provides essential global structural guid-
ance for both the completion and subsequent refinement. Finally, we tested a version of our
pipeline without the DPSR block. The obtained results demonstrate a significant decrease
in all metrics highlighting the importance of incorporating the implicit representation in our
pipline and proving its key role in refining details during surface reconstruction. These re-
sults collectively demonstrate that both the coarse generation and DPSR blocks, along with
the geometry-aware encoder, are integral to the effectiveness and precision of our full IoSR
model.
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