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Abstract

Medical image segmentation faces significant challenges due to spatial heterogeneity
and complex feature variations. Traditional Bayesian Neural Networks (BNNs) com-
bined with Gaussian Processes (GPs) rely on fixed kernel functions, limiting their adapt-
ability to diverse image regions. This paper proposes an Adaptive Kernel Dynamic
BNN (AKD-BNN) framework, which enhances segmentation performance and uncer-
tainty estimation through a dynamic kernel learning module and multi-scale feature
fusion. The approach includes a dynamic kernel module that adjusts GP kernel pa-
rameters based on local image semantics, Transformer-based multi-scale feature extrac-
tion, and an uncertainty-guided loss function. Experiments on multiple medical image
datasets, including brain tumor (BraTS), cardiac MRI (ACDC), and lung CT (LIDC-
IDRI), demonstrate that AKD-BNN outperforms state-of-the-art methods such as BNN-
GP and DeepLabV3+. Specifically, AKD-BNN improves the Dice score from 0.90 to
0.95 on BraTS and reduces the Expected Calibration Error (ECE) by approximately
20%. The results highlight its superior segmentation consistency in complex regions,
such as tumor boundaries, providing more reliable uncertainty maps for clinical applica-
tions. This study offers a robust and interpretable solution for medical image analysis,
with potential extensions to other high-dimensional tasks.

1 Introduction

Medical image segmentation is a core technology in computer - aided diagnosis and treat-
ment planning, playing a crucial role in disease detection, lesion localization, and surgi-
cal navigation. However, due to the high spatial heterogeneity, complex tissue structures,
and noise interference in medical images, traditional segmentation methods often struggle
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to meet clinical requirements [1, 2]. For example, in brain tumor MRI images, the tu-
mor boundaries are blurred, and in cardiac MRI, the tissue contrast is low. These chal-
lenges make accurate segmentation and reliable uncertainty estimation urgent problems to
be solved. In recent years, the rapid development of deep learning technology has brought
significant progress to medical image segmentation. Nevertheless, how to quantify the un-
certainty of model predictions while improving segmentation accuracy remains a key and
difficult point in current research [3].

Bayesian Neural Networks (BNNs) combined with Gaussian Processes (GPs) offer a
promising framework to address these issues. Chen et al. (2022) proposed a BNN-GP
method based on functional variational inference, mapping neural network weight distri-
butions to a function space and incorporating a GP prior to estimate uncertainty in segmen-
tation results, while enhancing performance with content-aware CARAFE upsampling [4].
However, this approach relies on a fixed kernel (e.g., RBF kernel), which cannot adaptively
capture local feature variations in medical images, such as the differences between tumor
boundaries and normal tissues. Moreover, selecting an appropriate prior distribution in high-
dimensional weight spaces remains challenging, limiting the model’s adaptability and ro-
bustness in complex scenarios. These limitations hinder the broader clinical application of
BNN-GP.

To address the above problems, this paper proposes an Adaptive Kernel Dynamic Bayesian
Neural Network (AKD-BNN). The aim is to significantly improve the performance of med-
ical image segmentation and the reliability of uncertainty estimation through innovative
adaptive kernel Gaussian processes, multi-scale feature fusion mechanisms, and uncertainty-
guided optimization strategies. AKD-BNN introduces a dynamic kernel learning module
to adjust GP kernel parameters according to local image semantic features, enhancing the
model’s ability to model spatial heterogeneity. At the same time, it combines Transformer-
based multi-scale feature extraction and an uncertainty-weighted loss function to further
optimize segmentation accuracy and clinical practicality. The main goal of this research is
to develop a robust segmentation framework that overcomes the limitations of fixed-kernel
GPs, improves the model’s adaptability in high-dimensional medical tasks, and provides
decision-making support for doctors in high-risk areas through uncertainty maps. Its inno-
vative significance lies in providing a new theoretical and practical tool for medical image
analysis. The paper is organized as follows: Section 2 reviews related work; Section 3 de-
tails the AKD-BNN architecture; Section 4 validates the approach through experiments; and
Section 5 concludes with contributions and future directions.

2 Related Work

Medical image segmentation has made remarkable progress in recent years, driven by deep
learning advancements. UNet [5], a classic encoder-decoder architecture, leverages skip
connections to fuse multi-scale features, achieving excellent performance in tasks such as
brain tumor and cardiac MRI segmentation. DeepLabV3+ [6] introduces atrous convolu-
tions and spatial pyramid pooling, further improving segmentation of complex boundaries
and large-scale objects. However, these methods focus primarily on deterministic predic-
tions, lacking the ability to quantify model uncertainty, which limits their applicability in
high-stakes clinical scenarios [7]. Chen et al. (2022) [4] proposed CARAFE-UNet, which
enhances semantic feature extraction through content-aware reassembly feature upsampling
(CARAFE) and integrates a BNN-GP framework to improve segmentation performance. De-
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spite these advances, such models still struggle with the spatial heterogeneity and dynamic
feature variations inherent in medical images.

BNNs combined with GPs provide a theoretical framework for uncertainty estimation [8,
9]. Traditional BNNs impose probability distributions on weights to enable Bayesian infer-
ence, but their computational complexity hinders scalability to deep networks. Chen et al.
(2022) introduced a functional variational BNN, treating neural network predictions as a GP
in function space, approximated via variational inference with a fixed RBF kernel prior. This
approach has shown promising uncertainty estimation results in medical image segmenta-
tion. However, the fixed RBF kernel assumes uniform feature correlations, failing to adapt
to local characteristics in medical images, such as the distinct differences between tumor
boundaries and normal tissues. This limitation reduces the model’s ability to handle com-
plex images, and the choice of prior distributions in high-dimensional weight spaces remains
suboptimal [10].

Uncertainty estimation has become increasingly critical in medical image analysis. Early
methods, such as Dropout [11], approximate posterior distributions through multiple sam-
pling but incur high computational costs and provide limited uncertainty quality. BNN-GP-
based approaches improve uncertainty estimation reliability through function-space infer-
ence, demonstrating potential in clinical applications, such as identifying high-risk regions
via uncertainty maps. However, due to the constraints of fixed-kernel GPs, these methods
often fail to accurately quantify uncertainty in local regions, particularly at critical areas like
lesion boundaries [12, 13, 14, 15, 16]. Moreover, integrating uncertainty estimation with
segmentation performance optimization remains an open research question.

To address these gaps, we propose AKD-BNN, which overcomes the limitations of fixed-
kernel GPs by introducing a dynamic kernel learning module that adjusts kernel parameters
based on local image semantics, enhancing adaptability to spatial heterogeneity. Addition-
ally, AKD-BNN incorporates a multi-scale feature fusion mechanism using Transformer-
based multi-resolution feature extraction and dynamic weighting strategies to improve global
and local structure modeling. Furthermore, an uncertainty-guided loss optimization priori-
tizes high-uncertainty regions, enhancing clinical utility.

3 Method

3.1 Model Overview

The Adaptive Kernel Dynamic Bayesian Neural Network (AKD-BNN) is a novel framework
designed for medical image segmentation tasks, aiming to improve segmentation accuracy
and provide reliable uncertainty estimation. Its core architecture is based on UNet [5], re-
taining the content-aware reassembly of features upsampling (CARAFE) operator [20] for
extracting semantically rich feature maps. On this basis, AKD-BNN introduces two key
modules: the Adaptive Kernel Gaussian Process (Adaptive Kernel GP) module [25] and
the multi-scale feature fusion mechanism [21, 23]. The Adaptive Kernel GP module en-
hances the model’s ability to model local image features by adaptively adjusting kernel func-
tion parameters [24], while the multi-scale feature fusion utilizes Transformer-based multi-
resolution feature extraction [21, 22] and a dynamic weighting strategy [26] to optimize the
representation of global and local contexts. The entire process is as follows: After the input
medical image undergoes feature extraction, an adaptive prior and posterior distribution are
constructed through the Adaptive Kernel GP module, and finally, the BNN inference layer
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Figure 1: AKD-BNN architecture: (left) input image, (center) UNet encoder-decoder with
CARAFE upsampling, (top) multi-scale Transformer branch, (bottom) AK-GP module,
(right) output (segmentation mask and uncertainty map).

outputs the segmentation mask and the uncertainty map. Figure 1 shows the high-level ar-
chitecture of AKD-BNN, which includes the UNet encoder-decoder structure, the Adaptive
Kernel GP module, and the multi-scale Transformer branch, and it clearly presents the data
flow from input to output.

3.2 Adaptive Kernel Gaussian Process (AK-GP)

Traditional BNN-GP methods use a fixed RBF kernel to construct the GP prior, which strug-
gles to adapt to the complex spatial heterogeneity in medical images. To address this, AKD-
BNN proposes an Adaptive Kernel Gaussian Process (AK-GP) that dynamically adjusts ker-
nel parameters based on local image features through a dynamic kernel learning module.

The dynamic kernel learning module employs a lightweight convolutional neural net-
work (CNN) or attention mechanism, taking UNet encoder-extracted feature maps as input
and outputting GP kernel parameters, including the length scale | and amplitude S. The GP
prior distribution is defined as:

f GP(0;k(xi;xj)); (D

where the adaptive kernel function K(Xj; X;) is given by:

kxi  xjk?
oy — o2 ! J
k(xi;xj) = s“(x)exp ( 2|2(X)) (2)
Here, |(x) and s (X) vary dynamically with spatial position, enabling the GP to better fit local
image characteristics.

3.3 Multi-Scale Feature Fusion

Medical images often contain multi-scale structural information, such as global organ con-
tours and local lesion details [16]. To enhance AKD-BNN’s ability to model such informa-
tion, we introduce a multi-scale feature extraction module based on the Swin Transformer
within the UNet encoder, followed by a dynamic fusion mechanism. The Swin Transformer
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branch extracts feature maps at multiple resolutions (e.g., 1/4, 1/8, and 1/16 scales), which
are then fused through an attention-based gating mechanism:

Frusea = ZWi F; w; = Attention(F) 3)
i
where F; is the feature map at the i-th scale, and w; is the attention weight.

3.4 Uncertainty-Guided Loss Optimization

AKD-BNN designs a novel loss function based on the functional Evidence Lower Bound
(fELBO), incorporating an uncertainty-guided regularization term to prioritize high-uncertainty
regions. The loss function is defined as:

L =Lpice+ liLge +12) U Lpice 4)

where Lpjc. is the Dice loss, Lk is the KL divergence, U is the uncertainty map, and 1¢; 1,
are hyperparameters.

3.5 Training and Inference

Training: AKD-BNN is trained using variational inference to optimize model parameters,
using the Adam optimizer with an initial learning rate of 1e-4. Inference: During testing, the
model generates segmentation masks and uncertainty maps through a single forward pass.

4 Experiments

4.1 Experimental Setup

We evaluated AKD-BNN on the BraTS 2020 dataset (240 patients) [17], ACDC dataset
(100 cardiac MRI sequences) [18], and LIDC-IDRI dataset (1018 lung CT scans) [19], us-
ing a 70%/15%/15% train/validation/test split. We compared AKD-BNN against UNet [5],
DeepLabV3+ [6], and BNN-GP [4]. The evaluation metrics are divided into two categories:
(1) Segmentation performance metrics, including the Dice coefficient (Dice), the intersec-
tion over union (IoU), and the Hausdorff distance (HD, unit: mm), which measure the pixel
- level overlap rate and boundary error of segmentation, respectively; (2) Uncertainty esti-
mation metrics, including the expected calibration error (ECE) and the uncertainty coverage,
which evaluate the calibration degree of prediction confidence and the effectiveness of un-
certainty estimation, respectively. The experiments were implemented using the PyTorch
framework and trained on an NVIDIA A100 GPU. The batch size was set to 8, the optimizer
used was Adam, the initial learning rate was le - 4, and the number of training epochs was
100. Early stopping was performed based on the performance of the validation set. All mod-
els used the same pre - processing steps (such as normalization and resampling to a unified
resolution) to ensure fairness.

4.2 Results

To comprehensively evaluate the performance of AKD-BNN, multiple aspects are analyzed
and presented through a series of figures and tables. Table 1 showcases the quantitative per-
formance comparison across different datasets, offering a broad view of how AKD-BNN
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Method Dataset Dice IoU HD (mm) ECE
UNet BraTS 0.87 0.78 45 0.15
DeepLabV3+ BraTS 0.89 0.81 4.0 0.12
BNN-GP BraTS 090 0.83 3.8 0.10
AKD-BNN BraTS 0.95 0.89 3.2 0.08
UNet ACDC 0.88 0.79 42 0.14
DeepLabV3+ ACDC 090 0.82 39 0.11
BNN-GP ACDC 0.91 0.84 3.7 0.09
AKD-BNN ACDC 0.96 0.90 3.1 0.07
UNet LIDC-IDRI  0.85 0.76 5.0 0.16
DeepLabV3+  LIDC-IDRI  0.87 0.78 4.7 0.13
BNN-GP LIDC-IDRI  0.88 0.80 45 0.11
AKD-BNN LIDC-IDRI  0.93 0.86 3.9 0.09

Table 1: Performance comparison of AKD-BNN and baselines.

Configuration Dice IoU HD (mm) ECE Coverage
UNet + BNN-GP 090  0.83 3.8 0.10 0.88
+ AK-GP 092  0.85 3.6 0.09 0.89
+ Multi-Scale 094  0.87 3.4 0.085 0.91
+ Uncertainty Loss 0.95 0.89 3.2 0.08 0.92

Table 2: Ablation study of AKD-BNN on BraTsS.

Method Parameters (M) Inference Time (ms) FLOPs (G)
UNet 31.0 15.2 120.5
DeepLabV3+ 39.6 185 1453
BNN-GP 325 20.1 130.8
AKD-BNN 352 22.3 138.4

Table 3: Computational efficiency comparison.

fares against baseline methods in various medical image segmentation tasks. Table 2 con-
ducts an ablation study on the BraTS dataset, dissecting the contribution of each component
in AKD-BNN and revealing how different parts of the model impact its overall performance.
Table 3 compares the computational efficiency, which is crucial for practical applications,
providing insights into the resource consumption and speed of AKD-BNN and its counter-
parts.

From the perspective of visual illustration, Figure 2 depicts the model predictions and
uncertainty maps on the BraTS dataset, allowing for an intuitive understanding of how well
the model segments the images and the associated uncertainty levels. Figure 3 offers a mag-
nified view of tumor boundaries on the BraTS dataset, highlighting the performance of the
model in crucial regions. Figure 4 presents the uncertainty calibration curves on the BraTS
dataset, which helps in assessing the reliability of the uncertainty estimates. Figure 5 further
explores the relationship between uncertainty value and segmentation error on the BraTS
dataset, quantifying the connection between the two and demonstrating the effectiveness
of AKD-BNN’s uncertainty estimation. Figure 6 shows the uncertainty value distribution
on the BraTS dataset, providing information about the spread and concentration of uncer-
tainty values, while Figure 7 displays the Dice coefficient distribution on the BraTS dataset,
indicating the model’s consistency in segmentation performance across different samples.
Finally, Figure 8 presents the Dice convergence curves on the BraTS dataset, which reflects
the training dynamics and convergence speed towards optimal performance. Collectively,
these figures and tables provide a comprehensive evaluation of AKD-BNN’s performance in
medical image segmentation.
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Segmentation and Uncertainty Comparison on BraTS Dataset

I it AKD-BNN
nput image Ground Truth UNet DeeplLabV3+ BNN-GP

_ 10 10 10 10

% 05 05 05 05
L

0.0 0.0 0.0 0.0

UNet Uncertainty oDeepLabV3+ Uncertainty

BNN-GP Uncertainty

s AKD-BNN Uncertainty

15.0 15.0 15.0
125 125
10.0 10.0
75 75

5.0 5.0

25 25

0.0 0.0

Figure 2: Model predictions and uncertainty maps on the BraTS dataset: (left to right) UNet,
DeepLabV3+, BNN-GP, AKD-BNN.

Z d-in Comparison at Tumor Boundaries on BraTS Dataset
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Figure 3: Magnified view of tumor boundaries on the BraTS dataset.

4.3 Analysis

The experimental results comprehensively demonstrate the superiority of AKD-BNN over
baseline methods. Table 1 presents a clear comparison of performance, revealing signifi-
cant improvements in both segmentation and uncertainty estimation. On the BraTS dataset,
AKD-BNN’s Dice coefficient jumps from 0.90 (BNN-GP) to 0.95, representing a 6.0% im-
provement. The success of AKD-BNN is attributed to its key components. The Adaptive
Kernel GP module adjusts kernel parameters like the length scale 1 dynamically. This adapt-
ability is crucial in complex regions such as pancreas boundaries, enhancing segmentation
consistency. The multi-scale feature fusion, leveraging the Swin Transformer, enriches the
model’s global context understanding, helping it better capture tumor structures. The uncer-
tainty - guided loss optimization further refines the segmentation in high - uncertainty areas,
aligning with clinical requirements. Compared to BNN-GP, AKD-BNN overcomes the fixed
RBF kernel’s limitations. In medical images with spatial heterogeneity, AKD-BNN’s dy-
namic kernel adaptation offers a more flexible and accurate modeling approach, enhancing
its adaptability across various medical image tasks. Figure 1 showcases the AKD-BNN ar-
chitecture, which integrates the UNet encoder-decoder with CARAFE upsampling, a multi-
scale Transformer branch, and the AK-GP module to generate accurate segmentation masks
and uncertainty maps.

Figures 2 - 8 provide in - depth insights into AKD-BNN’s performance. Figure 2 displays
model predictions and uncertainty maps on the BraTS dataset. AKD-BNN’s uncertainty map






