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Abstract

Superpixels are widely used in computer vision to simplify image representation and
reduce computational complexity. While traditional methods rely on low-level features,
deep learning-based approaches leverage high-level features but also tend to sacrifice
regularity of superpixels to capture complex objects, leading to accurate but less inter-
pretable segmentations. In this work, we introduce SPAM (SuperPixel Anything Model),
a versatile framework for segmenting images into accurate yet regular superpixels. We
train a model to extract image features for superpixel generation, and at inference, we
leverage a large-scale pre-trained model for semantic-agnostic segmentation to ensure
that superpixels align with object masks. SPAM can handle any prior high-level seg-
mentation, resolving uncertainty regions, and is able to interactively focus on specific
objects. Comprehensive experiments demonstrate that SPAM qualitatively and quantita-
tively outperforms state-of-the-art methods on segmentation tasks, making it a valuable
and robust tool for various applications. Code and pre-trained models are available here:
https://github.com/waldo-j/spam .

1 Introduction
Superpixels are a relevant approach in many image processing and computer vision pipelines,
primarily due to their ability to reduce computational complexity and provide an accurate
under-representation for interactive or annotation purposes. They are applied to various im-
age types, each with its own specific characteristics, e.g., natural 2D images [2, 50], 3D
medical images [42], videos [6, 46], or hyperspectral images [33, 56], and are used in many
applications such as stereo matching [24, 52], optical flow estimation [27], semantic seg-
mentation [20, 34], object detection [22], representation learning using transformers [19],
implicit neural representation [23] or used with neural radiance fields [9].

From [38] to the widely known SLIC algorithm [2], superpixels define a form of im-
age segmentation constrained by specific criteria, where regions must have approximately
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the same size, be clearly identi�able and �t to the image objects. Superpixels can be mod-
eled using neighborhood [39] or graph-based methods [15] and offer an interesting under-
representation, especially for interactive tasks [4, 29].

However, as for general image segmentation, the problem is often considered ill-posed
due to the implicit nature of its constraints, making it challenging to assess the interest of dif-
ferent approaches [12]. For instance, some traditional, e.g., [11, 44, 58], and deep learning-
based methods [17, 43, 47], consistently relax the shape regularity constraint of superpixels
to achieve higher accuracy. This raises the questions: is accuracy more important than regu-
larity and is it possible to achieve high segmentation accuracy without generating irregular,
noisy or almost non-connected segmentation?

Historically, superpixel clustering algorithms adhere to an implicit regular grid structure
and rely on computationally ef�cient low-level features [2]. Nevertheless, applying these
methods to natural images poses challenges, as object boundaries are not always strongly
correlated with color features, and some objects may be thin or have irregular shapes. The
performance is thus limited by the regularity constraint and the reliance on low-level features.

With the rise of deep learning, and the large quantity of available semantic annotated im-
ages, numerous methods now leverage such data to extract high-level features for local pixel
clustering, e.g., [17, 37, 47]. These high-level features, often derived from encoder architec-
tures such as CNNs, are trained on segmentation tasks using manually annotated data without
semantic information, to cluster homogeneous pixels in any context. Such deep features en-
able to follow object boundaries more accurately. Nevertheless, most deep learning-based
methods, e.g [43, 47, 50, 52] do not properly enforce the shape regularity of the superpixels,
in order to increase segmentation accuracy, especially on stretched or thin image objects [12].
Regularity is inherently part of the de�nition of superpixel decomposition, and constitutes
an essential criterion for a fair comparison between algorithms. Moreover, regularity can
largely bene�t superpixel-based graph-based structures [15], superpatch construction [13],
video tracking [6], and interactive methods [18, 44, 58]. Finally, even with very irregular
superpixels, state-of-the-art performance begins to plateau on natural image datasets [12].

Recently, approaches like SAM [21] offered signi�cant progress in large-scale semantic-
agnostic training, being able to segment almost any object with a certain semantic level.
However, these methods only generate independent object mask proposals, that may overlap,
lack precise borders with potentially missing subparts. This highlights the remaining need
for complementary lower-level superpixel segmentation that can be used to re�ne high-level
proposals or as input of any superpixel-based pipeline. Hence, we address how to ef�ciently
leverage high-level object proposals to reach unprecedented levels of superpixel accuracy.

Contributions. In this work, we introduce the SuperPixel Anything Model (SPAM), a gen-
eral superpixel segmentation framework leveraging large-scale pre-trained models such as
SAM [21]. Our main contributions are listed as follows: (i) Our method is the �rst to handle
any prior segmentation, possibly containing uncertainty regions, ensuring that the superpix-
els are strictly contained within the mask objects. Notably, we show how to ef�ciently use
prior segmentations from SAM [21]. (ii) Thanks to the possibility of using high-level prior
segmentation, we propose two new adaptive inference modes, based on visual attention [5]
or user interactions, to adjust superpixel scale within objects. This provides a hierarchical
decomposition, that can lighten the processing of superpixels or facilitate annotations. (iii)
We present an in-depth ablation study and extensive comparisons on segmentation tasks. (iv)
SPAM provides the most visually comprehensible superpixels, and signi�cantly outperforms
the accuracy of state-of-the-art approaches.
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2 Related work

Low-level feature-based methods.Superpixel methods gained popularity with SLIC [2], a
simple yet ef�cient localK-means framework to cluster pixels in a combined low-level spa-
tial and color space. Following methods use augmented feature spaces [7], manifold learning
[28], contour constraints [55], or a non-iterative approach [1]. Beyond these, methods like
Watershed [30], coarse-to-�ne [53] or Gaussian Mixture-based method [3] represent inter-
esting alternatives. Hierarchical approaches, e.g., [48] have also been proposed to segment
the image at different scales, using similar clustering features as [2]. Finally, to address the
lack of structure in the segmentation, a lattice superpixel method has been proposed [36],
preserving a 8-neighborhood connectivity, though this comes at the expense of segmentation
accuracy. Recent approaches have moved away from the pseudo-grid layout constraint. For
instance, in [18, 44, 51, 58] methods generate fewer (so larger) or more regular superpixels
in low-variance areas, increasing performance for a given number of requested superpixels.

Deep learning-based methods.In recent years, deep learning-based superpixel methods
have emerged to address the limitations of low-level feature-based approaches. The Super-
pixel Sampling Network (SSN) [17] introduces a convolutional neural network to compute
high-level features. SSN is trained using a differentiable version of SLIC, performing a local
K-means clustering on the extracted features, and is optimized with both segmentation and
shape compactness losses. Several methods have built on this approach by, e.g., introducing
a contour loss to enhance boundary adherence [43], using an encoder-decoder network to
learn the association between pixels and superpixels [52], or improving [52] by adding to the
pixel features, the information of neighboring grid superpixel embeddings [47]. Note that all
these methods are trained on moderate-sized dataset like BSD [31] (200 train images), and
report marginal improvements when trained or �ne-tuned on larger ones. Other approaches
like [59] try to increase the generalizability by projecting the features into a cluster-friendly
space, or propose a hierarchical segmentation [37], both at the expense of lower segmentation
accuracy. Deep learning-based methods have focused heavily on segmentation performance
or computational ef�ciency and offer limited control over regularity, often requiring to re-
train the network, while producing irregular regions (see results in Sec. 4.3). Nevertheless,
the overall segmentation performance begins to plateau on natural image datasets.

Evaluation framework. Superpixel methods may be evaluated on several properties with
dedicated metrics to assess the respect of the segmentation constraints. Key evaluation met-
rics include segmentation accuracy and contour detection performance relative to a ground
truth, shape regularity, color homogeneity, or respect of the target number of superpixels.

However, superpixel evaluation is often as biased as the segmentation problem itself,
given its ill-posed nature [12]. For instance, boundary recall [32] is frequently reported with-
out precision, favoring noisier methods, or strongly correlated metrics are reported together.
More importantly, many works omit superpixel regularity in their comparisons, although it
may have a signi�cant impact on segmentation performance. Therefore, many recent deep
learning methods have often prioritized segmentation accuracy over regularity. Studies such
as [12, 14, 41] have highlighted these biases, recommending one metric per property for
balanced evaluation. In our experiments, we use these metrics alongside qualitative results.
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3 Superpixel Anything Model

We introduce the proposed SuperPixel Anything Model (SPAM), a deep learning-based su-
perpixel segmentation pipeline which can generate accurate and regular superpixels. The key
idea of SPAM is to allow the superpixel segmentation algorithm to be guided by a prior ob-
ject segmentation. This approach enables SPAM to leverage robust, large-scale pre-trained
segmentation models, such as SAM [21], or to utilize any user-provided prior segmentation.
The overall pipeline of SPAM is shown in Fig 1.

Figure 1:SPAM superpixel segmentation pipeline.A CNN encoder is trained to generate
deep superpixel features via a differentiable clustering algorithm. At test time, this clustering
algorithm can be constrained by a prior object segmentation, coming from a pre-trained
large-scale segmentation model such as SAM [21]. Since this prior object segmentation may
present overlapping objects, a processing step is applied to convert it into a proper image
partition. The �nal deep learning-based superpixels are therefore, by construction, strictly
contained within the objects of the prior segmentation. See text for details.

3.1 Masked deep superpixel clustering

First, we introduce the main superpixel segmentation pipeline. Then, we explain how to
incorporate a prior object segmentation to constrain the superpixels to align with it.

Deep superpixel clustering. We train a convolutional neural network (CNN) encoderE
to generateD deep features which are then fed into a differentiable superpixel clustering
algorithm to produce the output superpixel segmentations. The core of this approach is
based on the SSN method proposed by [17]. The differentiable clustering algorithm takes
as input image color featuresFc (Lab channels), spatial featuresFs (xy coordinates of each
pixel), and the higher-level deep featuresFe from the CNN encoderE.

Starting from initial set of seed points (superpixel candidates), the clustering algorithm
iteratively computes asoft mappingSsoft of pixels to superpixels. The procedure is similar
to SLIC, but adapted to incorporate featuresFe from the encoder in a differentiable way.
Speci�cally, the clustering distance is balanced between different features with parameters
l c andl s weighting colorFc and spatialFs features, respectively. These parameters are �xed
during training, but can be modi�ed at inference, allowing to control superpixel regularity.

The model is trained in a supervised way using ground-truth high-level segmentationsG.
The training loss is composed of two terms: (i) a pixel-wise categorical cross-entropy term



J.WALTHER ET AL: SUPERPIXEL ANYTHING 5

(a) Initial image (b) Seeds placement within objects (c) Superpixels candidates

Figure 2:Seeds initialization with a prior object segmentation.(b) In each objectOi , a
proportional number of seedsKi is randomly set. (c) The initial clustering is generated using
spatial nearest neighbors. For each pixel (crosses), the at most 9 closest superpixels within
a distance threshold and in the same object are selected as candidates for association. Pixels
in uncertainty regions (yellow) can be associated to any close superpixels (see blue cross).

L seg, comparing the predicted soft superpixels assignementsSsoft to ground-truthG, and (ii)
a compactness termL compact, penalizing superpixels with high spatial variance, such as:

L = L seg(G;Ssoft) + l L compact(Fs;Ssoft): (1)

More details on these losses are given in the supp. mat.
The clustering algorithm being differentiable, the model is end-to-end trainable so the

encoderE can learn deep pixel-wise featuresFe designed for superpixel clustering. At infer-
ence time, ahard mappingof every pixel to a unique superpixel is computed to generate the
�nal segmentation. In principle, any deep learning architecture could be used as the encoder
to train the model. In this work, we use the same CNN encoder as in [17]. This encoder pro-
vides a lightweight architecture, easily trainable, and ensures fair comparison with previous
methods. For more details about the architecture, we refer the reader to [17].

Masked clustering based on prior segmentation.In SPAM, we adapt the differentiable
clustering such that it can be constrained by a prior object segmentation. SPAM guarantees
that the generated superpixels are contained within the objects of this prior segmentation. To
achieve this, we propose several key modi�cations to the algorithm.

First, to initialize the constrained clustering, we assign seed points within each object
based on its area, rather than using a rectangular sampling grid. Speci�cally, we setKi =
KjOi j=jI j seeds in each objectOi , with K the total number of superpixels,jOi j the object area
andjI j the image area. A subset of pixels within each object is selected to drawKi seeds, and
their positions are re�ned through 5 iterations ofK-means clustering. This approach ensures
a balanced distribution of seeds across the image objects (see Fig. 2(b)).

Next, to prevent pixels from being assigned to superpixels outside their original object,
their neighborhood (i.e., superpixel candidates) is constrained according to the object map.
Each pixel is thus associated with up to 9 of the closest superpixels within the same object
and within a certain distance (see Fig. 2(c)). Note how the pixel identi�ed by the green cross
cannot consider as candidates superpixels outside the same object in the prior segmentation.

Additionally, the prior object segmentation may also include thin uncertainty regions (in
yellow) where pixels are not assigned to any object. For these pixels, the neighborhood is
not constrained by objects, allowing them to be associated with any nearby superpixels.

Finally, as in most superpixel segmentation methods, a �nal step ensures superpixel spa-
tial connectivity by merging small disconnected regions with adjacent ones. In SPAM, this
process is also constrained so that pixels can only be assigned to a superpixel contained in
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the same object of the prior segmentation. Hence, only pixels of uncertainty regions are free
to be assigned to any close superpixel.

3.2 Prior object segmentation

We present an ef�cient automatic way to obtain a prior object segmentation to be used with
SPAM at test time. Note that any other prior segmentation could be used.

Object segmentation.The �rst step is to use the pre-trained SAM model [21] (with ViT-H
weights) to generate a set of object proposals. In this work, we use a uniform sampling grid
of 32� 32 foreground points as input prompt for the model. Note that other input prompts
could be considered, such as user-provided interactive clicks. However, even after applying
non-maximum suppression, the set of objects segmented by SAM does not form a proper
partition of the image because (i) the objects often overlap, and (ii) the union of objects
does not cover all the pixels in the image. Thus, along the overlapping main objects, we
obtain unlabeled pixels that can be categorized into: large areas, which can be viewed as
background, and smaller regions, often corresponding to thin object boundaries.

Object proposals aggregation. To ensure that we get a proper image partition from the
initial object proposals, we propose the following aggregation method (see Fig. 3). First, we
retain only objects larger than a speci�ed minimum area threshold.

Figure 3: Object proposals aggrega-
tion. See text for details.

Next, we remove overlaps between these ob-
jects by iteratively subtracting smaller objects
from larger ones (i.e., the smallest objects are re-
moved from the larger objects they overlap with,
until no overlaps remain). Remaining unlabeled
pixels are then divided into connected compo-
nents, with only those larger than the minimum
area threshold being kept. Additionally, we apply
morphological opening to distinguish between
large background areas and thin boundaries be-
tween objects. The remaining large regions (non-
overlapping objects from SAM and large con-
nected background components) are treated as
prior objects to constrain our superpixel algorithm. During clustering, unlabeled pixels (yel-
low pixels in Fig. 3) are locally associated without being constrained by prior objects, while
ensuring spatial connectivity.

3.3 Adaptive segmentation modes

For annotation purposes or to reduce computation time, we may aim to concentrate super-
pixels in regions of interest while decreasing their number in smoother or less salient areas,
such as the background. Several works have explored such approaches [18, 44, 58], produc-
ing superpixels of varying sizes that do not follow an implicit regular grid.

In SPAM, we propose avisual attention(VA) mode that automatically adjusts the scale
to produce more superpixels in object of interests. The main motivation for increasing super-
pixel density within regions of interest is to boost the chance of accurately segment pertinent
sub-objects embedded in those regions. Note that even by increasing the number of points
for prompting SAM [21] do not guarantee to ef�ciently capture such objects.



J.WALTHER ET AL: SUPERPIXEL ANYTHING 7

(a)Visual attention(VA) mode using saliency map [5] (b)User-driven attentionmode using clicks

Figure 4:SPAM adaptive segmentation modes.We propose two modes to focus on spe-
ci�c objects of interest. (a) For a given object map, we increase the number of superpixels
generated in objects of interest by a factorr (herer = 2:5), providing a �ner segmentation.
These objects can be automatically selected using a visual attention map [5]. The number
of superpixels is reduced outside the object(s) of interest to achieveK requested superpixels.
(b) The user can also manually select different factors for each object (blue=x2, red=x0.5).

Since [21] does not directly provide visual attention or saliency information (every region
is considered as an object), we use DINO [5] to compute a saliency map of the input image.
Within each object of the prior map, if the average saliency score is over 0.1, the object is
considered as of interest, orforegroundand otherwise asbackground. The adjustment is
set by a ratior so that for an imagejI j, a foreground objectOf

i is initialized with K f
i =

jOf
i j

jI j Kr superpixels, withr > 1. To generateK superpixels overall, a background objectOb
j is

initialized with Kb
j =

jOb
j j

å
p

jOb
pj

(K � å
i

K f
i ). See examples of saliency and adapted segmentation

in Fig. 4(a).
In the provided code, we also feature anuser-driven attentionmode, where the user can

easily re�ne the scale of the segmentation by selecting objects where to increase or decrease
the number of superpixels (see Fig. 4(b)). Note that SAM alone, in its click-guided variant,
might fails to detect small and ambiguous objects. The user-driven mode therefore becomes
especially valuable to force the capture of such objects. Additional examples are presented
in supp. mat.

4 Experimental results

4.1 Validation framework

Datasets. We train and evaluate our method on the BSD [31], the mainly used dataset in
superpixel segmentation. The BSD contains 200 train, 100 validation, and 200 test images,
of size 321x481 pixels, with �ne segmentation annotations (up to 173 objects per image). We
also report segmentation results on the NYUv2 [40] containing 399 images of size 448x608
pixels and the SBD [16] containing 477 images of size 240x320 pixels.

Evaluation metrics. We use the recommended metrics and framework described in [12, 41]
to measure the main superpixel properties: (i) Object segmentation with Achievable Segmen-
tation Accuracy (ASA) [26], measuring the compliance of superpixels with the groundtruth
objects; (ii) Regularity with the Global Regularity (GR) [14], evaluating the convexity, bal-
ance, border smoothness of the superpixel shapes; (iii) Contour detection with Boundary Re-
call (Rec.) vs Precision (Pre.) [32], comparing the superpixel and groundtruth object border
following the protocol of [45]; (iv) Color homogeneity with Explained Variation (EV) [35],
considering the average color variance in each superpixel; (v) The average error percentage



8 J.WALTHER ET AL: SUPERPIXEL ANYTHING

(a) Impact of the number of deep superpixel featuresD (b) Impact of spatial regularity as test time, set byl s

Figure 5: Ablation and parameters study for SPAM. Using prior object segmentation
(solid lines) signi�cantly improves the accuracy (ASA) of the models without (dashed lines,
w/o OS). (a) Increasing the number of features generated by the encoderD improves segmen-
tation performance (ASA) and reaches a plateau. In contrast, a smallerD gives more weight
to low-level features, resulting in higher regularity (GR). (b) With prior object segmentation,
enforcing spatial regularity by increasingl s yields signi�cantly more regular superpixels
(GR), without compromising accuracy (ASA).

between the number of generated superpixelsK̂ compared to requestedK, DK = jK̂ � Kj=K.
Detailed descriptions of these metrics are provided in the supp. mat.

Training settings. SPAM is trained on the BSD dataset, allowing fair comparison with other
methods that also train on this dataset. We train the model for 500k iterations with a batch
size of 6 and a learning rate of 10� 4. The compactness parameter was set tol = 10� 5. The
color and spatial feature weights are set tol c = 0:26 andl s = 7:5 for training and testing.
We keep the model achieving the best ASA score on the BSD validation set. Note that only
the CNN encoder of SPAM is trained, as SAM prior segmentations are only used during
inference. All models were trained and tested on a Nvidia RTX A5000 GPU.

4.2 Ablation and parameters study

We present the results of SPAM on the test set of the BSD in Fig. 5. We report the per-
formance of the model for two test-time con�gurations: without prior object segmentation
(dashed lines, w/o OS) and with prior object segmentation from SAM (solid lines).

Deep features and prior segmentation.In Fig. 5(a), we examine the in�uence ofD, the
number of deep features generated by the CNN encoderE and used as input by the clustering
algorithm. First, we see that using prior object segmentation consistently enhances segmen-
tation accuracy, highlighting the interest of our proposed prior segmentation approach. As
D increases, segmentation accuracy (ASA) generally improves, but possibly at a slight cost
to regularity (GR). Note that settingD = 5 restricts the model to color and spatial features
only, resulting in a classical SLIC clustering. The improvement withD > 5, even with object
segmentation, demonstrates the added value of deep superpixel features, capturing �ner ob-
ject details beyond what the large-scale model achieves. In the following, we use the model
trained withD = 20, prior object segmentation andl s = 7:5, achieving a good compromise
between segmentation accuracy and superpixels regularity. More details on the in�uence of
l s are given in the supp. mat.

4.3 Comparison to state-of-the-art

We present an extensive performance comparison with state-of-the-art superpixel methods,
categorizing them into traditional and deep learning (DL)-based methods. All DL-based
methods were trained on the BSD train set. Additional results are reported in the supp. mat.
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Figure 6: Quantitative evaluation of superpixel methods.SPAM (red lines) obtains the
best object segmentation accuracy (ASA) compared to traditional (dashed lines) and DL-
based (solid lines) methods, with a regularity (GR) among the highest, and the best of DL-
based methods. SPAM also has accurate contour detection (Recall vs Precision) and EV
scores consistent with other DL-based methods.

Quantitative evaluation. Evaluation results are shown in Fig. 6 for the three test sets
of BSD, NYUv2 and SBD. With SPAM, we propose a very precise and robust superpixel
method, signi�cantly outperforming the state-of-the-art approaches, in terms of segmenta-
tion accuracy (ASA) and contour detection (Pre./Rec.), yet producing very regular superpix-
els (GR) contrary to all DL-based methods. We also observe that no other method achieves
high performance across multiple metrics simultaneously. This highlights the contradictory
nature of these metrics, especially color homogeneity (low-level) vs object segmentation
(high-level features). Nevertheless, SPAM achieves some of the highest EV scores among
DL-based methods. Finally, as reported in the supp. mat., SPAM provides the best respect
of the requested superpixel numberK among DL-based methods after SEAL. ForK = 400
on the BSD, SPAM gets aDK = 0:036 while the averageDK of compared methods is 0:108.

SPAM inference takes less than 200ms for a BSD image, independently of the super-
pixel number and for any prior object segmentation. When using SAM as prior segmentation
model, it takes an additional 2s for a �ne sampling grid of 32� 32. This prior computation
can be largely reduced by using either a coarser grid or a more lightweight model like Fast-
SAM [57] (see results in supp. mat.), or is completely neglected with user-provided masks.

Qualitative evaluation. Examples of superpixel segmentations are shown in Fig. 7 and in
the supp. mat. See for instance how irregular can be the superpixels of DL-based methods
such as SEAL, SFCN, AINet or CDS, that produce thin superpixels around object contours or
even unnatural straight superpixel borders in low contrast areas. Such non easily identi�able
superpixels may be an issue for interactive tasks [4, 29]. SPAM demonstrates accurate and
signi�cantly more regular superpixels than other methods.

Finally, as with other state-of-the-art segmentation algorithms, the CNN encoder of
SPAM may still struggle to extract discriminative features in the presence of very low-
contrast regions, extremely small target objects, or objects with ambiguous boundaries that
would not be captured by the prior segmentation mask. SPAM performance may also be sen-




