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Abstract

The rapid pace of urbanization and the increasing frequency of large-scale events
have made crowd management a critical concern in urban planning, facility design, and
event operations. Effective crowd management must address congestion while ensuring
pedestrian safety and comfort. Achieving this requires a reliable assessment of potential
risks within crowds. While crowd density is a common indicator of congestion and can
identify hazardous high-density situations, it is inadequate for evaluating risk in low- to
medium-density crowds, where pedestrian movement dynamics play a more significant
role. To overcome this limitation, we propose the crowd risk score (CRS), a novel quan-
titative metric for assessing crowd-related risk grounded in the mathematical concept of
divergence from vector calculus. The proposed approach was validated using datasets
derived from real-world event footage with human-annotated risk labels. Experimental
evaluations on these datasets demonstrated the effectiveness of the proposed method. By
computing the CRS from pedestrian data automatically obtained through deep learning-
based detection and tracking, the proposed method enables end-to-end analysis of crowd-
related risk directly from video input. This automation supports crowd monitoring and
analysis in practical crowd management scenarios. The datasets and codes are available
at https://github.com/haruto2002/Crowd-Risk-Score.

1 Introduction
Ensuring pedestrian safety and comfort is a fundamental objective in urban planning, facil-
ity design, and event operations. Achieving this requires a detailed understanding of crowd
congestion and its associated risks. A hazardous situation can be succinctly described as
a densely packed crowd in which uncoordinated or disorderly movement occurs. In par-
ticular, at extremely high densities—approximately 10 persons m−2—where major crowd
accidents have been reported [10, 17, 23], the risk of critical incidents becomes especially
pronounced when individual movements within the crowd are not coordinated. Conversely,
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prior studies have reported that safe conditions can be maintained even at high-density con-
ditions of around 10 persons m−2 when individuals remain aware of the circumstances and
behave in an orderly manner [13]. While density is commonly used as a proxy for con-
gestion, it does not adequately capture the complexity of risk under dynamic conditions.
Crowds with identical densities can exhibit significantly different risk levels depending on
pedestrian movement patterns. For instance, a densely packed but stationary crowd may pose
less risk than a similarly dense crowd with chaotic, multidirectional movement. Therefore,
density alone is an inadequate and overly simplistic measure for evaluating crowd-related
risks. In particular, under low- to medium-density conditions typically observed in everyday
congested environments, pedestrian safety and comfort cannot be assessed solely based on
density. A more detailed analysis of individual movement and capturing the surrounding
crowd flow is required. When the surrounding flow remains uniform, the level of risk is
relatively low. However, when the flow becomes disorderly—especially when pedestrians
move in opposing directions and collide—the risk increases substantially, and this effect is
further amplified under high-density conditions. This study quantifies crowd-related risks
that threaten pedestrian safety and comfort, with particular emphasis on the characteristics
of the surrounding crowd flow.

Several approaches have been proposed to address this limitation by incorporating pedes-
trian movement into risk assessment [3, 5, 6, 7, 20]. However, most of these methods are
designed for extremely high-density scenarios, such as those observed during the Hajj pil-
grimage [6] and the Love Parade [5], where severe crowd disasters have occurred. Conse-
quently, their effectiveness under moderate-density conditions—commonly encountered in
everyday public facilities and events—is limited. This limitation arises from differences in
the assumed crowd densities and the criteria used to assess risk. Feliciani and Nishinari [3]
proposed a quantitative score that incorporates pedestrian movement and is applicable across
a wide range of crowd densities. Their method models passing encounters between adjacent
pedestrians as rotations of their velocity vectors, emphasizing local interactions. However,
in low- to medium-density environments, macroscopic phenomena—such as collisions be-
tween opposing flows—play a more significant role in influencing crowd-related risks than
individual interactions.

This paper proposes a quantitative metric for evaluating crowd-related risks from a macro-
scopic perspective. The approach employs the concept of divergence from vector calculus—
a technique commonly used in fluid dynamics to characterize flow behavior—to model the
relationship between macroscopic crowd flow and risk. The proposed method facilitates
accurate risk assessment in low- to medium-density scenarios, which are frequently encoun-
tered in facility design and event management.

To support practical application, we developed a processing pipeline (Figure 1) that takes
video as input, automatically extracts pedestrian velocity vectors using deep learning, and
computes scores to quantify crowd-related risks. Experiments were conducted using videos
of congestion near an event venue to validate the effectiveness of the proposed method.
Integrating this automated pipeline with the proposed metric significantly reduces the effort
required to analyze congestion conditions across large areas and extended timeframes.

The contributions of this study are as follows:

• A novel method is proposed for quantifying crowd-related risk by capturing variations
in surrounding crowd flow. This approach improves the accuracy of risk estimation
and supports practical applications in crowd management, particularly in facility de-
sign and event operations.
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Figure 1: Overview of the processing pipeline. Pedestrian head positions are detected in each
frame using P2PNet [18], and individual trajectories are generated through ByteTrack [21].
The image-plane trajectories are transformed into ground-plane coordinates using a precom-
puted homography. Pedestrian velocities are then estimated from the resulting real-world
trajectories, and the crowd risk score (CRS) is computed accordingly.

• Benchmark evaluation datasets have been constructed through human annotations of
real-world crowd videos. These datasets include both binary labels and pairwise com-
parisons of perceived risk across video segments, enabling the quantitative evaluation
of various risk indicators.

2 Related Work
The level of service (LOS) is a framework for evaluating pedestrian facilities, introduced in
the Highway Capacity Manual 2000 (HCM2000) [15]. It classifies pedestrian environments
into six levels, from A (most comfortable) to F (extremely poor), based on context-dependent
criteria. For instance, Queuing Area LOS is determined solely by pedestrian space, whereas
Pedestrian Walkway LOS incorporates both pedestrian space and flow rate. LOS is simple
to apply and well-suited for general facility planning and regulatory standards, especially
under low- to medium-density conditions. On the other hand, prior research has indicated
that walking speed represents perceived congestion more accurately than density, and that a
larger gap between desired speed and actual speed corresponds to a higher perceived level
of congestion [8]. This study highlights the need for improvement, as existing frameworks
often fail to account for detailed pedestrian movement patterns and rely on scenario-specific
evaluation criteria, thereby limiting their effectiveness for cross-situation comparisons.

Several studies have emphasized the significance of pedestrian movement information
and proposed methods to quantify crowd-related risk. Helbing et al. [6] analyzed video
footage of a crowd disaster during the Hajj pilgrimage and identified a phenomenon known
as crowd turbulence as a potential trigger for such incidents. To detect this phenomenon,
they proposed the concept of “crowd pressure,” defined as the product of pedestrian density
and the variance of pedestrian velocities. By computing this metric from velocity vectors,
they identified the occurrence of crowd turbulence. Although this concept has been adopted
in several studies [4, 5, 14], it was specifically developed for extremely high-density envi-
ronments, where the likelihood of crowd disasters is greatest. While velocity variations are
strongly associated with risk in such conditions, effective risk evaluation in lower-density
scenarios requires a more detailed and nuanced analysis of pedestrian movement patterns.

Feliciani and Nishinari [3] incorporated pedestrian movement information more pre-
cisely into the evaluation of potential risks in crowds. They introduced two metrics: “con-
gestion level,” which quantifies the degree of local movement disorder, and “crowd danger,”
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which captures intrinsic risk by combining congestion with density. Crowd-related risk in-
creases in the presence of multidirectional flows compared with unidirectional flows. This
phenomenon is captured by the crowd danger metric, which quantifies local rotational flow
using the curl of the pedestrian velocity vector field. The observation area is divided into grid
cells of 0.2 meters, and for each cell, a representative velocity vector is computed based on
pedestrian trajectories. The curl at each cell is calculated from the velocity vectors of the four
surrounding cells, and the congestion level is defined as the difference between the maximum
and minimum curl values within a 0.7-meter radius, normalized by the local average speed.
The crowd danger is then obtained by multiplying the congestion level by local density. This
method focuses on local interactions between nearby pedestrians. However, when assessing
potential risk in low- to medium-density crowds, a macroscopic perspective on overall crowd
flow becomes more important. In high-density environments, even a few disordered individ-
uals can compromise collective safety. In contrast, under low- to medium-density conditions,
large-scale disordered structures—such as opposing flows—tend to have a greater influence
on risk than localized disruptions. Recent studies have proposed an improved version of
“congestion level,” termed the “congestion number” [20]. This dimensionless quantity is
independent of computational parameters, enables more intuitive interpretation, and exhibits
greater robustness to missing data compared with the “congestion level.” [9] Nevertheless,
the limitations highlighted earlier remain unresolved.

This paper proposes a quantitative score for assessing crowd-related risks under typical
congestion conditions, including the low- to medium-density scenarios commonly observed
around public facilities and event venues. The proposed score captures variations in macro-
scopic crowd flow, allowing for more accurate risk assessment. Designed for broad applica-
bility, this metric supports consistent comparisons across diverse crowding situations.

3 Divergence-Based Approach to Danger in Crowds
First, the relationship between crowd-related risk and pedestrian movement is examined.
When pedestrian movement patterns are consistent across crowds, the level of risk generally
increases with crowd density. However, this correlation does not always hold when move-
ment patterns vary. For instance, a crowd moving uniformly in a single direction may remain
relatively safe even at moderately high densities, whereas a less dense crowd with intersect-
ing or opposing flows may exhibit significantly higher risk. These observations suggest that
density alone is insufficient for accurately assessing crowd-related risk, particularly in the
presence of diverse pedestrian behaviors.

To account for variations in risk arising from different movement patterns, this work
adopts the concept of divergence from fluid dynamics. In a two-dimensional vector field
VVV = V1eee1 +V2eee2, where eee1 = (1; 0)T and eee2 = (0; 1)T, the divergence of VVV is defined as

divVVV =
¶V1

¶x
+

¶V2

¶y
: (1)

Divergence quantifies the local variation of a vector field and is computed via partial differen-
tiation. In fluid dynamics, it describes whether the flow is expanding, steady, or contracting
in the vicinity of a point. Specifically, divergence takes positive values when the flow ac-
celerates within a local region, and becomes more strongly positive when the flow expands
outward from a point. It remains close to zero when the flow is uniform or stationary, indicat-
ing no significant variation in the local velocity field. Conversely, divergence takes negative
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values when the flow decelerates, and becomes more strongly negative, particularly when
the flow converges inward toward a point.

Divergence on a vector field

Risk in a pedestrian crowd

div	𝑽 < 0

High risk

div	𝑽 = 0

Low risk

div	𝑽 > 0

Low risk

Figure 2: Correspondence between diver-
gence and crowd-related risk. Top row: blue
arrows represent vectors in synthetic vector
field. Bottom row: green arrows indicate indi-
vidual pedestrian velocities, while thick blue
arrows denote aggregated crowd flow.

This concept is similarly applicable to
the analysis of crowd flow, as illustrated
in Figure 2. Pedestrian movements in
which individuals disperse from a point cor-
respond to vector fields with positive di-
vergence. Smooth unidirectional flows or
stationary conditions are typically associ-
ated with divergence values near zero, and
crowds exhibiting such patterns are gen-
erally considered safe. In contrast, when
pedestrian movement converges toward a
central point and becomes disordered, the
corresponding vector fields exhibit negative
divergence, representing potentially haz-
ardous situations.

However, since pedestrian velocity vec-
tors are discrete and not differentiable, and
crowd-related risk is heavily influenced by
surrounding movement patterns, local dif-
ferential operations alone are inadequate
for accurate risk assessment. Instead, risk
should be quantified by capturing the surrounding crowd flow from pedestrian velocities and
analyzing its variation on a broader scale.

4 Proposed Method
The proposed method is outlined in Figure 3. Evaluation points M are distributed across the
map, and for each point k ∈ M, the local density and crowd flow variation (CFV) are calcu-
lated to determine the crowd risk score (CRS). The computational procedure is as follows:

Following the approach of Helbing et al. [6], local density is estimated using a Gaussian
distance-dependent weight function (Equation 3). The density at each evaluation point is
calculated using Equation 2, which represents the weighted density based on the distance
between each pedestrian and the evaluation point:

rk = å
i∈P

f (mmmk; pppi); (2)

f (mmmk; pppi) =
1

pR2 exp
(
−∥mmmk − pppi∥2

R2

)
; (3)

where P represents the set of surrounding pedestrians, mmmk represents the position of eval-
uation point k, and pppi represents the position of pedestrian i. The parameter R defines the
measurement radius, within which approximately 63% of the total weight is assigned to
nearby pedestrians. In the experiments conducted in this paper, R was set to 1.0 meters. The
value rk represents the local density at evaluation point k.

Next, for each evaluation point k, pedestrians are classified into forward and backward
groups along both the x- and y-directions: Px+

k , Px−
k , Py+

k , and Py−
k . Pedestrians are classified
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Figure 3: Process for computing crowd risk score (CRS). Evaluation points are placed
throughout map to calculate local density and crowd �ow variation based on pedestrian ve-
locity vectors. CRS is computed as product of these two components.

into Px�
k if their x-coordinate is smaller than that of the evaluation point, and intoPx+

k if it is
larger. In the same manner, pedestrians are classi�ed intoPy+

k andPy�
k according to their y-

coordinate. It should be noted that these classi�cations do not form four mutually exclusive
groups; rather, binary partitions are applied separately along each axis. Consequently,Px�

k [
Px+

k = Py�
k [ Py+

k = P. The corresponding crowd �ows, denoted asCFx+
k , CFx�

k , CFy+
k , and

CFy�
k , are computed by summing thex- or y-components of the pedestrian velocity vectors

within each group. Each contribution is weighted according to the pedestrian's distance from
the evaluation point using Equation 3. Equation 4 de�nes the forward and backward crowd
�ows in the x-direction, denoted asCFx+

k andCFx�
k , respectively.

CFx+
k = å

i2Px+
k

vvv(i)
x f (mmmk; pppi); CFx�

k = å
i2Px�

k

vvv(i)
x f (mmmk; pppi); (4)

wherevvv(i)
x represents thex-component of the velocity vectorvvv(i) for pedestriani. The crowd

�ows in the y-direction, denoted asCFy+
k andCFy�

k , are computed in the same manner.
The crowd �ow variation (CFV) is calculated as the difference between the forward and

backward �ows in each direction (Equation 5). The total CFV is then obtained by summing
the CFVs in both thex- andy-directions (Equation 6).

CFVx
k = CFx+

k � CFx�
k ; CFVy

k = CFy+
k � CFy�

k ; (5)

CFVk = CFVx
k + CFVy

k : (6)

The CRS is computed as the product of the total CFV and the local density:

CRSk = � r kCFVk: (7)

This formulation captures the observation that potential risk in crowds increases when for-
ward movement slows down, particularly in the presence of opposing �ows. Such conditions
arise whenCFx+

k < CFx�
k andCFy+

k < CFy�
k , resulting inCFVk < 0. To ensure that higher

danger levels correspond to higher CRS values, the sign of the result is inverted.
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5 Experiments

Experiments were conducted using video recordings from a �reworks festival venue to eval-
uate the effectiveness of the proposed method in real-world crowd scenarios. The videos
were recorded from a �xed camera position at 30 frames per second.

5.1 Experiment Details

5.1.1 Quantitative Evaluation on Datasets

Classi�cation Dataset. Five-second video clips, each covering an area of approximately
eight meters per side, were extracted from moderately crowded scenes. A total of 417 clips
were annotated through binary classi�cation—“Danger” or “Safe”—by two independent an-
notators. Among these, 86 scenes were labeled as “Danger” and 187 as “Safe” by both
annotators. Only consistently labeled clips were used for evaluation to ensure the reliabil-
ity of the annotations. No explicit criteria were provided to the annotators for determining
whether a scene was “Danger” or “Safe.” Instead, several borderline sample scenes were
presented as references, and the annotators made their judgments based on these examples.
To reduce ambiguity, only the labels on which both annotators agreed were retained, ensur-
ing that scenes labeled as “Danger” were high-risk, whereas those labeled as “Safe” were
low-risk. As shown on the left side of Figure 4, the relationship between crowd density and
perceived risk in this dataset is not straightforward, indicating that pedestrian movement pat-
terns play a more critical role in risk perception. Three indicators were evaluated for their
classi�cation performance using this dataset: (1) density, (2) crowd danger [3], and (3) the
proposed CRS. Evaluation metrics included average precision (AP) and the area under the
receiver operating characteristic curve (ROC-AUC).
Pairwise Comparison Dataset.Five-second video clips, each covering an area of approxi-
mately eight meters per side, were extracted from various locations to construct scene pairs.
Two annotators independently evaluated each pair and determined the scene that appeared
more dangerous. In total, 427 pairs were created, of which 345 received consistent judg-
ments from both annotators. As with the classi�cation dataset, only consistently labeled
pairs were used for evaluation to ensure annotation reliability. The same three indicators
were evaluated on this dataset: (1) density, (2) crowd danger [3], and (3) the proposed CRS.
Precision was used as the evaluation metric. A prediction was considered correct if the rel-
ative ordering of the indicator values matched with the annotators' judgment. Notably, the
annotators were not informed of the concept of crowd-related risk underlying the proposed
method during dataset construction, and all annotations were performed independently and
without any mutual consultation.

5.1.2 Qualitative Evaluation Using a Video Sequence

To evaluate the expressiveness of the proposed method, a �ve-minute video covering an
area of 13 meters × 13 meters was analyzed, revealing noticeable �uctuations in crowd-
related risk. The CRS was computed at 10-frame intervals and plotted over time to examine
temporal trends. In addition, heatmaps were generated to visualize CRS values at selected
time points, con�rming that the method appropriately highlighted areas with elevated risk.
This qualitative evaluation demonstrated the method's ability to capture dynamic changes in
risk driven by variations in pedestrian movement.
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Figure 4: Distributions of each indicator for “Danger” (red) and “Safe” (blue) scenes. The
x-axis represents indicator values, and they-axis indicates relative frequency.

5.2 Process of Risk Estimation from Videos

The overall process from video input to CRS computation is illustrated in Figure 1. Pedes-
trian detection in each frame was performed using P2PNet [18], a deep learning-based crowd
counting method [11, 12, 19] that provides accurate estimations of individual positions, even
in densely crowded scenes. To adapt the model to the target environment, a dataset com-
prising 11,504 annotated images captured during the same �reworks festival was created.
A model pre-trained on the ShanghaiTech Part A dataset [22] was then �ne-tuned on this
dataset. The customized model was used to determine the number and positions of pedestri-
ans in each frame.

Pedestrian velocity vectors were estimated through tracking. ByteTrack [21], a multi-
object tracking (MOT) algorithm [1, 2, 16], was applied to the point detections generated
by P2PNet. A homography matrix was computed from four manually de�ned point corre-
spondences between the image and a planar ground map to correct for perspective distortion.
Using this homography, a projective transformation was applied to convert pedestrian image
coordinates into ground-plane coordinates, where Euclidean distances re�ect physical dis-
tances in the real world. Velocity vectors were then computed from the trajectories over the
preceding 30 frames (equivalent to one second).

Finally, the CRS was computed using the estimated velocity vectors. The parameterR in
the Gaussian distance-dependent weight function (Equation 3), which is used in both local
density and crowd �ow computations, was set to 1.0 meters. Evaluation points were placed
at 0.4-meter intervals across the entire area.

5.3 Results

Method AP AUC Precision
Density 56.1 67.8 68.4
Crowd danger [3] 78.3 84.2 58.4
CRS (ours) 93.7 96.1 80.0

Table 1: AP/AUC: classi�cation dataset; Preci-
sion: pairwise comparison dataset.

The results for both the classi�cation
and pairwise comparison datasets are
summarized in Table 1. Across both
datasets, the proposed CRS achieved
the highest performance among the
three evaluated indicators. Figure 4
presents the score distributions of each
indicator for scenes labeled as “Dan-
ger” and “Safe.” The distribution of
density values suggests that perceived crowd-related risk in this dataset was not strongly
correlated with density alone. While crowd danger improves classi�cation by incorporating
pedestrian movement patterns, CRS further enhances class separability and clearly outper-
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Figure 5: Temporal trends in pedestrian count and CRS over five-minute video. Green
line (left axis) represents number of pedestrians, and red line (right axis) shows CRS values.
Solid lines indicate 100-frame moving averages. Upper part of figure shows labeled crowd
states for different time segments.

forms both density and crowd danger. In the pairwise comparison dataset, CRS also sig-
nificantly outperformed the other two indicators in terms of assessment accuracy. Although
crowd danger outperformed density in the classification task—where risk perception was less
dependent on density—it performed less effectively in the pairwise comparison task, which
featured a broader variety of crowd scenarios. In contrast, CRS maintained consistently high
performance across diverse conditions, demonstrating its robustness to scene variation.

The results from a five-minute video are shown in Figures 5 and 6. The observed crowd
dynamics can be broadly categorized into two patterns, as indicated in the figures:
(a) Intermittent and localized congestion. The overall pedestrian flow is bidirectional (up-
ward and downward) and mostly stable, with minimal interference. Occasional inflow from
the sides causes temporary local interactions and brief increases in risk.
(b) Sustained congestion. When the traffic signal for the downward-facing direction turned
red, stationary pedestrians began to accumulate, obstructing the bidirectional flows. As
pedestrians entered from the right, three-directional flows became entangled on the con-
gested sidewalk. This situation evolved through the following four phases:

(b-1) Chaotic collision of flows. As stationary pedestrians waiting at the traffic sig-
nal compress the sidewalk capacity, additional inflow from the right collides with the
existing upward and downward streams. The resulting three-directional entanglement
produces a chaotic state with the highest level of risk observed in the sequence.
(b-2) Emergence of order. Pedestrians adapt to the previous chaotic state by forming
lanes and yielding to one another, reducing conflicts and risk.
(b-3) Second merging. After a temporary decrease in risk during phase (b-2), a new
group enters from the right, causing risk to rise again.
(b-4) Dissipation of congestion. Once the traffic signal for the downward direction
turns green, the pedestrians who had been stationary on the sidewalk begin to flow out,
alleviating congestion and returning the crowd flow to the intermittent and localized
state described in (a).
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Figure 6: Heatmap visualizations of crowd risk estimated by CRS for various crowd states.
Arrows indicate pedestrian velocity vectors and are color-coded according to movement di-
rection, as shown in reference diagram in bottom-right corner.

Figure 5 plots pedestrian count and CRS over time. While pedestrian count alone does
not clearly reflect the described crowd dynamics, CRS accurately captures the transitions
between different states. Figure 6 presents CRS heatmaps corresponding to each phase. In
pattern (a), CRS values remain low during stable bidirectional flow, with localized spikes
near points of lateral merging. In (b-1), high CRS values are concentrated in regions with
disordered movement. In (b-2), although pedestrian count remains comparable to that in
(b-1), CRS effectively reflects the emergence of order and the associated reduction in risk.
The score rises again in (b-3) due to the second merging wave and then decreases in (b-4) as
congestion dissipates. These results demonstrate that the proposed CRS accurately captures
variations in crowd-related risk driven by pedestrian behavior.

6 Conclusion

Future work will focus on enhancing annotation quality by involving individuals experienced
with real-world crowded conditions, increasing the number of annotators, and expanding
the set of evaluation scenarios. These efforts will expand the dataset, enhance the reliabil-
ity of evaluating quantification techniques, and facilitate a more comprehensive analysis of
their limitations. Furthermore, the broader spatial context must be considered, particularly
whether evacuation space is available in the surrounding environment or obstructed by dense
crowds or structural barriers. The same local risk can be mitigated or exacerbated depending
on the availability of such evacuation space. Incorporating this information is expected to
further enhance the robustness of the method across diverse scenarios.


